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ABSTRACT
Gary Geisler: AgileViews: A Framework for Creating More Effective
Information Seeking Interfaces
(Under the direction of Gary Marchionini)
In recent years we have seen several developments that have had a profound effect on information
seeking in digital environments: an enormous growth in the quantity of information that is readily
accessible, a significant broadening in the sources of information, and the emergence of a wide
variety of devices from which we can access information. While these developments provide many
benefits, the volume of information and range of choices also contribute to many problems
experienced by people when seeking information online.
The primary contributions of this dissertation are to introduce a framework that can be used
to design information seeking interfaces and to demonstrate that interfaces informed by this
framework can improve the information seeking experience. The AgileViews framework is based on
the natural and intuitive concept of views. Just as we instinctually and continually shift our focus of
attention from one source of information to another to accomplish tasks and respond to stimuli in the
physical world, the AgileViews framework suggests that information seeking interfaces can be
improved by presenting digital information in structured, intuitive views (overviews, previews,
history views, shared views, primary views, and peripheral views) and enabling users effortless
interaction between these views. The practical use of this framework is illustrated in this dissertation
through examples of three different prototype systems designed with the AgileViews framework.
The AgileViews framework was evaluated by conducting a two-phase user study with 28
participants. Results from the study showed that an interface developed according to the AgileViews
framework does improve the user experience during information seeking, as evidenced from both
objective, quantitative data and from more subjective participant impressions. Specifically, the results
demonstrate that an AgileViews interface can increase the navigational efficiency and the satisfaction
of people when using an information seeking system, while also encouraging them to explore the
system and to be more thorough in their information seeking tasks.
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Introduction

This chapter introduces the difficulties people face in using traditional, navigation-based interfaces
when seeking information from the enormous quantities and sources of information available. It is
suggested that an alternative framework might be usefully employed to create more effective
information seeking interfaces. The chapter then states the specific research problems that are
addressed in this dissertation, summarizes the research approach used to address these problems, and
outlines the material covered in the remaining chapters.
1.1

A Complex Web of Information and Interactions
The world’s total production of information amounts to about 250 megabytes for each
man, woman, and child on earth. It is clear that we are all drowning in a sea of
information. The challenge is to learn to swim in that sea, rather than drown in it. Better
understanding and better tools are desperately needed if we are to take full advantage of
the ever-increasing supply of information. . . . (Lyman & Varian, 2000)

As of late 2002 the popular search engine Google indicates that it indexes nearly 2.5 billion web
pages. This does not include the more than 700 million Usenet discussion forum posts or the more
than 390 million image files available from Google. These figures, furthermore, are just the tip of the
iceberg. It has been shown that no search engine, including Google, covers more than half of the
content available from the Web (Lawrence & Giles, 1999). And the amount of content not indexable
by search engines—sometimes called the “invisible web” or the “deep web” because it resides in
databases, on private intranets, or is archived, has limited life, or is interactive content—likely
exceeds the amount of indexed content by 400 to 550 times (Lyman & Varian, 2000). This trend is
not likely to change. Continued reductions in the cost of storage media and the increased adoption of
the Internet as a preferred or essential medium for publishing and archiving information all but
guarantee the amount of digital information available to us will continue to grow tremendously.
While the quantity of information available online continues to increase, in recent years we
have also seen an expansion in the richness of the information available. The Web is used today not
only by consumers looking to buy goods and services, but also by people researching critical
decisions (stock purchases, medical treatment, potential schools and employers), paying bills and
managing finances, keeping up with news, and solving daily problems. Scientists and researchers
increasingly use the Web to publish and search for research findings. Professions such as medicine
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and insurance are moving more of their records online to facilitate access by patients and other
practitioners. People use a variety of technologies for online social interaction (e-mail, mailing lists,
discussion groups, chat, instant messaging), communicating with colleagues, friends, and new
acquaintances. The Internet as a vehicle for entertainment content is a significant area of
development, with many interests competing to capture a share of the potentially huge market in
digital entertainment in the form of audio and e-books, music, and video.
The growth in quantity and richness of digital content coupled with technological progress
has also opened up a broad range of supplementary information about existing content. Not only can
we research and buy products and services online, we can often view samples or previews of items,
see how other people have rated and reviewed these items, determine how many people have
previously viewed or downloaded them, and see recommendations for related items. Some systems
enable us to see which other users are using the system at the same time. These varied types of
information are increasingly being used by system providers as a means to enrich their systems and
distinguish them from those of their competitors. At the same time, users are often able to take
advantage of this supplementary information to improve the efficiency with which they evaluate
information and make decisions.
As beneficial as the increased quantity and variety of information can often be, these factors
have also greatly complicated the information seeking process. Few would argue that increased
availability of information is a bad thing, but increased availability has also made the task of finding
and choosing which information to use more difficult. This problem has become a significant
unsolved issue in the field of human-computer interaction (HCI). Indeed, solving the problem of how
to “provide ease and quality to individual users, as compared to sheer quantity of access, may be the
single greatest challenge facing HCI in the near future” (Nickerson & Landauer, 1997, p. 9).
Improving the “ease and quality” of the information seeking experience is dependent on
multiple factors. Technological advances will certainly help. The increased availability of high-speed
network access, for instance, has and will continue to enable people to access more information in a
given period of time, reducing frustration associated with simply waiting for information to
download. Although relatively revolutionary advances such as zoomable user interfaces (Bederson,
Myer, & Good, 2000), augmented reality (Wellner, Mackay, & Gold, 1993), or the “semantic web”
(Berners-Lee, 2000) have promise for improving information seeking, changes of such magnitude are
unlikely to happen very quickly. Probably more feasible in the immediate future, however, is an effort
from information system designers to recognize the changing landscape engendered by the increased
quantity and variety of information available and to design systems that embrace this change.
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Effective systems can no longer be those that simply enable people to move successfully
from one page of information to another; effective systems are ones that create an environment in
which the user can understand the quantity and range of information available on a topic of interest
and focus his or her attention on working with that information to solve an information problem, not
on task management processes such as keeping track of where potentially useful information sources
might be or managing multiple but separate windows of associated information.
A fundamental goal of the field of human-computer interaction is to “produce a conceptual
framework, mapping out the important characteristics of mental models, that is robust, useful and
clear to understand for researchers and designers alike” (Preece, 1994, p. 138). A framework intended
for creating better information seeking interfaces should likewise be mapped out in a way that
describes how and why researchers and designers can use it to create effective interfaces and that
demonstrates how those interfaces differ from those currently available. The topic of this
dissertation—AgileViews—has been developed as such a framework. By explicitly defining and
coordinating overviews, previews, history views, shared views, primary views, and peripheral views,
the system designer can use the AgileViews framework to create interfaces that enable users to
perform information seeking tasks in a more efficient and satisfying way, even as the amount and
variety of information available continues to grow.
1.2

Problem Statement

Views are widely used in information systems. Previews are found in many types of interfaces, for
example, both computer-aided design (CAD) and visualization systems (Shneiderman, 1998)
frequently display multiple views of an object or conceptual entity, and specialized views such as
fisheye and context-plus-detail have been presented in several research systems (Furnas, 1986). There
is, however, little research that explores how distinct, multiple views might be useful for information
seeking or that suggests guidelines for using such views (Baldonado, Woodruff, & Kuchinsky, 2000).
The primary goal of this dissertation is to establish fundamental research in this area by investigating
two general research questions:
1. To efficiently assess available resources and make decisions in the physical world, people
naturally and easily shift between multiple points of view. Can this natural process be
emulated in the digital world? What are the essential components of this process?
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Specifically,
•

Can the digital information commonly used when performing information seeking tasks
be logically grouped into distinct categories? If so, what might these categories, or views,
be?

•

What are the characteristics that distinguish one type of view from another?

•

What are the reasons one moves from one type of view to another?

•

How might these views be implemented in a system that best emulates the easy and
natural transition with which people switch views in the physical world?

2. Given an interface to digital information designed to provide multiple views and to enable an
easy and more natural shifting in points of view, does this design improve the user experience
when performing information seeking tasks in the digital world? Specifically,
•

Does the interface improve the efficiency with which the user accomplishes tasks?

•

Does the interface improve the effectiveness with which the user accomplishes tasks?

•

Do users prefer using a system with this interface as compared to a system developed for
the same tasks with a more traditional, non-view-based interface?

•

What do users like and dislike about an interface based on views?

The answers to these research questions will contribute to our knowledge of how people
interact with digital information. A theoretical framework of how people view information adapted to
the digital world can be useful in many types of information systems. The results will provide
important information about how we can improve interfaces to reduce user frustration and help
people find information easier and more naturally. These results could be informative not only for the
improvement of traditional application and Web-based interfaces, but may also be helpful in
developing interfaces for ubiquitous information appliances and enable users to better and more
seamlessly incorporate such devices into their life and work in the physical world.
1.3

Research Approach

Investigating the research questions outlined above required two major work efforts. The first general
research question:
To efficiently assess available resources and make decisions in the physical world,
people naturally and easily shift between multiple points of view. Can this natural process
be emulated in the digital world? What are the essential components of this process?
is addressed in Chapter 3. To develop the AgileViews framework described in that chapter, three
different prototype systems were built over a period of several years. Enriched Links (Geisler, 2000)
applied the AgileViews framework to general Web site browsing. Recommendation Explorer (Efron
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& Geisler, 2001) used the framework to create an interface to a recommender system. And the
AgileViews version of the Open Video digital library applied the framework to an interface for a
large digital video collection (Geisler et al., 2001). The effort spent building these systems served to
both evolve and refine the AgileViews framework and to demonstrate how it can be used to create
information seeking interfaces.
The second general research question:
Given an interface to digital information designed to provide multiple views and to
enable an easy and more natural shifting in points of view, does this design improve the
user experience when performing information seeking tasks in the digital world?
was investigated by conducting a two-phase experimental user study in which study participants
performed tasks related to searching and browsing for digital video using several different interfaces.
Each phase of the study was designed to produce data on specific types of views while also providing
feedback that could be used to evaluate the AgileViews framework on a more general level.
Phase 1 was an interface comparison phase focusing on overviews and previews. As noted in
Chapter 4, we have completed previous studies on preview surrogates for digital video, and other
researchers have also investigated overviews and previews. Phase 1, then, was focused specifically on
determining how integrating overviews and previews into an interface in an agile way affected the
information seeking experience of users. The tasks in this phase asked study participants to complete
similar tasks using both a traditional interface and an AgileViews-based interface, and produced
performance-based quantitative data for each interface.
Unlike overviews and previews, the other views defined in the AgileViews
framework—shared views and history views, in particular—have not previously been studied as
outlined in the framework. There is recent research on systems that are designed to help users
visualize and understand information in online communities (Preece, 2002) but few studies of how
this type of information can be usefully integrated into more general information seeking interfaces.
Similarly, while there is significant research about mechanisms for personal histories and systems that
are informed by aggregate history information, there are fewer studies that have looked at the
potential benefits users might obtain from integrated history information when information seeking.
Phase 2 of the user study, therefore, was more exploratory and designed to begin to address the issues
involved in making shared views and history views an integrated part of a system’s interface. The
tasks in this phase of the study were more qualitative than those in Phase 1; instead of requiring
interface comparisons and exact answers, they were open-ended and designed to elicit study
participants’ opinions, ideas, and preferences related to the value of the shared and history views and
the AgileViews framework in general.
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1.4

Dissertation Outline

This chapter has described the general concerns that prompted this dissertation research, presented the
specific research questions the research aims to answer, and lays out the general approach to
answering the questions. The remainder of this dissertation follows this basic outline:
•

Chapter 2: Related Research discusses the literature relevant to the AgileViews framework.
Specifically, this chapter describes previous research related to user-centered models of
information seeking, information surrogates, video browsing interfaces, social navigation,
and the evaluation of user interfaces.

•

Chapter 3: The AgileViews Framework begins by examining the critical components of
effective information seeking interfaces and describes why a reliance on a metaphor of
navigation is often less than ideal for creating information seeking interfaces that adequately
address these components. It then describes how the AgileViews framework presents an
alternative approach to creating more effective information seeking interfaces. Several
prototype systems that were implemented with AgileViews are described to illustrate the
framework.

•

Chapter 4: Evaluating the AgileViews Framework describes the methodology used in the
two-phase user study that was conducted to evaluate the AgileViews framework. It describes
the range of quantitative and qualitative data that was collected, the interfaces used in the
study, the specific tasks study participants were asked to complete, and the general study
procedure.

•

Chapter 5: Results and Discussion: Comparative Tasks presents the results of the first
phase of the AgileViews user study. A general description of the study participants is first
provided, followed by the detailed findings from this phase of the study. The findings are
described and discussed in terms of the relative effectiveness, efficiency, and satisfaction of
the two study interfaces.

•

Chapter 6: Results and Discussion: Exploratory Tasks presents the results of the second
phase of the AgileViews user study. This phase of the study required study participants to
complete three information seeking tasks using a single interface that incorporated shared and
history views as described in the AgileViews framework. The types of information used by
participants to complete each task are first described, followed by an evaluation of the shared
and history views.

•

Chapter 7: Conclusion and Future Directions summarizes the work done to develop and
evaluate the AgileViews framework. A summary of the findings from the two-phase user
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study is presented, followed by a discussion of the primary conclusions it produced. The
broader implications of this work on the design of information seeking interfaces are
considered along with guidelines for using the AgileViews framework to improve
information seeking interfaces. The chapter concludes by suggesting ways this work can be
deepened and extended by further research.

2

Related Research

This chapter discusses work from the research literature that provides a foundation for the
AgileViews framework and the prototype systems developed and evaluated in the dissertation.
Specifically, this chapter describes previous research related to user-centered models of information
seeking, information surrogates, video browsing interface, social navigation, and the evaluation of
user interfaces.
2.1

Introduction

The discussion in this chapter is presented in five sections:
“Interaction Design and the User Experience in Information Seeking” describes the need for
new systems and interfaces that enable people to find information more easily. Although the wealth
of information that has become so accessible in the last decade makes this need particularly urgent,
there has long been a call from within the human-computer interaction community for systems that
are more attentive to the needs of real users performing real-world tasks. This section describes three
representative user-centered models of information seeking, the primary components of user-centered
approaches, and specific elements that are important for creating effective information seeking
experiences.
Equally important for an effective information seeking experience is an efficient and
informative user interface. “Interfaces for Information Seeking” summarizes the evolution of
information seeking interfaces from expert-oriented command lines to the browsing interfaces
familiar to anyone who uses a computer today. This section then focuses on information
surrogates—especially overviews and previews—which are important to many types of interfaces and
fundamental to the AgileViews framework.
The AgileViews framework was evaluated by conducting a user study on an interface
intended for video browsing. The section “Video Browsing Interfaces” surveys the research literature
in video browsing to illustrate previous approaches and establish a background for understanding the
unique contributions suggested by the AgileViews approach.
In information seeking, we are increasingly able to use social and history information to help
us make decisions. The section “Social Navigation” provides a background for discussion of the
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shared and history views that are part of the AgileViews framework by surveying the research in the
areas of history-enriched environments and recommender systems.
The user study conducted for this dissertation involved assessing the usability of several user
interfaces. The section “Evaluating User Interfaces” describes research that helps define the concept
of usability that was used in this work. It then summarizes relevant approaches to performing user
interface evaluations and discusses factors that are important to consider when conducting usability
evaluations.
2.2

Interaction Design and the User Experience in Information Seeking
It is not enough to insist upon the necessity of experience, nor even of activity in
experience. Everything depends on the quality of the experience which is had…
— John Dewey, Experience and Education

It has been widely noted within the field of human-computer interaction (HCI) that humans do not
really want to interact with a computer so much as they want to do work, play games, or accomplish
other goals, using the computer as simply as a tool to accomplish these goals (Marchionini, 1995;
Winograd, 1997; Norman, 1998). But just as early users of the automobile had to have knowledge and
experience with a multitude of automobile components to start and drive it, computer users today
cannot accomplish any but the simplest of tasks without being aware of the constraints and limitations
of the computer hardware and software they are using. As developments in information technology
present us with an ever-broadening array of information sources and devices, it is increasingly
important to design interfaces and methods of interaction that focus on helping users accomplish their
goals while minimizing their awareness of the computer itself.
In recent years the concept of user experience has been introduced to characterize both the
success of the user in completing intended tasks and the affective response of that user in doing so.
Although currently used most frequently in a marketing context, the term user experience can serve as
a useful means to refer to the overall, holistic experience of a user performing an interactive task and
as a measure of how successful and satisfying that experience is. It is, after all, the overall experience
that is important to most users most of the time, not the effectiveness of the individual components
that make up that experience.
Consider, for example, the effect of download speed on the user experience of people
searching for information on the Web. It seems reasonable to expect that download speed is a factor
of enough importance that in a controlled study users would be able to accurately distinguish the
speed of searches in different Web sites. A study of Web site use, however, showed that this was not
the case (cited in Hearst, 2000). After conducting searches on 10 Web sites, participants rated the
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speed of each Web site. Their ratings showed no correlation with the actual download speeds but
instead were correlated with how successful they were in completing the tasks they wanted to
complete at each site. The researchers’ conclusion was that to improve the perceived speed of Web
sites the most important factor was not speeding up the true download time, but designing the site to
improve users’ chances of completing their tasks. In other words, being able to successfully
accomplish the goal influenced the user’s experience more than an improvement in a specific
component of the experience.
The emergence of the term user experience has come, not coincidentally, at a time when
people have been faced with not only a dramatic growth in the quantity of information available, but
also a significant expansion in the sources of information and the forms of technology from which
that information is accessed. A vast ocean of information is readily available today from not only the
familiar desktop computer but also a myriad of other portable and wireless devices—laptops,
palmtops, cellular phones, pagers. Thanks to the Internet and World Wide Web, this information is no
longer restricted to that disseminated by traditional publishers and media companies, but includes
those outlets plus anyone else who has information they want to share, such as reviews, ratings,
opinions, or simply pointers to still more information. Although writing more about interactive media
than information seeking in particular, Laurel’s statement that it is “not about information, it is about
experience” (Laurel, 1991) remains relevant. The more choices that surround the information seeking
process, whether they are choices in sources of information, in different interfaces to that information,
or in a selection of potentially useful related information, the more important it is that users have a
way to find a clear and satisfying path to a solution to their information need.
New interfaces and interaction methods that are focused on people and their interaction
experience are not likely to emerge from computer science, where by definition the focus is on
hardware and software from the point of view of the machine. This work is more likely to come from
an interdisciplinary field that draws not only on advances in computer science, but also work in
human-centered fields such as psychology, communications, information design, graphic design, and
linguistics. The emerging field of interaction design draws on these traditional fields, but:
it has a distinct set of concerns and methods. It draws on elements of graphic design,
information design, and concepts of human-computer interaction as a basis for designing
interaction with (and habitation within) computer-based systems. Although computers are
at the center of interaction design, it is not a subfield of computer science. (Winograd,
1997, p. 157)
Interaction design is very much in its infancy, however. Most computer applications and Web
sites are created through the joint effort of programmers and graphic designers. These people often
are highly-trained within their discipline, but “neither group is really trained in understanding
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interaction as a core phenomenon” (Winograd, 1997, p.!159). The growth of interaction design as a
distinct discipline will begin to change that reality as it establishes a foundation of knowledge in how
we can create more effective interactions between people and technology.
Designing information systems that create good user experiences is not easy. The designer is
creating a system for humans—possessing a wide range of experiences, needs, abilities, and
expectations—and must work within the constraints of available technology. The designer “stands
with one foot in technology and one foot in the domain of human concerns, and these two worlds are
not easily commensurable” (Winograd, 1997, p. 158). There is, however, significant research in
information science, and in information seeking in particular, that can serve as an important
foundation for the emerging areas of interaction design and user experience. The following sections
examine some of the more relevant research by describing several user-centered models of
information seeking, the primary components shared by user-centered approaches, and other
fundamental elements that contribute to effective information seeking experiences.
2.2.1 User-Centered Models of Information Seeking
Broadly stated, theories of information seeking behavior have evolved in parallel with information
systems intended for information seeking. Early systems were intended mostly for retrieving
bibliographic records, and the user was usually an expert intermediary performing a service for the
person seeking the data. These systems were based on the traditional view of information retrieval
that matches a well-formed query to document representations. These characteristics formed a model
of behavior that assumed a relatively high degree of linearity and predictability in how users used
those systems.
Traditional theories of information seeking reflected this predictability and used engineering
methods to describe the process in terms of an information processing model. An example of this
model is the model human information processor developed by Card, Moran, & Newell (1983). The
model human information processor consists of three systems—the perceptual, the motor, and the
cognitive—that, along with working and long-term memory, interact as human performance proceeds
through a series of processing stages. This model serves as the foundation for the GOMS (goals,
operators, methods, and selection rules) model, an approach to precisely identifying user actions and
measuring performance times. By defining and measuring user actions, GOMS and related cognitive
engineering approaches (John & Kieras, 1996) are intended to provide benefits in “predictability of
human behavior in the course of human-computer interaction, avoidance of errors in the course of
task accomplishment, and improved usability of interfaces, based on the represented knowledge about
mental processes” (Stary & Peschl, 1998, p. 339).
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The information seeking process viewed from an idealized, information processing model
approach has been described in similar ways by different researchers at different times, as illustrated
in Table 2.1:
Step
1
2

Norman (1988)
Forming the goal

Marchionini (1995)
Recognize, accept problem
Define, understand problem

Hearst (1999)
Start with an information need

3

Forming the intention

Choose a search system

Select a system and collections
to search on

4

Specifying an action

Formulate a query

Formulate a query

5

Execute the action

Execute search

Send the query to the system

6

Perceiving the state of the
world

Examine results

Receive results in the form of
information items

7

Interpreting the state of the
world

Extract information

Scan, evaluate, and interpret
the results

8

Evaluating the outcome

Reflect/iterate/stop

Stop or reformulate the query
and go to Step 5

Table 2.1 Generalized Models of the Information Seeking Process
As intentionally high-level, theoretical models of the information seeking process these are
necessarily generalized approximations; each of the authors points out that in practice there are
variations and deficiencies in them. The general, traditional model of information seeking they
represent, however, remains the basis of many information seeking systems in use today (for
example, most Web search engines and bibliographic databases), despite its fundamental system
orientation. The need to move beyond this model to one that is more user oriented, however, has long
been recognized: “Effective transition into the information age will require switching from
information systems that are technology and content driven to information systems that are user
driven” (Mick, Lindsey, & Callahan, 1980, p. 355).
Similarly, a few years later, in a broad survey of the information science literature, Dervin &
Nilan (1986) lamented the failure of designers to put theory into practice. Noting that there had been a
substantial number of articles recommending that designers “make information needs and uses a
central focus of information systems” (p. 151), they pointed out that most studies were still oriented
towards the system’s definition of needs rather than the user’s.
The limitations of the traditional, system-centered model stem from assumptions that, while
useful for describing a general, idealized process of information seeking, are not valid for the way
people really search for information. Belkin (1993) describes these assumptions and their
implications:
The first is that there exists some static information need associated with the user,
which is, at least in principle, specifiable. The second is that the most appropriate way to
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address that need is to search for, and select, the text or texts which can best resolve that
need. The force of these assumptions is, as we see from the discussion of the standard
view, to devalue or even ignore the significance of interaction of the ‘user’ with the texts;
and, to provide support for only one form of information-seeking behavior, that associated
with searching for some well-specified information item. Additionally, through the
privileged position of comparison and representation, and the assignment of responsibility
for these activities to the system, the standard view of IR leads to strong control by the
system of the entire IR process, and the consequent lack of power or control by the user.
(p. 57)
Many others have noted the limitations of the generalized model, including the researchers
who proposed the models summarized in Table 1. Norman (1987, p. 329) says that it “misses much of
the complexity of real behavior.” Similarly, Marchionini (1995) points out that some sub-processes of
the generalized model actually take place in parallel and that in highly interactive systems boundaries
between sub-processes can be blurred and the linearity of the process decreased. Hearst (1999) notes
that the fundamental assumptions that the information need of the user is static and that the process
simply consists of refining a query until it returns only, and all, of the relevant documents are less
realistic today, when users have so many large collections of information readily available.
A growing research interest in the information seeking process from the user’s perspective
led to a variety of studies focusing on user behavior in information seeking situations (Borgman,
1984) and to a range of user-centered models of information seeking (Norman & Draper, 1986;
Carroll, 1991). In contrast to the traditional, system-oriented model of information seeking, these
user-centered models are rooted in a perspective of information seeking as an evolving problemsolving activity in which the user integrates results from the system with their own experience,
environment, and other sources of relevant information. To examine more closely some of the
characteristics common to user-centered models of information seeking and the implications they
suggest for interface design, the following sections describe three representative user-centered
models: berrypicking, information foraging, and activity theory.
2.2.1.1

Berrypicking Model

In 1989 Bates proposed the berrypicking model of information retrieval, which differs from the
traditional model in four ways. First, the traditional model assumes that the user’s query is an
unchanging, “one-time conception of the problem” (p. 409). Bates argued that while this assumption
simplified information retrieval research, in actuality the user’s conception of their query often
changes during the search process; the query is affected by information discovered and learned at
intermediate stages of the process. This idea has become even more true in recent years as more
information seeking is done using the Web, where hyperlinks greatly increase page scanning and the
pursuit of linked information during the search process (Hearst, 1999).
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Bates’ notion of an “evolving search” (p. 410) leads to a second, related point. While the
traditional model assumes that the final retrieved set of results is what determines how effectively a
query is satisfied, the berrypicking model proposes that it is the accumulation of selections and
information found at each stage of the evolving search that satisfies the query. Bates uses an analogy
of picking berries scattered among various bushes—as opposed to finding them all in a single large
bunch—to illustrate how her model contrasts with the assumption of the classical information
retrieval model in this regard. She notes that studies by Ellis (1989) and Kuhlthau (1988) indicate that
the search strategies of people more closely fit the berrypicking model than the classic information
retrieval model.
The final two aspects of the berrypicking model that contrast with the classic model have to
do with the assumption of the latter that people use a very limited set of search strategies and sources.
While the classic model mostly assumes people do subject searches using bibliographic databases,
Bates cites a variety of studies that show people employ a much wider range of strategies and sources,
including following footnotes, searching citations and author names, browsing through journals, and
scanning materials physically located near previously found materials. A searcher with this wider
range of available strategies at his or her disposal, Bates suggests, “is the searcher with the greatest
retrieval power” (Bates, 1989, p. 414).
A study by O’Day & Jeffries (1993) that focused on the search process supports the general
idea of the berrypicking model. They found that while users maintained the general context of their
problem from stage to stage, their search process involved a series of different types of searches.
Information discovered during a given stage in the process would lead to new searches with new
goals and the overall value of the search was formed by the accumulated information found during
the process, rather than a single, final result set.
The berrypicking model suggests several points that can inform the design of interfaces for
information seeking. It is important to recognize that people use a variety of strategies when
searching for information; providing users with multiple methods to find information is likely to
enable a system to satisfy more users. Searching and browsing are not necessarily completely
different tasks that exist on different paths; users should be able to move easily from one to the other
during the information seeking process. Bates (1989) also suggests that users should be able to access
document overviews easily, to move in different directions without returning to a “home” document,
to view document previews (full text of materials), to be exposed to related materials, and to easily
browse many items in a large set.
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2.2.1.2

Information Foraging

As its name suggests, the berrypicking model draws an analogy between finding information and
foraging for food. In recent years this analogy has been explored more explicitly in the theory of
information foraging. Information foraging theory is a framework for understanding information
seeking behavior adapted from biology and anthropology. In this approach, developed by researchers
at Xerox PARC, the information environment is thought of as having patches of information—file
drawers, libraries, Web sites, search engines—between which a person navigates to accomplish tasks.
The choices a person makes to decide which information patch to go to next is informed by
information scent, the “(imperfect) perception of the value, cost, or access path of information sources
obtained from proximal cues, such as WWW links” (Card et al., 2001, p. 499).
A related idea is described in (Furnas, 1997), where potentially useful information is referred
to as a “target” and the:
residue or scent of a target is the remote indication of that target in outlink-info
throughout the information structure. More precisely, a target has residue at a link if the
associated outlink-info would lead the navigator to take that link in pursuit of the given
target, i.e., to put the target in the inferred-to-set of the link. If the navigator was not being
mislead, i.e., the outlink-info was well-matched for that target, then we say the residue
was good residue for the target. (p. 371)
While the terminology differs, each of these ideas focuses on the importance of indicators
that help the user make a more informed decision when choosing to pursue a navigational path. The
indicators—signs, labels, views of distant information—should be present in each local view to serve
as scents or residues that help guide the user to the desired information. An experiment exploring this
idea by Xerox PARC researchers required users to find information in a Hyperbolic Tree browser and
a conventional tree browser (the Microsoft File Explorer) (Pirolli, Card, & Van Der Wege, 2001). In
each case the amount of information scent was varied between high and low. Regardless of which
browser was used, performance time was improved when the information scent was high. Eye
tracking data indicated that (for the Hyperbolic Tree browser) when information scent was low, users
scanned dense areas with very short movements between fixations. When information scent was high,
users were able to scan with larger distances between fixations. The authors suggest that a higher
degree of information scent enables users to focus more quickly on promising areas of the display,
which can then be examined with a more focused search. When information scent is high, “the target
should exhibit a pop-out effect” (p. 512). Although this experiment concentrated on two types of tree
browsers, the authors suggest that the results are generalizable to other displays of content, including
Web pages.
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Information foraging theory has several implications for information seeking interfaces (Jul
& Furnas, 1997). Because it is not usually possible to provide labels that point to all distant
information, a single label will have to point to some grouping or cluster of information. These
groups should be carefully arranged, based on relationships between them, so that they are logical
destinations for the clues or scent provided.
2.2.1.3

Activity Theory

More a conceptual approach to design than a model, activity theory emphasizes the user by
considering the user’s activity in context when making design decisions. Although its roots go back
much further (Nardi, 1996), activity theory began to be applied to human-computer interaction in the
1990’s. While traditional approaches such as task analysis and user modeling can be said to either
focus on user characteristics but ignore the situation in which the user works (Bannon & Bodker,
1991), or focus on tasks but ignore the “tacit knowledge that is required in many skilled activities” (p.
232), in activity theory the entire context of the user becomes central. The central unit of analysis is
not simply a query or a task, but rather the activity, a concept that encompasses the user (or a group of
users), the goal (motivations for the activity), actions (goal-directed processes), artifacts (tools), and
socio-cultural rules. The fundamental idea is that because people use computers not to interact with
them but to accomplish some larger goal, in designing for people we should consider the entire
meaningful context of the user’s goals, environment, available tools, and interactions with other
people (Kaptelinin, 1996).
Activity theory has been described as consisting of five basic principles (Kaptelinin, Nardi, &
Macaulay, 1999). Object-orientedness means that every activity has an object or goal. Activity is
hierarchically structured in that activities consist of goal-directed actions, which can be broken down
into tasks. Tasks are conscious actions, but they can become operations when they become routine to
the point that they are performed unconsciously. An operation can become a conscious action if
something in the environment requires that attention be directed to it.
Activity theory differentiates between internal and external activities, but states that the
internal cannot be analyzed in isolation from the external. Activities that occur in the human mind are
transformed by external activities and these internal activities can determine external ones; the
constant transformation between them is the “basis of human cognition and activity” (Kaptelinin,
Nardi, & Macaulay, 1999, p. 29). Tool mediation states that tools affect how we interact with our
environment and that usually these tools reflect the experience of other people; that is, tools transmit
social knowledge and affect internal and external behavior. The final principle states that human
interaction should be analyzed in the context of development, that activity is shaped by experience
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and that tools should not be analyzed through a single instance of use, but by looking at usage over
time.
Activity theory has in common with other approaches such as contextual inquiry (Beyer &
Holzblatt, 1998), participatory and cooperative design (Greenbaum & Kyng, 1991), and scenariobased design (Carroll, 1995) that it attempts to look more holistically at a situation involving a user
and what that user is trying to accomplish. As the berrypicking model of Bates declares that the
traditional model of information retrieval does not accurately reflect how people really search,
activity theory and other user-centered approaches propose that design methods that only look
narrowly at tasks or user characteristics do not reflect how the systems they are designing will be
used.
2.2.2 Components of User-Centered Approaches
While the user-centered approaches described above emphasize different things, they share the
fundamental assumption that the focus in designing systems for information seeking should move
from the system to the user. In these and other user-centered perspectives, several themes generally
not considered in the classic information retrieval model reappear again and again. These
themes—the recognition of the importance of context, the subjective nature of relevance, and the
increased role of browsing—thus may be considered particularly critical to designing effective and
usable systems for information seeking.
2.2.2.1

Recognizing User Context

The classic model of information retrieval does not address the concept of context. Historically, most
of the effort in these systems has been on exploring ways that documents can be represented, not on
how the user can express more about her context through the query. The user expresses her
information need through a query in a language that the system expects and understands. The user’s
involvement with the system is “minimal, and interaction (in the form of the judgement process) is
seen as ancillary to, and only in support of, the representation and comparison process” (Belkin, 1993,
p. 56). Thus, the options available to the user for expressing much about the context surrounding the
information problem are very limited.
That the context surrounding an information problem is more complex than can be expressed
by a traditional query, however, has long been recognized. In the early 1960’s, Taylor (1962)
proposed four levels of articulating an information need: visceral, conscious, formalized and
compromised. Of these, it is only at the compromised level that one can express the problem in the
form of a query required by a search system; the other three represent varying degrees of awareness
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of the problem, none of which is developed enough to enable the user to enter an effective query to a
traditional information retrieval system.
The difficulty lies in how to go about incorporating aspects of context, or even more
fundamentally, how to define that context in relation to an information problem. Context has been
described in many different ways in many different fields, so much so that after reviewing the
literature Dervin states that no other term “is more often used, less often defined, and when defined
defined so variously as context” (Dervin, 1997, p. 14). Context is, however, a critical element in the
effort to move from the traditional model of retrieval to a more user-centered model, constituting
“necessary conditions for sufficient understanding” of information seeking (Vakkari, Savolainen, &
Dervin, 1997, p. 8).
Dervin suggests that, “context has the potential to be virtually anything that is not defined as
the phenomenon of interest” (Dervin, 1997, p.14). Sonnewald (1999) states that contexts are multidimensional; they can be described by a variety of attributes. Examples of attributes include “place,
time, goals, tasks, systems, and types of participants.” But different contexts can share attributes, such
as when “a faculty member may be a teacher, researcher, and administrator.” An outsider observing
the faculty member may not be able to readily distinguish the context in which the faculty member is
acting. And although contexts have boundaries, the boundaries are flexible and can be perceived
differently by different people. In information seeking research, context is generally considered to
refer to “any factors or variables that are seen to affect individuals’ information-seeking behavior:
socio-economic conditions, work roles, tasks, problem situations, communities and organizations
with their structures and cultures, etc.” (Talja, Keso, & Pietiläinen, 1999, p. 752).
Difficult as it may be to define context, researchers questioning the validity of the basic
assumptions of the traditional information retrieval systems have increasingly suggested that the
information seeking systems should in some way account for contextual factors. Belkin, Oddy, &
Brooks (1982) introduced the Anomalous State of Knowledge (ASK) concept, which states that a
user’s information need is a gap or anomaly in their knowledge which, because it is unknown, cannot
be precisely specified by the user in a query. The traditional information retrieval system’s
assumption that the user’s query—which represents an inadequate state of knowledge—can
successfully match documents represented by a coherent state of knowledge is, at least sometimes,
unwarranted. These systems are unable to use information about the user’s uncertainty or inadequate
state of knowledge, in part because it is very difficult to design a system that can do so. Therefore,
Belkin, Oddy, & Brooks suggest, systems ought to try to represent these factors in terms of “the
user’s larger-scale intentions and goals” (1982, p. 65), that is, move away from a system that matches

19
queries to documents and towards making the system an intermediary that helps resolve the user’s
anomalous state of knowledge and solve a real problem.
As noted previously, Bates (1989) proposes a similar idea in her berrypicking model of
information seeking. Arguing against the traditional information retrieval systems assumption that the
user can express an information need once at the beginning of the search process. Bates states that
each new piece of information encountered during the search process gives the user new ideas and
directions to follow; the user’s information need and context can thus be changed during the
information seeking process itself. Similarly, a fundamental emphasis of activity theory (and related
frameworks and theories) is that the user’s motives and goals, and the conditions that make up the
setting in which the user is acting, all contribute to the user’s information need (Nardi, 1996).
A growing interest in the study of how people really search for information in real-life
situations (as opposed to laboratory problems) also indicates the heightened recognition of the role of
context in recent years. Vakkari (1997, p. 457) notes the shift in focus from “information to the
process for which information is sought and used” and points to several longitudinal studies (Barry,
1997; Kuhlthau, 1997; Solomon, 1997) that observe information seeking behavior as a process
occurring over a substantial period of time. These studies reflect the increased variety of methods
used to study information seeking and suggest that—in contrast to the system-centered approach of
traditional information retrieval systems—information needs and information seeking are being more
widely viewed in context, as “embedded in the actions, tasks and situations they are supporting”
(Vakkari, 1997, p. 457).
2.2.2.2

The Subjective Nature of Relevance

Just as the traditional model of information retrieval does not take into account aspects of the user’s
context, it defines relevance without reference to the user. Once a query has been entered into the
system, the determination of relevance is made on the basis of the match between terms used in the
query and the occurrence of terms used in the documents. The success of a search is usually a
measure of relevant and non-relevant documents retrieved and not retrieved—often operationalized as
precision and recall ratios.
Because it is based on terms that describe the subject or topic of a document, the systemoriented view of relevance defines relevance as topicality, or how well the topic of a document
matches the topic of a query. This view assumes that the terms used in the query adequately describe
the user’s information need and that the terms assigned to the documents adequately describe the
subject of the documents (Barry, 1994). That this system-oriented view of relevance might not be an
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adequate representation of what users think is relevant was recognized as far back as the late 1950’s
(Saracevic, 1970).
Based on previous research, Rees & Saracevic (1966) stated that, in contrast to the systemoriented assumption, relevance judgements are subjective and can only be made by the user, that there
is a difference between relevance to a specific question and relevance to the larger information
problem that prompted the question, that there are different types of relevance judgements that
depend on the purposes of the information sought, and that relevance judgements of a specific user
will change.
Other researchers proposed other terms that reflected the notion that relevance judgements
were subjective and should take the user into account. Cooper (1971) suggested perceived utility, a
measure of the worth of a document for a user’s information need. Swanson proposed that
information retrieval is a trial and error process where a relevance judgement is “a creative, subjective
mental act by the requester, expressing whether a document fulfills whatever information need
prompted his request” (Swanson, 1977, p. 139). Later, Harter (1992) explored the concept of
psychological relevance, which states that when a document is retrieved during a search, the user
determines whether it is relevant to his “current cognitive state” (whether or not it is topically
relevant). Because the user’s cognitive state changes during the search process as more information is
learned, a definition of relevance cannot be based on fixed relevance judgements but instead should
be seen as dependent on the user’s mental state at the time a reference is read (Harter, 1992).
Despite significant research indicating the importance of the user in determining relevance,
the traditional model is still widely used in determining the effectiveness of information retrieval
systems. This is partly due to the difficulty in defining the factors users rely on to make relevance
judgements. Recent studies have begun to examine more closely how users search for information
and what factors contribute to relevance determinations during the search process.
Studying users making relevance judgements of retrieved documents based on real
information problems, Park (1994) found that many factors beyond topicality influence a user’s
determination of relevance. These include aspects of “internal context” such as awareness of the
published literature, educational background, and previous research experience. Aspects of “external
context” include the purpose of the current study, stage of search, and the end product of the research.
The “problem context” included things such as how references would be used. Other aspects Park
found to influence users’ determination of relevance included document characteristics such as author
name and affiliation, journal name, and publication date.
Results from a similar study by Barry (1994) support Park. In her study, 18 users provided
statements indicating why they considered given documents relevant or not relevant for a specified
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search. The results were grouped into seven categories of relevant factors, including criteria that had
to do with the content of documents, the user’s experience and background, the user’s beliefs and
preferences, other information sources within the environment, the user’s situation, and the document
itself as a physical entity.
Tang & Solomon (1998) took a different approach to investigating how users make relevance
judgements by conducting a study that focused intensely on one user’s process in solving a real
information problem. They observed as the user searched online and retrieved documents, gathering
data in the form of the subject’s printouts and evaluations, transcriptions of think-aloud protocols, and
post-search interviews. By noting the user’s initial set of judgement criteria and observing the
relevance judgements made during the search process, Tang and Solomon clearly saw an evolution in
the user’s cognitive state. The user modified “relevance perceptions in response to the growth in
sophistication of her knowledge structure within the constraints of her class assignment” (p. 255) and
varied in her “use of judgement criteria across the stages of judgement” (p. 255).
The works cited above represent a trend away from an objective, system-oriented view of
relevance towards a view that understands relevance as inseparable from the person performing a
search. The user’s experience, personal perception of the information problem, and a variety of
contextual factors all contribute to a relevance judgement. These factors extend beyond those
surrounding a given document to include the entire process in which the search is embedded.
Furthermore, the relevance judgement is not static but rather—along with the understanding of the
information problem itself—evolves and is affected by the information seeking process itself.
2.2.2.3

Searching and Browsing

The primary approach to information seeking when the typical system was used by an expert
intermediary to locate bibliographic resources was search. Bibliographic databases and OPAC
systems rarely provided a browse facility. But developments in technology leading to rapid growth of
end-user searching and the arrival of the Web changed the balance between searching and browsing
as information seeking strategies. To be sure, browsing facilities were becoming prevalent before the
arrival of the Web, as exemplified by a thorough summary of the literature on browsing published in
1993 (Chang & Rice). The pervasiveness of the Web and the fact that much of Web use involves
browsing from page to page through hyperlinks, however, certainly has been a major factor in making
browsing the predominant information seeking strategy today.
Browsing can be characterized as “searching without specifying” or as a recognition-based
search strategy that can involve fewer system difficulties than searching (Chang & Rice, 1993).
Marchionini (1995) suggests several reasons why people browse in end-user systems, including to
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gain an overview of an information space; to monitor a process; to find information using a reduced
cognitive load (relative to performing an analytical search); to clarify an information problem; to
develop a plan or formal strategy; to discover and learn; and because the information space
encourages browsing.
The components of browsing have been described in many ways. Marchionini (1995)
summarizes similarities among them by proposing three general types of browsing. At one extreme is
systematic or focused browsing, where the user looks for a specific object. Scanning a list for a
known item is a simple example of this type of browsing. Semi-directed or opportunistic browsing
occurs when the user has a less definite object in mind, such as when a user enters a general term in a
search facility and browses through the retrieved results. At the other extreme is undirected or casual
browsing, where the user has little focus, such as when surfing the Web for something interesting.
The distinction between types of browsing is important. By its nature, focused browsing does
not pose many potential problems for the user, assuming the appropriate resource containing the
information object desired has been located. Methods to assist the user in this task can be useful, such
as zoomable user interfaces (Raskin, 2000), but the variables surrounding the task are limited.
Likewise, undirected browsing poses a limited range of problems since the goal is so ambiguous.
There are, however, a number of problems that can hinder a user performing opportunistic
browsing—arguably the most common form of browsing—particularly that of disorientation and
distraction, “especially in systems that offer few navigational cues” (Marchionini, 1995, p. 118). In
rich, highly-connected information environments such as the Web, a user conducting semi-directed
browsing can become distracted, confused, or overloaded by the range of possible paths available.
There is clearly a need for “tools and strategies for minimizing distraction and overload”
(Marchionini, 1995, p. 118).
A number of factors influence browsing behavior and strategies. Marchionini (1995)
discusses five sets of interactions involving the external and mental representations of the object
sought, the environment, and the physical and mental activity of the user. In a study where users
worked with information in three different formats, Kwasnik (1992) identifies six key browsing
behaviors:
•

Orientation – a process of learning the structure of the environment

•

Placemarking – marking objects for later identification

•

Identification – recognizing and determining potentially relevant objects

•

Resolution of anomalies – attempting to understand confusing or unclear elements

•

Comparison – comparing objects or environmental structure to others

•

Transitions – movements away from one view and toward another
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Kwasnik also notes that users seek structure and purpose even where it seemingly does not exist. This
is significant because much of the content users browse via the Web lacks coherent structure, and to
attempt to find structure in such resources certainly adds to the cognitive effort required from the
user. Design techniques that reduce the frustrations and difficulties users have finding information on
the Web (Pitkow & Kehoe, 1996) by enabling them to find coherent organization and structure with
less effort would certainly contribute to more effective and usable systems.
2.2.3 Creating Effective Information Seeking Experiences
The user-centered perspectives discussed above support a view of information seeking as a process
where the user starts with an information need that is often fuzzy or vaguely defined. As the search
progresses, the information need evolves as the user consults and learns from a variety of information
sources, both electronic and human, using a mixture of search and browse techniques. The evolving
trend from the traditional, system-oriented view of information seeking to this more user-centered
perspective clearly has the potential to lead to systems that provide more natural, effective, and
satisfying information seeking experiences.
Systems that are informed by this trend are ones that exhibit an awareness of the larger
context, that they are helping the user to solve real world problems that involve interacting with an
environment beyond the system itself. The emphasis should be on how to help them interact with
their environment or “information horizon” (Sonnenwald, 1999) to solve their information need, not
solely on interaction between the user and the computer. In most cases the computer is simply a tool
to help the user accomplish a goal beyond that which surrounds the human-computer interaction. If,
as shown by many studies, people naturally tend to consult multiple, heterogeneous sources of
information when solving a problem, systems should integrate these sources of information as much
as possible.
At the same time, there are more concrete strategies and techniques that can facilitate creating
effective experiences as well, particularly strategies that reduce the user’s cognitive load and reliance
on memory. For example, giving the user mechanisms to easily store and return to specific stages in
the information seeking process is useful because they help reduce the cognitive load on the user; a
simple action replaces the need to figure out how to manually record aspects of the current stage or
start the entire search process over to get there again. In the context of information seeking, cognitive
effort can be defined as “the amount of reflection, analysis, integration, and decision making required
during browsing” (Marchionini, 1995, p. 110). Reducing cognitive load and reliance on memory is a
fundamental aspect of creating an effective information seeking experience, since users: “want to
achieve their goals with a minimum of cognitive load and a maximum of enjoyment. They do not
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want to be distracted from their real task or divert scarce cognitive resources to the retrieval task.
Moreover, humans seek the path of least cognitive resistance and prefer recognition tasks to recall
tasks” (Marchionini, 1992, p. 156).
One example of empirical evidence for this claim comes from a study of Web browsing
behavior. A model was developed and verified that proposes “an individual will continue to surf until
the expected cost of continuing is perceived to be larger than the discounted expected value of the
information to be found in the future” (Huberman et al., 1998, p. 95). In other words, there is
evidence for “utility-maximizing behavior underlying surfing” (p. 97).
Because much of interface design involves working with tradeoffs between cognitive and
perceptual processes, effective systems are those that support the user’s capability to actively browse
for information while minimizing memory-intensive activities, enabling the user to rely more on
“perceptual processing and simple recognition and matching” (Marchionini, 1995, p. 22). A key
factor in facilitating perceptual processing is to maintain system consistency and clarity. A consistent
and clear system in turn is dependent on standard operations and representations and on the use of
appropriate metaphors that help the user build and maintain an accurate mental model of a system
(Preece, 1994). The following sections discuss how appropriate metaphors and good mental
models—coupled with interface elements with good visibility and affordances—can contribute to
creating effective information seeking experiences.
2.2.3.1

Mental Models

The concept of a mental model was first proposed by Craik (1943). He described it as a “small-scale
model” (p. 57) of reality that we carry in our minds, enabling us to try out alternatives, make
predictions, and react to situations more effectively. People form mental models when they need to
make a decision or prediction in a particular situation (Preece, 1994; Marchionini, 1995); in the
context of information seeking, a person might form a new mental model when using a new interface.
Based on the visible aspects of the interface, the actions that seem available, and prior experience the
user forms a model in their mind of how the system works. The degree to which the user’s mental
model accurately reflects how the system truly does work has a significant effect on how easy that
system will be to use, as explained in detail by Norman (1988, 1998).
As described by Norman, it is not just the user’s mental model that is relevant but also the
system designer’s model and a system image, and how closely these models resemble each other
(1988). The designer’s model is the mental model of the system possessed by the system designer.
The system image is the system itself, the physical device or interface, its controls and feedback, and
any supporting documentation. The user’s model is the mental model of the system possessed by the
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user. Ideally, because the designer necessarily has a complete understanding of the system, if the
user’s model matched that of the designer, the user would also have a complete understanding of the
system and be able to use it without significant cognitive effort. But the designer cannot directly
convey his mental model to every user; he must rely on the system image to do so.
How well the designer is able to represent his mental model of the system through the system
itself is fundamental to making the system easy to use. Norman (1998) says that, from the user’s point
of view, it is “critical to have a good conceptual understanding of the device” (p. 173) and that this
understanding is possible when the system or device “presents a clear conceptual model of itself,
making the possible actions apparent” (p. 174). A conceptual model helps fit together the various
parts or alternatives available in a device or system, providing a “cohesive story to fit them together
for some purpose” (p. 174). The user understands what actions are available, knows what to expect in
response to actions, and knows how to make corrections when problems occur, resulting in a feeling
of control.
Systems are difficult to use when designers fail to present a coherent conceptual model. Users
are forced to develop their own mental model of the system, which is likely to be deficient in some
ways, leading to incorrect choices in actions, confusion over results, and frustration in using the
system to accomplish goals. The defective mental model the user creates reflects a lack of
understanding that makes the system harder to use and increases the cognitive effort required to
accomplish tasks. A user might be able to overcome the effects of a poor conceptual model to some
extent by relying on past experience with similar systems. As they store past experience with various
situations and systems, users can “reinforce and extend their mental models for the various factors
and subprocesses associated with information seeking” (Marchionini, 1995, p. 33) and thus create
more accurate mental models. Clearly, though, the more coherent and familiar the conceptual model
created by the designer, the easier it will be for experienced and novice users alike to form an
accurate mental model of the system.
2.2.3.2

Metaphors

How does the system image convey the conceptual model to the user? Norman suggests that it is by
conventions, words, and metaphors (1998a). First, although conventional ways of doing things can be
limiting, Norman says that in general, violating major conventions, such as introducing a nonQWERTY keyboard layout, leads to failure. Second, the use of words as labels in a system, in menus
and icons, for example, enable users to understand objects and actions quickly.
The use of metaphor is a more controversial issue. Kay (1990) believes that metaphor is
limiting in that it brings with it the restrictions of the source domain, and others have expressed
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similar concerns (summarized in Neale & Carroll, 1997). Norman himself believes that metaphors are
“more harmful than useful” (1998a, para. 16), yet he nonetheless recommends using them to create a
coherent conceptual model. The danger is using a metaphor too literally and leading the user to form
incorrect assumptions about what is and what is not possible. A commonly cited example comes from
Apple’s desktop metaphor, which includes an icon of a trashcan. While first-time users usually
understand that they can delete files by dragging them to the trashcan, their acceptance of the literal
metaphor often makes them reluctant to eject a removable disk in the intended way—which is to drag
the disk icon to the trashcan—for fear of deleting the information on the disk.
Metaphor does, however, greatly facilitate the transference of an accurate conceptual model
from designer to user through the system image, as shown by several studies (Neale & Carroll, 1997).
Metaphor is a fundamental thought process that enables us to conceptualize one domain in terms of
another and serves as a basic element of language (Lakoff, 1993). Although people are not generally
conscious of it, the use of metaphor is just as pervasive in computer systems, ranging from standard
actions like “cut and paste” (based on the traditional page-layout tasks of printers) to broader
applications such as the spreadsheet (ledger sheets in bookkeeping) and the familiar computer
desktop.
The benefits of metaphor in computer systems come from the potential to help users
understand and use systems much more quickly than they would otherwise. There are many other
examples of the limitations and drawbacks of the desktop metaphor beyond the ambiguous trashcan
icon mentioned above, but its use clearly enables novice computer users to perform useful tasks more
quickly than, for example, a command-line based UNIX system. Instead of having to learn and
memorize arbitrary commands and file locations, users are able to perceive a familiar conceptual
model and on the basis of their real experience with the domain on which it is based, make
reasonable, accurate decisions in working with the system. Metaphor provides a coherent structure on
which an accurate mental model can be formed, enabling the user to minimize reliance on memory
and reduce the overall cognitive effort required to use the system.
2.2.3.3

Visibility and Affordances

Regardless of the degree to which metaphor is used, the details of an interface must be thoughtfully
designed for the system to succeed. Most information seeking systems contain clickable interface
objects, a variety of actions available through menus, and visible ways to provide feedback in
response to actions the user performs. Ideally, an effective and easy to use system is one in which
these controls can be readily “perceived and interpreted” (Norman, 1998a, para. 10). This means that
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not only should controls be visible when they might be needed, but that the user can accurately
perceive what function those controls perform; they should display good affordance.
The term affordance was originally used to refer to an actionable relationship between a
person or animal and the world (Gibson, 1979). It was later applied to design by Norman to refer to
the “fundamental properties [of a thing] that determine just how that thing could possibly be used”
(1988, p. 9). Affordances invite a specific type of interaction without requiring explanatory labels or
instruction, such as the way a doorknob affords turning or a ball affords throwing. As the term
became widely used, Norman subsequently clarified his definition of affordance to point out that what
is of most importance is perceived affordance, or what a person thinks can be done with the object.
Any object on a computer screen affords clicking, but the important point whether the user
“perceive[s] that clicking on that location is a meaningful, useful action to perform” (Norman, 1998a,
para. 5).
When the perceived affordance of an object is obvious, the user can use the object without
having to think, as when we turn a doorknob to enter a closed room. If, conversely, the affordance of
an object is not obvious or unambiguous, more time and cognitive effort is required and the user is
more likely to make mistakes. The affordance of an object, however, is not necessarily a static,
objective property. The experienced cognition framework (Carlson, 1997) argues that a person’s
goals at any given moment affect the content of what is attended to and what affordances of the
environment, artifacts, and other people become the most salient. In terms of information seeking
systems, this suggests that consideration of the state of the system and what tasks the user is able to
perform at any given time should inform interface design decisions and how objects are represented.
This idea is fundamental to the information foraging model of information seeking, which stresses the
importance of information scent, or environmental cues (signs, labels, landmarks) that are useful at a
given point in guiding the user toward their goal in the information seeking process.
2.3

Interfaces for Information Seeking

While there has been a significant trend in information seeking research to develop models and
theories that move the focal point of the process from the system to the user, theoretical advances are
but one part of the equation. The external representation of a system, the user interface, is what the
user interacts with and determines “how learnable, usable, and satisfying a search system is”
(Marchionini, 1995, p. 41). The success and quality of the information seeking experience, then, is to
a large degree dependent on how well the user interfaces provided are designed to support a usercentered information seeking process.
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Information seeking interfaces in the context of this review are broadly defined as interfaces
used for searching or browsing for information. This definition excludes interfaces that have been
developed for many other common tasks such as text-processing, programming, or database
manipulation. The current state of information seeking interfaces, as characterized by Marchionini
(1995), reflects “mutually dependent developments in information seeking research and humancomputer interaction, which both have been strongly driven by technological progress.”
Although written before the full development of the Web, this statement is just as applicable
today, as in the years since we have seen significant progress in technology, Web-related and not,
accompanied by an increased number and variety of information seeking interfaces. The remainder of
this section first briefly summarizes the evolution of information seeking interfaces and then looks
more closely at the two primary types of information surrogates—overviews and previews—that are
commonly used in interfaces designed for information seeking and are fundamental to the
AgileViews framework.
2.3.1 The Evolution of Information Seeking Interfaces
Early computer systems were driven by command-line interfaces. Command-driven interfaces depend
on the information seeker’s knowledge of a specific language in order to manipulate the system.
Many tasks are more efficiently performed through commands and thus they are often preferred by
experts who know how to capitalize on their efficiency and how to combine them to automate tasks.
As systems have evolved from batch-oriented mainframes using specialized software to
personal computers running widely-used applications, we have seen a corresponding change in
emphasis from command line interfaces (although these are still widely used, most notably in the MSDOS mode of Windows and in UNIX-based systems) to point-and-click GUIs. This evolution in
interfaces is most evident in the progression of interfaces for database retrieval and online publicaccess catalogs (OPACs), as described by Marchionini & Komlodi (1999). Interface research for
database searching was a topic of increasing interest throughout the 1970’s, but most systems still
required an expert intermediary to conduct searches due to interface complexity and differences
between systems (Hawkins, 1981).
The rise of personal computers in the 1980’s led to a focus on interfaces for the end-user.
Developers began to look for ways to simplify tasks for the user by translating user queries into the
required syntax of the system and making database selection easier. The increased computational
power of computers in the 1980’s also enabled progress in interfaces by adding features such as
relevance feedback, ranked results, and free-form text queries. The growth in OPACs began in the
1980’s as well, with OPAC interfaces evolving from command-line driven to including menus for
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novice users and incorporating more powerful and flexible search capabilities (Hildreth, 1984). By
making available actions visible to the user through text-based menus, linked text, and buttons, these
systems enable users to recognize actions they want to take rather than rely on memory; menu-driven
systems have become the most pervasive interaction style in use today.
Of course, interface development progressed in other areas besides database retrieval and
OPACs. Continued advances in technology in the 1980’s and 1990’s, including improved
communication systems, multimedia, and especially the development of the Web, substantially
increased and broadened the field of interface design. Direct manipulation interfaces (Shneiderman,
1983)—in which the user performs intended actions by immediately interacting with objects, rather
than by indirectly describing the actions to perform—became more prominent. Because direct
manipulation interfaces visually present tasks to the user, the effect of user input is immediately and
directly visible, without the need to run a program to produce the output. A direct manipulation
system can make the system transparent in that users are able to focus on the task at hand rather than
manipulating the system as an intermediary between themselves and the database contents.
Direct manipulation is one of the key components to highly-interactive, advanced
information-seeking systems. Advantages of direct manipulation systems include enabling users to
see immediately if their actions are furthering their goals; less anxiety because the system is
comprehensible and because actions are so easily reversible; and confidence and mastery gains by
users because they initiate an action, feel in control and can predict system responses (Shneiderman,
1998). There are drawbacks to direct manipulation interfaces as well: not all tasks can be described by
concrete objects and not all actions can be performed directly, users must understand or learn the
meanings of icons and other components of the visual representation, and creating a direct
manipulation interface often requires a more sophisticated design language than a form- or menubased interface.
User interfaces today rely much more on graphical displays, multiple windows, and pointand-click browsing than the commands and queries of early systems. The emergence and dramatic
growth of the Web has made enormous amounts of information available globally, which has drawn
increased attention to problems of information seeking (Hearst, 1999). As more and more people use
information technology and come to depend on it to quickly find the information they want, to
analyze and summarize it, and to use it to make decisions, it is likely that we will see an increased use
of direct manipulation interfaces, graphics and visualization, and personalized and customizable
interfaces as researchers and developers try new strategies to keep pace with the demand.
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2.3.2 Information Surrogates
When making decisions in an information seeking context, we now have access to such a vast amount
of digital information that we are rarely able to spend the time necessary to make optimal decisions,
usually “satisficing” instead: sacrificing the time required for an optimal decision for a decision that,
while less than optimal, will satisfy our information need (Simon 1981). Given this fact, a critical
requirement for effective information seeking is to maximize the quality of information given to the
user to rapidly make decisions. These decisions might be whether to click a given link, select an
object, or spend time examining a particular collection of objects.
An especially effective form of information that can be used to make such decisions is an
information abstraction or surrogate, a compressed representation of an object or collection of
objects. Surrogates have long been used and studied, especially in the field of library and information
science. Borko and Bernier (1975) identified two dozen types of text surrogates; Heilprin (1985)
describes homomorphic and paramorphic reductions as fundamental to information science; their
purpose being, “to represent degrees of similarity between certain abstract patterns of two objects or
systems, when one of them may be a reduced, compressed or simplified version of the other” (p. 116)
Surrogates generally take far less time to load and examine than the objects they represent,
while providing enough information for the user to make a decision to pursue the primary object or
move on to evaluate other objects. Such surrogates are especially crucial for large collections of
objects, such as Web resources or large digital libraries, and for objects that require significant time
or effort to examine or load, such as video files.
The two types of surrogates most commonly found in information systems are overviews and
previews. The distinction between them is sometimes blurred, but in general overviews are
representations of an entire collection of objects, while previews are representations of a single object
(Greene et al., 2000). An effective overview enables the user to gain an understanding of the size,
scope, and character of a collection, including an understanding of what is not in the collection. An
effective preview provides the user with enough information about a primary object for the user to
determine whether the object is of interest.
Textual surrogates are familiar to anyone who has used a card catalog or performed an online
search, and they can be very compact and effective. Titles, classification keywords, and summaries or
synopses are generally effective document previews. A textual overview of a collection can also be
provided, delineating the number and distribution of objects, but the effectiveness becomes less
predictable, as the user must translate the text and numbers into some sort of cognitive map to form a
sure understanding of the collection. Although user interfaces have traditionally been largely textbased, effective textual overviews and previews both become more difficult to create when the
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collection contains media other than text documents, especially when there is a mixture of media
types.
Recognizing the problems posed by relying strictly on textual surrogates, designers of
systems that provide overviews and previews often incorporate visual or graphic elements into these
surrogates. These overviews and previews can be effective because they take advantage of the
perceptual abilities of humans to scan and recognize visual information, our ability to “detect subtle
changes in size, color, shape, movement, or texture” (Shneiderman, 1998, p. 522).
2.3.2.1

Overviews

Consider, for example, providing an overview of the plays of William Shakespeare. Using traditional
paper copies of plays, or even a digitized collection, an actor or scholar can read the texts, flip back
and forth between sections or volumes of interest, and in the case of the digitized version, perhaps
even search for specific words or phrases. Based on methods that enable the display of typography at
any size, position, and orientation, the Virtual Shakespeare Project shows that a much more effective
overview can be produced using visualization.
By compressing and color-coding the text contained in the complete plays of Shakespeare,
this project (Small, 1996) enables the user to easily navigate and envision the collection in useful
ways. A single view of the computer screen can incorporate up to several hundred thousand words. At
this scale, individual words are not legible, but patterns and the overall structure of individual plays
are clear, as shown in Figure 2.1. Changes in scale enable the viewer to see the relative size and
structure of all the Shakespeare plays, the number and relative length of the acts in the plays, the
frequency and length of dialog by characters in a particular play, and the full, legible dialog of a play.

Figure 2.1 Visualization of Shakespeare

32
The basic idea of the Virtual Shakespeare Project is applied to software code in the SeeSoft
software visualization system (Eick, Steffen, & Sumner, 1992). Figure 2.2 shows how this overview
uses color and scaling to enable a user to view a large software program as a whole while also
providing access to details. The overview provides a quick means of understanding how the
components of a program fit together, which lines of code were most recently edited, and brings
together other features that are difficult to comprehend by scrolling through lines of code in a
traditional manner.

Figure 2.2 SeeSoft Software Code Visualization
A map metaphor has been used to provide overviews of collections, as in visual sitemaps and
treemaps. These visualizations generally use size and location as the primary attributes. In the visual
sitemaps used for document collections, documents are indexed and assigned to groups corresponding
to the frequency and co-occurrence of terms used within the documents and the collection (Lin,
1997). As shown in Figure 2.3, the relative importance of each group within the collection is
represented in an abstract space (a large rectangle that serves as the map’s outer boundary) by the size
of the group’s area within the bounding rectangle. In addition, the location of an area within the map
indicates its relationship to other groups; neighboring areas are more closely related than groups
farther apart from each other.
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Figure 2.3 Visual Sitemap
Treemaps represent hierarchical relationships through the use of nested rectangles
(Shneiderman, 1998). All rectangles fit within a large bounding rectangle, as shown in Figure 2.4.
Each of these interior rectangles represents a node; if it is a parent node it contains additional
rectangles—child nodes—inside it. This design enables treemaps to show all nodes of a hierarchy in a
single view. The number of nodes that can be shown by a treemap, in fact, is an order of magnitude
more than in a traditional tree view (Turo & Johnson, 1992).

Figure 2.4 Treemap
While representing all nodes of a hierarchy in a single view, treemaps are also able to display
information about the individual nodes in the same view. The size of the rectangles in a treemap
indicates their relative size within the entire hierarchy, and other attributes can be represented by
color and a context-sensitive attribute display area. For example, a treemap has been used to represent
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a collection of books organized hierarchically according to the Dewey Decimal System. The
arrangement of rectangles within the display represents the hierarchical structure, the size of
individual rectangles indicates the number of books at that level of the hierarchy, and the color within
the rectangles indicates the frequency the books for that level have been used.
Overviews have been created in many other forms. The Georgia Tech Information Mural
project (Jerding & Stasko, 1996) uses color, dots, and lines of varying magnitude to present a large
amount of data in a compact space, while still providing access to the details of the data. Information
murals have been applied to statistical and geographical data collections (sunspot activity and
population density (as illustrated in Figure 2.5)), text documents, and software.

Figure 2.5 Information Mural
Similarly, the Table Lens (Rao & Card, 1994), shown in Figure 2.6, combines the textual
information contained in database tables with graphical representations of the same data. This allows
the user to focus on specific information in a specific part of a table while still getting a sense of how
that information relates to the larger context of the entire table. This scheme gives the user a way of
looking at and navigating through the information that makes understanding the information easier.
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Figure 2.6 Table Lens
The Information Mural and Table Lens are good examples of how overviews can be
incorporated into systems such that the user can smoothly move from the overview to the specific
details of the primary object or unit of data. A range of such applications have been developed at the
University of Maryland for data ranging from films to medical and earth science data to Library of
Congress records. These applications often instantiate Shneiderman’s “visual-information-seeking
mantra”:
Overview first, zoom and filter, then details on demand (Shneiderman, 1998, p. 523)
Applications such as the HomeFinder (Figure 2.7) and the FilmFinder (Figure 2.8) are based
on a framework called dynamic queries (Ahlberg & Shneiderman, 1994) that enables users to
visualize large collections of multi-dimensional data. The HomeFinder application, for instance,
provides a visualization of housing attributes such as price, number of bedrooms, square footage, and
distance from a central location. An overview visualization shows the user how houses are distributed
geographically by representing each house as a dot. The interface provides sliders that are mapped to
individual data attributes; as the user adjusts the sliders, the results of the query (dots representing
houses that match the query) are dynamically updated on the displayed map. The user can select a dot
from the map to display a detailed description of the selected house.
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Figure 2.7 HomeFinder Dynamic Query Interface

Figure 2.8 FilmFinder Dynamic Query Interface
Other interfaces developed at the University of Maryland illustrate different types of
overviews. The NASA EOSDIS query preview system, shown in Figure 2.9, enables users to retrieve
earth science data from hundreds of thousands of data resources. Because the collection is so large,
traditional query interfaces often leave the user with very small or very large result sets and no clear
parameters for increasing or decreasing the set. The query preview interface that was developed uses
both overviews and previews to help the user understand the size and distribution of the collection
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and to create a useful query. A single screen combines several surrogates to provide the overview
(three types of attribute-mapped bars that indicate both through numbers and the relative length of the
bars how many datasets are in the collection; a graphical map of the world with geographicallydistributed bars) and a preview of the result set (text and a labeled graphical bar indicating how many
datasets will be returned for the current query). The user is better able to explore the collection and
zero-hit queries are eliminated. A user study showed that this interface improved user performance
for broad search tasks (Tanin et al., 2000).

Figure 2.9 NASA EOSDIS Query Preview System
A project to provide interfaces to the Library of Congress American Memory collections uses
several types of overviews and previews to help users access a diverse collection of multimedia
materials. In addition to a collection browser similar to the NASA query preview interface, another
tool called WebTOC (Nation et al., 1997) was developed to help people understand what the
collections contained and how they were organized. As shown in Figure 2.10, WebTOC uses a twoframe layout: an overview of the collection is displayed in the left-hand frame and clicking on an
object from the overview displays it in the right-hand frame. Color is used to represent object
attributes such as file type and size, while bars are used to indicate the size of aggregated files. The
overview enables users to understand at a glance the different types of materials that the collection
contains and how they are distributed, while providing a way to quickly move from the overview to a
primary object and back again.
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Figure 2.10 WebTOC Collection Overview
By providing visualizations of collections, the overviews in the applications described above
enable users to more easily see trends in the data and pinpoint exceptional data. Research from the
University of Maryland shows that users performed tasks significantly faster using the visual,
dynamic query interface as compared to ones where queries to the database were input through fill-in
forms with textual output (Ahlberg, Williamson, & Shneiderman, 1992).
Other types of overviews attempt to display hierarchical structures in a more understandable
way. The tree-view used by the Windows Explorer and other applications often fails to represent a
complete hierarchical structure in a single view. When child nodes are collapsed into parent nodes in
order to fit the whole structure into a single view, the child nodes become invisible; you do not know
how many there are, where they are located, or what they are named. Expanding all the child nodes in
a large hierarchy makes them visible, but requires the user to scroll through more than one computer
screen to view all of the information.
An approach to enabling users to view and explore large collections of hierarchical
information on one screen is demonstrated in systems that has been applied to computer science
literature (Envision (Nowell et al., 1996)) and digital video library and legal information (Dotfire
(Shniederman et al., 2000)). These systems display a visualization of collection resources in a matrix
(see Figure 2.11), the contents of which are controlled by selectable axes categories. The user can
select the attributes used to control both the x and y axes and matching resources are displayed using
color- and size-coded icons to represent different features. These systems enable the user to view
different overviews of the collection based on the type of information most relevant to their interest.
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Figure 2.11 Dotfire Interface to Legal Information
Another approach to solving the problem of showing large hierarchies in a compact space is
to represent them in a three-dimensional space, such as with Cone and Cam Trees tree (Robertson,
Mackinlay, & Card, 1991). Cone and Cam Trees are hierarchies laid in three-dimensions, with the
root node placed either at the top of the space (Cone Tree) or the left side of the space (Cam Tree,
shown in Figure 2.12). Child nodes are spaced equally in a cone shape extending below (or to the
right) of the top node. Next level child nodes are likewise spaced equally in a cone shape beneath or
to the right of their parent node. When the user selects a particular node with the mouse, the selected
node is highlighted and the tree structure rotates to bring it to the front of the view. This movement
takes place slowly enough for the user to follow the movement, thus reducing the need for the user to
reorient to the changed view. The entire Cone or Cam structure can also be rotated continuously,
enabling a user to examine large hierarchical structures and understand the relationships within.
Methods are provided to hide parts of the hierarchy and to move nodes within the hierarchy by
dragging them to a new location. The amount of hierarchical information that can be represented by a
single Cone or Cam tree is significant. The developers created a Cone Tree of a large organizational
chart that showed on a single screen what took 80 pages to show on paper and nearly three feet of
screen space to show with a conventional two-dimensional tree (Robertson, Mackinlay, & Card,
1991).
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Figure 2.12 Cam Tree
Even with a Cone or Cam Tree, it can be difficult to represent very large hierarchies in a
single view without obscuring some of the nodes. A variation of this approach, the Hyperbolic Tree
Browser (Lamping et al., 1995), deals with this problem by representing the entire hierarchy at a very
small scale, ensuring that the user can see the entire structure, but magnifying the 10 to 30 nodes at
the center of the screen, thus also enabling the user to see details (see Figure 2.13). The display is
dynamically updated as the user selects areas of interest within the hierarchy, thereby always keeping
the part of the tree that the user is interested in magnified but in context with the rest of the hierarchy.

Figure 2.13 Hyperbolic Tree Browser
2.3.2.2

Previews

Previews range in type from very simple textual surrogates (title of a resource; perhaps a title and a
description) to surrogates that combine textual and visual information about the resource (title,
description, and a thumbnail image, for example) to surrogates that consist of an actual extract from
the resource (an audio snippet or video excerpt). A preview of any type can either be a literal
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extraction, such as a title and text summary pulled from a document, or an original construct, such as
video slideshow.
Previews can be integrated into a system in several ways. Many of the systems described in
the previous section enable the user to move smoothly from an overview of a collection to a preview
of a specific object in that collection. These systems often incorporate a relatively simple textual
preview based on object attributes such as title and summary. The user interface to Envision, for
example, includes an item summary area (shown in Figure 2.14, at the very bottom of the interface)
that lists the author, year, and title of documents represented by icons in the graphical view of results
(Nowell et al., 1996). Similarly, the legal documents version of Dotfire displays a preview pane with
the title and summary of documents clicked on in the graphical matrix (Shniederman et al., 2000).

Figure 2.14 Envision Interface with Item Summary Preview Area
The digital video library version of Dotfire, based on the same graphical matrix for displaying
an overview of results, uses a more complex form of preview. While video resources can and often
are represented by textual previews (e.g., most stock footage companies currently provide only
textual previews on their Web sites), it is more effective to “leverage data types” and represent visual
information with a visual surrogate (Greene et al., 2000). Thus, when an item is clicked on in this
version of Dotfire, a pop-up window is displayed containing a preview; for a video item, as in Figure
2.15, this preview consists of a keyframe or slideshow extracted from the video (Rose et al., 1998). A
broad range of other methods of providing video previews have been created; these are described in
detail in the “Video Browsing Interfaces” section later in this chapter.
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Figure 2.15 Dotfire Preview of a Video File
Previews are often used in search results to help the user evaluate which items are most likely
to be relevant and worth retrieving. A typical Web search engine, for example, presents the title,
URL, size, and one or more brief text extracts from each retrieved document as a preview. The textonly nature of these extracts provides the advantage of minimal download time, but text summaries
do not convey information about a resource’s style, layout, genre, or embedded links and media. Web
previews for multimedia objects such as images are usually similar, perhaps with the addition of a
thumbnail image. These types of surrogates are most often extracted directly from the document and
thus do not require the construction any new information for the preview other than creating the
thumbnail image, which can usually be done automatically.
The perceived benefit of even a simple thumbnail image is evident in its increased frequency
of appearance in operating systems (the thumbnail view in Microsoft Windows folders or the dock in
Apple’s OS X, shown in Figure 2.16), experimental systems (Robertson et al., 1998; Kopetzky &
Mühlhäuser, 1999), and user studies (Woodruff et al., 2001; Czerwinski, 1999). While thumbnails are
feasible and appropriate for many situations, a single image does not always aid the user in evaluating
the resource and in some cases the limited information might not be truly representative of the
document and thus misleading to the user.

Figure 2.16 Document Preview Icon in Macintosh OS X Dock
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A constructed surrogate, while often (though not always) requiring more effort to create, has
the potential of being a more representative and useful preview. For example, a study that compared
three types of search result summaries (text summaries, thumbnail images of the resource, and
thumbnails enhanced with text (see Figure 2.17)) found that users performed at least as well or better
using the enhanced—constructed—thumbnails (Woodruff et al., 2001). The authors propose that
thumbnails enable users to classify a Web page’s genre very quickly, and the addition of text in the
enhanced thumbnails enables users to benefit from the advantages of both the visual and textual
information.

Figure 2.17 Text-Enhanced Thumbnail Surrogate
A constructed surrogate can be more complex. TileBars (Hearst, 1995) is a system for
showing search results, but here the preview surrogates are constructed to present much more
representative surrogates. Figure 2.18 shows how TileBars visualizes the query results. In this
example, the query terms for the search are osteoporosis, prevention, and research. The preview
surrogate, the long horizontal rectangle to the left of each retrieved document, shows the relative size
of the document (length of the rectangle) and contains a row for each query term. How each query
term is distributed in the document is indicated by shaded squares corresponding to a part of the
document. The darkness of the shading represents the frequency that the query term occurs in that
part of the document; the darker the square the more often the term occurs in that section.
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Figure 2.18 Tilebars Results Page
By visually representing the frequency and distribution of query terms throughout retrieved
documents, the document previews in TileBars provide much more information about the documents
than a traditional, textual summary. The user can determine if the search terms are used in the same
context or sections of the document, the relative frequency at which they are used, and the relative
length of document. It is likely that in many cases this additional information can help the user
discover more quickly documents that are most likely to be relevant for her context. Additionally, the
document previews, viewed as a set, effectively provide an overview of the result set, enabling the
user to see which documents use the query terms in the same parts of a document, which documents
use the query terms most frequently, and compare the lengths of documents.
Sophisticated constructed surrogates are often in video browsing applications. The Video
Streamer (Elliot, 1994) stacks video frames in a three-dimensional block; viewed from the side, the
patterns that appear on the sides of the cube represent movement, editing, and camera shots over time.
Teodosio & Bender (1993) describe salient stills, a method of compositing successive video frames
into a still panorama. Constructed previews such as these and others described in the “Video
Browsing Interfaces” section later in this chapter can require significant computational or human
effort but represent the complexities of video content more effectively than a simple text description
or single thumbnail can.
A third type of preview commonly used is a representation of a linked resource in a
hypermedia system, including the Web. It has been noted that a significant usability problem on the
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Web is the time wasted following hyperlinks that lead to Web pages that are very slow to load, no
longer exist, or are irrelevant to the user’s needs (Nielsen, 1998). The recognition that hyperlinks
impose cognitive effort on the user existed before the arrival of the World Wide Web, and a number
of hypertext systems—both Web-based systems and ones that pre-date the Web—have explored
methods of reducing cognitive overhead by providing some form of preview for linked resources.
One form of link preview involves identifying the “semantic type” of the link or linked
resource. The gIBIS system (graphical Issue-Based Information System) (Conklin & Begeman,
1989), for example, enables hypertext authors to provide a description of a linked resource and
specify the type of link that connects it to another resource. gIBIS makes use of graphical maps, popup windows, and color-coding to display resources and their relationships.
Hyperties (Marchionini & Shneiderman, 1988) provides a brief description of the linked
resource at the bottom of the window. This gives the user a concise summary of the resource, but the
summary is not necessarily located near the link. The Guide system (Brown, 1987) enables a user to
select a link such that the linked resource is displayed in a pop-up window that remains in view until
the mouse is released, while the source page remains in view. The pop-up window enables the
information to be more closely located to the link, but it consists of the entire content of the linked
resource, rather than a smaller preview.
The Fluid links technique developed at Xerox PARC enhances links by providing additional
textual descriptions, or “glosses,” that expand out from the selected link (Zellweger et al., 1998). As
illustrated in Figure 2.19, moving the mouse over a link triggers an animated effect where the page
text moves to allow the gloss of additional information to appear in close proximity to the link,
without obscuring any of the existing page text.

Figure 2.19 A Fluid Links “Gloss”
The Web poses challenges beyond those of dedicated hypertext systems. The basic language
of the Web, HTML, is limited in its support for many of the functions the developers of dedicated
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hypertext systems employed. Web page authors vary greatly in their skills, experience, and goals.
Hyperlinks can refer to many types of resources located on servers anywhere in the world. One
consequence of the distributed architecture of the Web is wide variability in system response time, or
how long it takes to connect to a given server. To give users more information about Internet
connection speeds, Campbell and Maglio (1999) demonstrated a simple method of enhancing Web
links by adding “traffic lights” next to links. By referring to the small colored vertical bars (green and
red in the example shown in Figure 2.20), users can gauge in a relative way how long the linked page
will take to download. Experiments showed that the traffic lights reduced user time to select links,
thus facilitating decision-making.

Figure 2.20 “Traffic Lights” Indicating Connection Speed
Link Lens (Stanyer & Proctor, 1999) emphasizes information that will help users judge the
time it will take a linked document to download. The Link Lens prototype is a four-tabbed window of
information that would overlay the Web page. In addition to server response time and associated
network data, the authors propose to show data representing the author, title, keywords, abstract, and
number and types of links contained by the page. They also illustrate showing a thumbnail preview of
the page and a visual representation of keyword distribution in the document.
HyperScout (Weinreich & Lamersdorf, 2000) is a system that uses a proxy server and a
database of metainformation to gather and store document attributes, along with JavaScript and
Dynamic HTML to display these attributes in a small pop-up window below the selected link.
Attributes related to the user’s browsing history is also stored and used to supplement the displayed
information. The information contained in the pop-up window varies depending on the information
available for the link, but includes such items as title, author, language, expected download delay,
type of object, and time of last visit.
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2.4

Video Browsing Interfaces

A significant amount of the growing volume of accessible information comes in the form of video.
The dense informational content and entertainment power of video, the comfort and familiarity
younger generations have with multimedia, the growing availability of high-speed bandwidth, and the
advances in technology that continue to produce better and cheaper digital video cameras guarantee
continued rapid growth of multimedia content. As massive amounts of video from news archives,
cable-television programs, and home movies accumulate, the need for efficient ways to search,
browse, and retrieve the video that interests us will become increasingly important.
At the most fundamental level, digital video can be previewed and browsed using basic
multimedia players common on all popular computing platforms. A user can open a digital video file
in QuickTime, Windows Media Player, or RealPlayer and begin playing the video, move a slider to
jump to arbitrary points in the video, and pause play-back to examine a still frame. This method,
however, is tedious and inefficient for examining more than a few video files and requires that the
complete, often very large, file is available locally. Providing the user with a more efficient and
friendly way to search, browse, preview, and compare digital video files from a collection of video
will require new ideas and techniques from video browsing system designers.
Serious research on video browsing systems is a relatively recent development; work started
about a decade ago, and most large research efforts began in the last five years. While a variety of
approaches have been explored there are a few fundamental processes that are common to these
approaches. In general, most video browsing systems must do one or more of the following (in
increasing level of sophistication):
1. Catalog and index video content to associate it with descriptive metadata
2. Abstract video into surrogates that can be used for search results, previews, and browsing
3. Assemble surrogates into integrated search and browse interfaces
2.4.1 Cataloging and Indexing Video Content
Before a system can provide effective methods for retrieving or browsing video, the video content
must be cataloged, indexed, or abstracted in some systematic way. There are several distinct
approaches to cataloging and indexing video, and the approach used affects how the video content
can be searched and browsed by the user.
Video can be manually indexed by a human indexer, who watches the video and records
metadata describing the content. The detail level of the metadata cataloged can vary from high-level
title and summary descriptions to more exact scene-by-scene or shot-by-shot descriptions of the video
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content. While the level of detail produced by manual indexing can very useful for someone trying to
find a specific type of scene or shot, it can take up to ten hours to manually index one hour of content,
and thus the practicality of this approach is limited to collections of a relatively small size.
Automatic indexing requires less human involvement and is thus clearly a more resourceefficient way to catalog video. A range of methods can be used to automatically index video and a
range of types of metadata can be produced, but the process can be broken down into three general
approaches.
Visual Processing: One of the most basic and simplest automatic indexing techniques is
extracting keyframes. Keyframes can be extracted at evenly-spaced time intervals, or by segmenting
the video by detecting scene- or shot-boundaries and selecting a representative keyframe from each
segment. Figure 2.21 is a general representation of how a video can be broken down into scenes,
shots, and keyframes. Keyframes are frequently combined in different ways to form video
abstractions and surrogates used for browsing, but can also be used themselves as a visual description
of the video. The CueVideo system uses the Query by Image Content (QBIC) system, better known
for still image retrieval (Flicker et al., 1995), to enable the user to specify keyframes as a query to the
system (Poncelon et al., 1998). Similar images returned by QBIC are combined with other parameters
to enable the user to browse the video collection.

Figure 2.21 Hierarchical Structure of Video (adapted from Lienhart, Pfeiffer, & Effelsberg, 1997)
Closed Caption Processing: Closed caption information has been successfully used in
systems such as Informedia and VISION that specialize in providing access to news and documentary
video. The closed caption text can be used to generate keywords used for indexing and retrieval.
Informedia (Hauptmann & Witbrock, 1997) uses closed captions in combination with visual and
audio information to automatically segment and index news content in its News-On-Demand system.
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When available, closed caption text provides a more accurate transcription of the audio and is used to
index the video, enabling the user to browse the video content through words.
The VISION system also provides access to news footage, but it is a real-time system,
providing access to video within seconds of the original broadcast (Gauch et al., 1998). The goal of
providing immediate access prohibits VISION from using many of the processing techniques used by
Informedia’s system, but closed captioning does enable the system to perform automatic scene
segmentation. The closed caption text associated with each scene is used as input for VISION’s fulltext search engine and to classify scenes into a taxonomy used for browsing and automatic user
notifications.
Audio Processing: The audio track of a video segment can be automatically processed using
speech recognition to generate a written transcript of the segment. This transcript can then be used for
several different purposes, such as generating a text summary, keywords, or associations between
words and video locations. Informedia does the latter through “match bars,” which are visual
indicators that show where in a video clip query words are spoken. Informedia has also integrated text
transcripts into storyboard surrogates used for browsing, and found that users could perform factfinding tasks involving news video significantly quicker using the text-augmented storyboards as
compared to storyboards alone (Christel & Warmack, 2001). This was true even though the text was
automatically generated and was not error-free.
2.4.2 Video Abstractions and Surrogates
Used alone, text-based metadata derived from closed captions and audio processing provides limited
capabilities. A user can do a free-text search or select from a topic-based taxonomy to locate video
likely to be of interest, but there is some evidence that visual representations of video can be more
representative than text-based ones (Goodrum, 2001) and video retrieval is thus likely to benefit from
a visual abstraction of the clip, a visual surrogate that is much shorter in duration and smaller in file
size but conveys the essence of the original video. By viewing surrogates rather than the original
video, the user can quickly assess the suitability of the video for their needs. Surrogates can also be
used to provide the visual “flavor” of a video, to show how the visual content changes from location
to location over the duration of the clip, and to provide a means to play the complete video from an
arbitrary point.
A wide range of types of video surrogates has been developed in recent years. The most
common types include keyframes, storyboards, slideshows, and skims. As described above, a
keyframe is a still image used to represent a portion of video. From the standpoint of file size,
keyframes are an extremely efficient surrogate, generally several orders of magnitude smaller than the
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full video, and thus possess minimal storage and download time requirements. Used as surrogates
themselves, keyframes provide users with useful information about the content and visual features of
the video. A user study from the Informedia project showed that poster frames (the term used by
Informedia researchers), when chosen based on the user’s query, enable the user to locate a given
portion of video significantly faster than a text title menu (Christel et al., 1997). Poster frames chosen
arbitrarily, however, provided no such advantage.
Keyframes are also frequently used as building blocks to form more complex surrogates.
Multiple keyframes can be arranged in various ways to create storyboards, filmstrips, and related
surrogates. A typical storyboard arranges a series of keyframes in columns and rows, usually in a
temporally-based sequential order. While lacking indications of motion, a storyboard provides an
overview of a video as a collection of frames and often allows the user to directly access the full
video at specific locations by clicking on the representative keyframe. A filmstrip serves a similar
function, but arranges keyframes in a single row. This single row conserves screen space but requires
the user to scroll horizontally to see more than the first handful of frames.
Other researchers have arranged keyframes in different ways to create different types of
storyboards. To emphasize keyframes determined to be more important than others, Boreczky et al.
(2000) vary the size of keyframes within a grid layout, resulting in an alternative form of storyboard
they call a “comic book” or “manga” presentation, shown in Figure 2.22. A user study comparing the
manga layout to two more traditional storyboard layouts showed no significant differences in time to
complete tasks, but participants did prefer the manga presentation. Yeung & Yeo (1997) cluster
keyframes based on visual similarity and distance from groups of similar keyframes. Clusters are
linked to indicate “story units” of the video.

Figure 2.22 Manga Style Keyframe Layout
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Static surrogates such as storyboards are able to present the visual nature of the video and an
overview of its contents, but they lose the representation of motion and audio information. Surrogates
that preserve a representation of motion and in some cases audio include movie trailers, video skims,
and slideshows.
Movie trailers are familiar to most people as the condensed sequence of scenes commonly
used to advertise popular films. Brief excerpts from key scenes are concatenated to produce a
relatively short preview of the film. In the MoCA project (Lienhart, Pfeiffer, & Effelsberg, 1997),
movie trailers are created automatically. The system analyzes the content of shots and scenes, extracts
clips based on adjustable parameters, selects the best clips based on various considerations, and then
assembles the clips for the finished trailer. An evaluation comparing the automatically generated
trailers with those made by humans found that test subjects could not tell which was better.
Video skims are similar to trailers in that they incorporate both video and audio from the
original video, assembling key, contiguous sections of the video to create a surrogate. Skims can be
created by a variety of methods (Christel et al., 1998). An “audio-centric” skim uses the audio track
and closed-captioned transcript to identify key phrases. The sections of the video associated with the
key phrases are combined until the skim reaches a threshold size. An “image-centric” skim is created
in a similar way, but detects important objects in the video, such as faces or text captions, to
determine which sections to extract.
In extracting small, but contiguous sections of a video, trailers and skims attempt to preview
the essence of the full video, but they do not actually represent all portions of the video. Although
they can be automatically generated, they remain edited versions of the original. Slideshows generally
are more objective previews, usually created by extracting a keyframe from each scene or shot of the
full video, and “flipping through” these keyframes continuously at a fairly high rate. They usually do
not provide audio and they do not represent motion as effectively as a skim, but they are able to
provide a preview of the full video relatively quickly and in a compact form.
In a series of studies, Ding, Marchionini, & Tse (1997) found that the optimal rate at which
frames can be viewed in a slide show is around 8 frames per second. Performance in gist
comprehension was maintained beyond this rate, but object recognition decreased dramatically in the
range of 8 to 12 frames per second. While the relatively high frame rate is an advantage of the
slideshow surrogate, if the slideshow is long, users tend to forget the contents of some keyframes and
details of keyframes are difficult to identify (Ding, 1999).
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2.4.3 Integrated Video Browsing Systems
The discussion of surrogates above illustrates the different types of surrogates that can be used to
represent full videos, but in systems intended for practical use one type of surrogate is rarely used
alone. Each type of surrogate has its strengths; as several studies have shown, combining them can
provide complementary benefits that improve user performance and satisfaction.
In a study comparing textual surrogates (as keywords and phrases), visual surrogates
(keyframes arranged in storyboards), and combinations of both, Ding (1999) found that participants
performed better with the combined surrogate. Responses from participants indicated that the textual
and visual surrogates each contribute unique information, and that people use this information in a
complementary and reinforcing way. For example, participants used keywords to form an idea of the
story of the video, then used the visual information to confirm their ideas.
Christel & Warmack (2001) extended Ding’s study by looking at how text affects the
performance of people using storyboards. Transcript text augmented storyboards and was varied in
both length and alignment, resulting in five variations (including a version with no text). Participants
used the storyboard variations to find a video clip from a set of 12 clips that answered a question as
quickly as possible. The results showed that text improved the surrogates, “in agreement with Ding’s
conclusions on the benefits of surrogates having both imagery and text” (Christel & Warmack, 2001,
p. 1411). These studies complement previous work that shows combining text and images aids
retrieval (Goodrum, 1997; Robertson et al., 1998).
While these studies provide convincing evidence that a combination of surrogate types is
beneficial, complete video retrieval and browsing systems that effectively integrate multiple types of
surrogates are still rare. There are, however, several notable projects that demonstrate such systems
have the potential to give users a great deal of flexibility and choice when seeking video content.
Zhang et al. (1995) describe a system that, after automatically parsing a video and extracting
keyframes, leverages the visual qualities of the keyframes to give the user several ways to search and
browse for video. The user can perform queries by selecting from visual templates, specify object
features she is interested in, or select a keyframe as an example for which similar keyframes are
displayed. A hierarchical browser displays five keyframes from a video in a horizontal row; any one
of these keyframes can be selected to display another horizontal row that displays five keyframes
from that portion of the video. Likewise, any one of those keyframes can be selected to display an
additional horizontal row of keyframes, and so on. With each additional row of keyframes, the level
of granularity becomes smaller and the user can examine a smaller portion of the video. The user can
also directly view the video at a specific point by selecting any keyframe in the browser hierarchy.
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Providing the user with several methods of finding and browsing video in this way is important for
accommodating users with different motivations or interests.
With a stated goal of “enabling for video all the functionality and capability existing for
textual information retrieval, while leveraging its temporal and visual qualities for richer information
delivery” (Informedia, 2001, para. 1), the Informedia project at Carnegie Mellon University has
created a wide range of video surrogates and methods for searching and retrieving video (see Figure
2.23). The project currently consists of one terabyte worth of daily news and documentaries produced
for public television and government agencies. An automated process records daily news content,
extracts video and textual information, and generates filmstrip storyboards and video skims. Video
surrogates are integrated with a variety of other surrogates and views, including text summaries and
visualizations, to give the user a great deal of preview and contextual material for a query.

Figure 2.23 Integrated Video Surrogates in Informedia
Perhaps the most flexible and generous system for providing the user choices in video
browsing is Físchlár, a video recording and browsing system developed at Dublin City University
(Lee et al., 2000). Físchlár automatically records broadcast TV programs based on user requests, uses
shot boundary detection to extract keyframes, and provides a variety of interfaces from which to
browse and view the recorded programs. These interfaces include many of the surrogates previously
discussed, including slideshow, storyboard, and hierarchical browser options. Some innovative
variations of these surrogates are also provided, such as a timeline bar browser (a storyboard whose
contents are controlled by a clickable timeline, shown in Figure 2.24), a dynamic overview browser (a
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storyboard whose keyframes play a slideshow when the mouse is moved over them), and an
overview/detail browser in which a double-layered timeline bar is used to control two distinct sets of
keyframes presented in a storyboard layout. Additional interfaces for mobile devices are under
development.

Figure 2.24 Físchlár’s Timeline Browsing Surrogate
The selection of video browsing interfaces provided by Físchlár addresses the fact that users
approach a task with different skills, domain knowledge, and preferences. Different users are likely to
perform better and be more comfortable with different interfaces. This is a point that should be
considered in designing any interface for information seeking, and is particularly relevant to video
browsing systems, where variations in domain experience and cognitive style are likely to be
especially broad.
2.5

Social Navigation

In his 1945 article, “As We May Think,” considered by many a primary source of hypermedia ideas
found today in the World Wide Web, Vannevar Bush proposed that not only could information
resources be connected through links, but that people could share the paths or “trails” they made
through these links with others. While links have been present since the first hypertext systems were
created, Bush’s notion of “trails” has been largely ignored as hypertext systems evolved and the Web
arrived. A user of a hypermedia system or Web site typically uses that system in isolation, unaware of
the actions, preferences, and opinions of the possibly thousands of other people who have used the
same system in the past, or indeed, are using it at the same time.
The explosive growth of the Web, however, has led to a situation where we often find
ourselves with far too many choices and little means to distinguish between them. Web searches
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return thousands of pages, the same products are available from dozens of different Web sites, and
opinions from unknown people are offered almost anywhere one clicks. We are too seldom able to
benefit from knowledge that would come from the trails Bush envisioned or similar aids.
Originally coined as a term to distinguish between three models of navigation (the other ones
being semantic and spatial) (Dourish & Chalmers, 1994), the term social navigation now
encompasses a range of approaches that have in common the idea that by making the actions of other
users visible in various ways, we can take advantage of their work to improve information seeking.
Rather than treating each user as an individual interacting within an isolated information space, social
navigation approaches consider the social setting in which people work. They suggest it might be
productive to think of the user as a member of a society that regularly interacts with that information
space in different roles. An individual user interacting with that information space in a specific role,
then, should be able to benefit from the experience and knowledge of other society members,
individually and collectively, who have worked in that space before.
Approaches to social navigation find their models in the real, physical-based world. When we
go out in the physical world to find someone to talk to or consult with, to buy a book or car, to gather
information about a project, we rarely do so in isolation. We get advice from experts in stores based
on our descriptions or preferences, we assess quality by how crowded a restaurant is, we make
reputation judgements based on advice from friends or others we think are similar to us. The
approaches to dealing with information overload in the digital world make use of many of the same
mechanisms, in two general forms. Indirect social navigation makes use of the access, use, and
preference information of users in the form of history-enriched environments and recommender
systems. Direct social navigation is concerned with virtual communities and chat systems where
people can see, congregate, and communicate with each other.
Each of these areas of social navigation can shed light on how the work done by people as
they create and navigate information spaces can be used to effectively augment traditional
information seeking facilities and provide us with more effective ways of finding what we want. And,
importantly for the topic of the dissertation, these approaches provide us with alternative views of
information. They are not overviews or previews of an object or collection, but, as implied by the
term social navigation, they can also serve as shared views and history views.
2.5.1 History-Enriched Environments
In the everyday world we are surrounded by evidence of other people’s activities. In a very natural
way, we use this evidence to help us make decisions about artifacts to buy or use, restaurants or
museums to visit, and which direction to go in an unknown area. A well-thumbed, frequently
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borrowed library book or a dog-eared page and smudges in a cookbook give us clues as to what is
most popular and potentially useful. Popular restaurants or cultural attractions help us make
judgements about their quality. Crowds of people leaving a sporting event in the city tell us how to
find the nearest subway stop. To use terminology from Norman (1988), these physical objects and
places acquire affordances with use and we are able to take advantage of these affordances when
making decisions.
Analogous socially-based affordances in information systems, however, have been more
difficult to find. Faced with a long list of search results from a traditional Web search engine, we
know that other users have found some pages to be more useful than others in the past, but we have
no clues to guide us as to the difference between the pages. Arriving at a Web page, we usually
cannot distinguish if we are the first person to view it, or the millionth. The socially-based
affordances we find so useful in the everyday world are frequently unavailable in the digital one.
Although we are often not able to access it, there is of course much evidence of this type in
the digital world. Just as Hillier’s space syntax, a theory of architectural and urban design, uses
people’s paths through the city as expressions of their activities, interests, and associations (Hillier,
1996), there is an abundance of similar data constantly accumulating in the digital world. Making this
information available to users, explicitly or implicitly, can be an important factor in improving the
user experience in information seeking, and a variety of research has explored different ways of doing
so.
An illustrative example of giving the user explicit
information about the past use of a digital object was introduced by
Hill et al. (1992) as computational wear. In a pair of document
processing applications called Edit Wear and Read Wear, every
session of editing and reading a document is logged. Through a
technique called attribute-mapped scroll bars, shown in Figure 2.25,
the logged data is used to visualize the history of a document’s use on
the document’s scroll bar. A user can easily see, at the line level, how
often a document has been edited or read. This interaction history can
tell the user a lot about a document, yet the data is a by-product of
normal user activity and requires no extra effort on the part of users to

Figure 2.25 Edit/Read
Wear Scroll Bars

collect (Hill et al., 1992).
Another basic example is the use of a history counter to highlights paths to interesting rooms
in an online “multi-user dungeon, object-oriented” (MOO). MOOs consist of many rooms and users
often face choices in which paths to take. In a way similar to how people can judge the potential
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quality of restaurants or attractions by the number of people that visit them, Dieberger (1996)
describes a MOO environment where the use of the connections between MOO rooms is counted and
presented to users when they are faced with a choice of paths to take.
In the everyday world, we frequently choose service professionals—dentists, car mechanics,
plumbers—based on referrals from others. This strategy can be approximated in the digital world by
recommender systems (described in the following section), or in a more implicit way by mining and
aggregating the perceived recommendations of users. The idea that resources mentioned by many
people are likely to be good resources is explored in PHOAKS (Hill & Terveen, 1996). Unlike
recommender systems that require users to explicitly rate items, PHOAKS attempts to find
recommended resources by mining the articles of 1,500 Usenet newsgroups, looking for certain types
of references to URLs. Resources are ranked based on the number of distinct recommenders, a
strategy that was found to produce results consistent with human judgements of quality. Thus, by
mining the work already done by many people, PHOAKS can give the user of a newsgroup looking
for useful resources a list similar in usefulness as that created by a human cataloger. Other systems
combine usage data with features of item content to help users find information likely to be relevant
to their current context. Pirolli, Pitkow, & Rao (1996) describe a method of extracting various
metadata elements of Web pages—textual content, file size, URL, links—and using this data along
with usage and access data to find Web pages similar to ones with which the user is currently
working.
A more widespread use of mining the work that communities of people have already
performed has been in search engine technology. The most basic search engine technique of returning
documents that contain keywords that match a user’s query has been widely noted to be inadequate
for dealing with the volume of information available (Bollen & Heylighen, 1996; Kleinberg, 1998).
Even when given a very precise and well-crafted query, this strategy frequently produces more
documents than a user can realistically examine. A more sophisticated strategy that several search
engines now use is based on leveraging the work that people have done in creating links to other
pages and using this information to automatically generate page rankings. This approach is very
similar to that used in the established field of bibliometrics and citation analysis (White & McCain,
1989), where authors, journals, and publications are judged by the number of times they have been
cited and by co-citation patterns.
The HITS algorithm (Gibson et al., 1998; Kleinberg, 1998) uses hyperlinks as a basis for
finding high-quality or authoritative Web pages for a given search. After gathering a pool of pages
using standard query matching, it uses the links in those pages to find “authorities,” the most
authoritative or highly-cited pages on the topic, and “hubs,” the pages containing good compilations
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of authorities. A good authority page, thus, is one that is linked to by many hubs; a good hub page is
one that links to many authorities. CLEVER, an extension of HITS, seeks to improve the results by
adding the content and characteristics of the Web pages to the algorithm.
The success of the Google search engine is generally considered to be due in part to its
simple, advertisement-free interface, but also to the reliability and quality of the results it provides.
Google uses an algorithm called PageRank (Brin & Page, 1998) that is based on a principle similar to
HITS and CLEVER: the numbers of links that point to a page, and the quality of the pages that link to
a page, serve as a probability measure of that page’s quality. The PageRank algorithm thus ranks
more highly pages that are frequently linked to and that are linked to by highly-ranked pages. In
PageRank the rankings are independent of the query; CLEVER differs in that the pages included in
the ranking are dependent on the specific query. Although these algorithms are automated, they are
using “community memory” (Marshall, Shipman, & McCall, 1994) as the raw data upon which they
operate, and their performance reflects its value: experiments showed that users found CLEVER to
produce results that were as good as, and frequently better than, human-compiled results from search
engines such as Yahoo! (Chakrabarti et al., 1998).
Footprints (Wexelblat & Maes, 1999), a system inspired by Edit Wear and Read Wear,
implements a similar idea in the context of a larger information system. Footprints is a coordinated
collection of tools for Web navigation based on a physical navigation metaphor. These tools use
aggregated path histories from multiple users to create maps, paths, and signposts that support Web
exploration and navigation. A site map shows nodes representing Web pages and the paths users have
taken between them, with node color indicating page popularity. A path view shows the paths
individual users have taken from a given node, like a selection of alternate routes through a city.
Users of the system can make comments on the pages and paths shown; comments are indicated by
small circles visible in the path view, like signposts in the physical world. Experimental results
indicated that Footprints enabled users to get work done with significantly less effort and experienced
users reported a significantly higher sense of satisfaction, although naïve users were less satisfied
(Wexelblat & Maes, 1999).
While most of the work in this area focuses on using Web-related histories to provide Web
page recommendations, other systems take advantage of more general interaction histories. After
beginning with Web pages, Chalmers, Rodden, & Brodbeck (1998) extended the logging of a user’s
interaction history to the xemacs editor on the user’s desktop (Chalmers, 1999). A log of URLs and
filenames accessed by these tools is stored and neighboring entries in the log are considered related in
the context of a specific activity the user is performing. As the user works, the system computes
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similarities between paths using the currently active files and URLs as input and generates
recommendations for other files and URLs likely to be desired by the user in that context.
By leveraging histories and patterns of use and activity, the systems described in this section
shift the emphasis in information seeking from the content of the information sought to how it has
been used by people. In doing so, these systems move away from notions of topical relevance that
formed the basis of traditional models (Chalmers, 1999) and towards user-centered ideas like the
importance of context and the subjective nature of relevance that better reflect how people make
decisions in the physical world.
2.5.2 Recommender Systems
One of the more visible forms of social navigation in use today is recommender systems. Just as in
the physical world where we sometimes rely on the opinions of other people when making decisions,
recommender systems use information from other users to provide us with recommendations about
books, films, consumer products, Web sites, and other items. Recommender systems pre-date the
emergence of the World Wide Web, beginning with the collaborative filtering system Tapestry
(Goldberg et al., 1992), but the earliest examples of widely used recommender systems were probably
the favorite links and frequently asked questions pages that followed soon after the Web arrived, and
which are still common on the Web today. As the volume of information on the Web dramatically
increased, these rudimentary representations of a user’s experiences or opinions evolved into more
sophisticated recommender systems that aggregated the experiences of many users.
Recommender systems are frequently categorized into one of two types: collaborativefiltering or content-based. The difference between the two has been described thusly: “In contentbased recommendation one tries to recommend items similar to those a given user has liked in the
past, whereas in collaborative recommendation one identifies users whose tastes are similar to those
of the given user and recommends item they have liked” (Balabanovic & Shoham, 1997, p. 66).
More recently, there has also been considerable work in systems that combine content-based
and collaborative approaches.
2.5.2.1

Collaborative-Filtering Recommender Systems

Many of the early recommender systems were collaborative-filtering systems. Tapestry enabled users
to annotate e-mail and Usenet news articles with comments and numeric ratings (Goldberg et al.,
1992). Users could filter incoming information by requesting only information that had specific
ratings, or—because the system was used in a small, close-knit community of users—had been rated
by a specific user.
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Ringo (Shardanand & Maes, 1995) uses the collaborative filtering approach to recommend
music artists and CDs. Users rate CDs to create a profile of their likes and dislikes; Ringo then
compares this profile with those of other members to make recommendations. The Ringo system was
quite popular and was later turned into a commercial venture called Firefly. The Video Recommender
system similarly recommends movies, and demonstrates that this system could outperform nationally
recognized movie critics (Hill et al., 1995). Users have the flexibility to receive joint
recommendations (for more than one user) or to have their recommendations based on a subset of the
entire community of users.
GroupLens (Konstan et al., 1997) successfully applied collaborative filtering to Usenet news.
Users downloaded a modified news browser and rated Usenet articles on a scale of 1 to 5. Incoming
news articles were flagged with predictive ratings for individual users. Users liked the system and
found the ratings useful, with many users still using the system six months after the 7-week study
period ended. The GroupLens researchers built on this study by augmenting explicit user ratings with
implicit ratings based on the amount of time the user spends reading an article (an indicator of user
interest also observed by Morita & Shinoda (1994)) and by incorporating filterbots, agents that
automatically rate items based on user-specified criteria such as spelling mistakes and article length
(Sarwar et al., 1998).
As with Ringo, the GroupLens research also found its way into a commercial venture
(NetPerceptions) and in fact, there are now many e-commerce Web sites that incorporate forms of
collaborative filtering and other recommendation techniques to recommend and sell books, music,
consumer goods, and information (Schafer, Konstan, & Riedl, 1999). Although these systems vary
substantially in the exact algorithms they use, the fundamental principle behind all collaborative
filtering systems is to predict a user’s rating of an item by measuring the similarity between the rating
pattern of that user and those of other users. This technique, however, has several notable drawbacks.
First, there is the cost of requiring the user to rate items. Many users will abandon a system if
they perceive that they are expending effort without seeing a commensurate reward (Konstan et al.,
1997). Systems such as Amazon get around this problem by considering specific actions (such as
purchasing an item) as an implied positive rating, rather than requiring an explicit rating from the
user. The early-rater problem prevents a user from receiving recommendations based on rating items
that no on else has yet rated. The sparse data problem is related to the fact that in many systems there
are so many items that many of them are rated by a relatively small number of users.
Recommendations based on sparse data are likely to be less precise, since there is less “evidence” on
which to base the recommendations.
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2.5.2.2

Content-Based Recommender Systems

A primary strength of content-based recommender systems is that they obviate the early-rater and
sparse data problems. As in traditional information retrieval (IR), items are returned based on input
from a given user and do not depend on the actions of any other users. In traditional IR, however, the
input is generally a topical query and the items returned are judged relevant based largely on how
closely they match the query terms, without any reference to the past history or expressed preferences
of the user. As discussed previously, a variety of researchers have objected to this topicality-based
determination of relevance (Cooper, 1971; Harter, 1992; Barry, 1994; Tang & Solomon, 1998), and
have proposed alternative notions that take into account aspects of the user’s context. IR systems that
incorporate relevance feedback do provide a way for a user to input some aspect of their context
(Buckley & Salton, 1995), but these systems still treat each user and query as an independent session,
and do not attempt to learn from a user’s history and preferences.
In a content-based recommender system, a user typically rates a significant number of
example items. The system builds and maintains a unique profile of the user based on these and later
ratings. Recommendations can then be returned for a query based on the information in the user’s
profile, rather than simply on topical relevance.
For example, NewsWeeder (Lang, 1995) filters articles from UseNet news based on a user’s
previous ratings of other news articles. In its general function, NewsWeeder is similar to the
GroupLens news recommendation system. While GroupLens bases its recommendations on similarity
between the user’s ratings and those of other users (though it also uses other techniques, as noted
above), NewsWeeder bases its recommendations only on that user’s ratings, using a machine learning
algorithm to build up a profile of the user’s interests.
LIBRA (Mooney & Roy, 2000) is a content-based recommender system for books. To create
this system, a database of book metadata, such as title, authors, summaries, and editorial and
customer reviews, was extracted from Amazon.com. Users rate books on a 1 to 10 scale and the
system uses a Bayesian learning algorithm to generate a profile of the user. The profile is then used to
give the user a ranked list of books it thinks they will like. Other features enable LIBRA to give the
user an explanation of its recommendations and allow for relevance feedback to improve
recommendations. Initial experiments indicate that LIBRA can provide accurate recommendations
relying solely on content-based information and an individual user’s ratings.
While recommender systems based strictly on content features are rather few in number, they
do demonstrate the advantages of this approach: they are able to recommend previously unrated items
and are not dependent on the number of other users who have rated items. Thus they are particularly
useful for situations where other users’ ratings are not available. They also can provide explanations
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of why items are recommended, as in LIBRA. One study comparing content-based and collaborative
approaches in a film recommender (Alspector et al., 1998) indicated that while the collaborative
approach performed better, the content-based approach was better than a film expert’s ratings.
2.5.2.3

Combined Approaches to Recommender Systems

The fact that collaborative- and content-based approaches to recommender systems have somewhat
complementary strengths and weaknesses has not been lost on researchers and many systems combine
aspects of both in an attempt to produce better results. For example, while primarily a content-based
system, some of the metadata LIBRA extracts from Amazon.com is generated from collaborative
methods (similar books and authors). Through a study that compared results with and without the
similar book and author data, Mooney and Roy found that the collaborative-derived content had a
positive effect on the overall results. They conclude that this information “can be used to improve
content-based recommending, even when the actual user data underlying the collaborative method is
unavailable. . .” (Mooney & Roy, 2000, p. 200).
In Ripper, Basu, Hirsh, & Cohen (1998) combine collaborative-based information, contentbased features, and “hybrid” features (new features defined by the researchers that are collaborative
features influenced by content) to provide film recommendations. A machine learning algorithm was
used to generate recommendations from the database of 45,000 film ratings. A set of experiments
indicated that the use of the hybrid features gave the system significantly better performance.
Fab (Balabanovic & Shoham, 1997) uses both collaborative and content-based techniques to
help users find Web pages. The system has three main components: collection agents, selection
agents, and a central router. The collection agents each store a profile based on words found in Web
pages on a given topic (in other words, the selection agents store a profile containing a general
representation of an individual user’s interests). When Web pages are found by collection agents, they
are sent to the central router, which forwards them to users with matching profiles. Users rate the
recommended pages on a 1 to 7 scale and these ratings are used to update both the collection and
selection agents. These are the content-based aspects of the system.
Any pages a user rates highly are sent to the user’s nearest neighbors (users with similar
profiles), thus adding a collaborative aspect to the system. The combined approach enables Fab to
overcome drawbacks of both content-based and collaborative systems. An evaluation showed that it
gave users better recommendations than pages selected at random or from a “cool sites of the day”
resource and that its performance improved over time.
As mentioned earlier, the GroupLens project has experimented with augmenting
collaborative-based recommendation with “filterbots,” or information filtering agents based on
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various content-based features. A study conducted with movie recommendations sought to determine
how these filterbots affected system performance (Good et al., 1999). The study tested several
hypotheses and found that using a combination of filterbots is better than using just one, and that
using filterbots in combination with a collaborative-based approach is better than collaborative
filtering alone.
2.5.3 Online Social Interaction
Recommender and history-enriched systems support social navigation by utilizing individual and
collective ratings, opinions, and patterns of activity to help users find information. In these systems,
the individual identities and actions of the people whose activity provides the data used to support the
social navigation are usually aggregated, discarded, or obscured; the identities and actions of specific
individuals are not relevant to the end user. A large amount of Internet traffic, however, takes the
form of online social interaction: communication and information seeking done through e-mail,
mailing lists, discussion groups, chat, and instant messaging. In online social interaction the identities
and actions of other users often is important—in knowing which discussion to follow or contribute to,
which people to ignore or pay attention to, determining what the intended meaning of a message
is—even if those identities are only aliases. As with other forms of digital information, the area of
online interaction is growing significantly, both in terms of users and quantity of data (Smith, 2002),
and better systems, interfaces, and tools are needed to help users interact effectively.
In the physical world, our activities and decisions are often influenced by other people. When
we become aware of the presence of another person, our behavior changes to comply with social rules
and conventions. We make decisions based on the activities or traces of the activities of others, as
when we follow the crowd to determine the best route to an exit, or stay on a worn path during a walk
in the woods. We are also aware that our own activities can convey information to others and change
our behavior because of it, as when we avoid making eye contact with someone with whom we do not
want to speak. Indicators of the presence or activities of others—social cues—are thus critical to
social interaction in the physical world.
While social cues are naturally available in the physical world, the digital environment often
obscures and hinders the availability of equivalent cues online. Conversations in the physical world
are “far more than an exchange of information” (Donath, Karahalios, & Viegas, 1999, para. 53) but
online we lose many of the non-verbal cues that inform us to the tone, continuity, and context of
messages and discussions. The importance these non-verbal cues have in our interactions is illustrated
by the strategy of using “linguistic shortcuts” such as smiley faces and abbreviations in online
interaction (Preece, 2002, p. 38). As more and more people turn to online social interaction as a way
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to communicate, work, and find information, system designers need to find ways to integrate these
“subtler and more nuanced” (Donath, Karahalios, & Viegas, 1999, para. 53) aspects of interaction
into the systems we use.
While smiley faces are a start, system designers are using a range of more sophisticated
techniques to add social cues to online social interaction. One technique is the use of avatars—a
graphical figure representing a person—in chat systems. The typical chat system is purely text-based,
conveying only two types of information: the content of the message and the presence of the
individual sending the message (Donath, Karahalios, & Viegas, 1999). An avatar-based chat system,
such as those found at The Palace1 or Active Worlds 2, enables users to select a distinctive avatar to
represent themselves in topically-oriented worlds or rooms (see Figure 2.26). The visibility of the
avatars that inhabit a room effectively conveys the presence of users in the chat session, even those
who are not currently sending messages (which text-based systems often do not), and users have the
capability of expressing their changing feelings or reactions during the session by changing the
expression of their avatar.

Figure 2.26 Avatars in Active Worlds
There are limitations to avatars, however (Cuddihy & Walters, 2000); the selection of
available expressions does not come close to what people can convey in the physical world, and the
graphical, usually 3D nature of avatars limits the number of other cues they can be used to represent.
To convey more information about a chat session and its participants, a prototype system called Chat

1
2

http://www.thepalace.com
http://www.activeworlds.com
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Circles represents users with colored circles rather than 3D avatars (Donath, Karahalios, & Viegas,
1999). The text messages sent by users appear in their uniquely-colored circle (see Figure 2.27),
which grows and brightens with each sent message, and fades (although does not completely
disappear) as the user becomes silent. Users must move their circles around the screen to be close
enough to other circles to read the messages of those users. The visibility of the circles, along with
their color, brightness, and changing spatial location, provide the participants in the chat session with
much more information about presence and activity than can be conveyed by a text-based system.

Figure 2.27 User Circles in Chat Circles
Cues about presence and activity are equally important in other forms of online social
interaction. In situations where groups of people work together on a common goal, for instance, as in
a project team in a corporate environment, information about where group members are, which group
members have participated in which conversations, and whether they are actively involved in the
conversation or simply overheard it, are critical factors in the group’s interaction and progress
towards the goal. In a system called Babble, Erickson et al. (2002) create a “social proxy” that uses
visualization techniques to add to the system social cues that represent these important aspects of a
group’s online interactions.
Using a multi-paned window (shown in Figure 2.28), Babble shows who is online and at what
location, lists the group’s discussion topics, and provides a scrolling window displaying the text of
online conversations. Particularly interesting are the panes that visualize activity related to a specific
discussion topic. One of these panes presents a large circle representing a conversation currently
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taking place. Group members are represented by smaller, colored circles, or dots. The placement of
these dots provides the group with cues to the activity of each member. The dots of people who are
logged on but not participating in the conversation are placed at the periphery of the larger circle; the
dots of people who are active in the conversation move towards the center of the circle as their
activity increases. Over time without activity, dots gradually move back towards the periphery of the
circle. Users found this visualization helpful in making the sort of judgments we are easily able to do
in the physical world: noticing crowds gathering or dispersing, or noting who is paying attention
(Erickson et al., 2002).

Figure 2.28 Multi-Paned Interface of Babble
Another pane in Babble uses a timeline to visualize the activity related to a particular
discussion over a longer period of time. Each group member is represented by a row in the timeline;
the color of a member’s row varies according to whether they were simply logged on or actively
participating in the discussion. Erickson et al. report that the timeline helps group members see who
was involved in a discussion at what time and better understand the interaction patterns of the group.
While the discussions visualized by Babble take place within a relatively small group of
people who know each other, other forms of online discussions are much more public and involve
many more people. Smith notes that in collective, self-governing systems such as discussion boards
and Usenet newsgroups a “mutual awareness of other participants’ histories and relationships is
critical to a cooperative outcome” (2002, p. 51). While the interfaces to such systems allow us to have
conversations similar to those we have in the physical world, they generally do not provide the social
cues necessary to form an awareness sufficient to assess the conversation and its participants in a
meaningful way.
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Donath (2002) describes several projects that employ visualizations in an attempt to supply
cues to help users make better sense of online discussion groups. PeopleGarden is a relatively simple
visualization in which a flower and garden metaphor is used to represent how many people participate
in a given group, how long each participant has been involved in the group, how many times an
individual has posted, and whether postings are replies or initial postings. As shown in Figure 2.29,
each participant is represented by a flower, with the other information represented by height of the
flower and the number and color of petals on the flower. The flower metaphor provides an intuitive
way to distinguish between, say, a longtime frequent poster (depicted as a tall flower with many
petals) and a relatively new infrequent poster (a short, emerging flower). Viewing the entire “garden”
as a whole also allows the user to quickly form an impression of the character of the group, as it is
easy to distinguish between a sparse garden dominated by a few very large flowers and a garden with
a wider variety of flower sizes. The simplicity of the PeopleGarden visualization is part of its power,
but it is also a limitation. As Donath points out, the flower metaphor has its own meaning and
applying it to technical or less pleasant discussion topics can create an inappropriate effect.

Figure 2.29 Two Different Discussions Groups Visualized in PeopleGarden
Another system, Loom, also provides an interface to discussion groups (see Figure 2.30) but
here the developers are especially interested in exploring the many different types of data that might
be visualized, with the goals of enabling users to understand social patterns not easily perceived in a
text-only interface and helping them form an overall impression of the group (Donath, Karahalios, &
Viegas, 1999). By categorizing and generalizing various types of discussion group data, Loom can
visualize patterns of activity of group members; connections between various postings; and, through
text classification techniques, semantic categories of postings (although this type of visualization is
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made difficult by the ambiguity of many postings). It is important to note that Loom is not intended to
be a visualization tool used for analysis but functions as a newsreader; the visualizations are a way to
build the cues and context we naturally perceive in the physical world into the online environment.

Figure 2.30 A Discussion Group Visualized in Loom
Another approach to providing social cues to help users more effectively interact in online
discussions is illustrated by the Netscan project. There are over 50,000 Usenet newsgroups, which in
the year 2000 were used by at least 8 million people (Smith, 2002). The interfaces to all these
discussions, however, are usually limited to text listings of groups, discussion threads, and individual
postings. The size of newsgroups is usually not available, nor is a sense of their “rhythms, leaders,
and fools” (Smith, 2002, p. 52). By mining the data of newsgroups, Netscan computes a variety of
metrics that help characterize a group. While most newsreaders provide information only about the
messages themselves, Netscan can show how many messages and participants the group has, along
with historical data about the participants, such as how long they have participated in the group,
which other groups they participate in, and the discussion threads in which they are involved (Smith,
2002). Several interface options make this data even more useful. A thread tracker and an author
tracker enable the user to filter newsgroup messages by various social metrics, so one could see only
the longer threads in a group, for example. A visualization option graphically displays a given
discussion thread, enabling the user to view the structure of a discussion as it unfolds over time. This
sort of information can help a user form a general impression of a group; how active it is, for
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example, or whether it contains a relatively large number of long discussions or is dominated by a
few very active participants.
The Chat Circles, Netscan, PeopleGarden, and Loom projects suggest several ways designers
can begin to improve systems for online social interaction. Environments in which online interaction
takes place have many informative characteristics associated with them, both in terms of the
environment as a whole and of the individual participants. By supplementing or replacing text-only
interfaces with indicators of these characteristics, through visualizations and other means, the system
designer can help the user form better impressions of discussions and people with whom he or she
might interact.
One can also imagine ways systems like the ones above could be made even more useful. In
the physical world, for instance, we have the ability to attend to a primary conversation while
maintaining a peripheral awareness of other conversations taking place in our immediate vicinity, as
in the “cocktail party phenomenon.” We do not consciously attend to these peripheral conversations
until a name or phrase that is particularly meaningful to us is mentioned, at which point our primary
attention shifts to that previously peripheral conversation. In other words, when something personally
meaningful occurs, we naturally shift our attention to it.
Systems such as Netscan, PeopleGarden, Loom, and Chat Circles could provide a similar, or
even enhanced, version of the cocktail party phenomenon by enabling users to note the people, topics,
and keywords that are meaningful to them. The interfaces of these systems could then highlight these
items of interest in a visualization or otherwise notify the user when these items occur. In this way
users could easily track friends or colleagues as they participate in different conversations using
systems like Loom or Chat Circles, or notice when specialized topics they are interested in are
mentioned while using a system like Netscan. In the physical world the range of peripheral
conversations to which we can attend to is very limited, but as online systems incorporate social cues
such as these, they can help us greatly expand this range and make our online social interaction much
more effective.
2.6

Evaluating User Interfaces

There are a variety of reasons to evaluate a user interface, such as ensuring that a system used in a
life-critical situation meets safety standards, establishing other standards and guidelines, testing
scientific principles, determining how existing systems or features compare, or exploring whether
people understand how to use a new system function (Landauer, 1997; Shneiderman, 1998).
Regardless of the specific motivation, evaluation is a critical component of user-centered design.
Human-computer interfaces are comprised of a complex set of components; hardware, software,
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tasks, and human behavior interact in “subtle and unpredictable ways” (Landauer, 1997, p. 224).
Evaluation provides empirical evidence that overcomes the “unreliability of intuition and the
variability of behavior” (Landauer, 1997, p. 206) inherent in humans and enables judgments to be
made about whether an interface can successfully be used by people in the situation for which it was
designed (Preece, 1994).
Evaluations range from quick, informal run-throughs to highly-controlled, laboratory studies
that generate large amounts of quantitative data. Evaluation studies often involve users but can also
be predictive evaluations that rely on experts rather than users. Summative evaluations take place
after a system is completed to test for proper functionality or to compare one product to another,
while formative evaluations take place during the development process and help guide interface
design decisions (Hix & Hartson, 1993; Landauer, 1997). Despite the broad range of reasons for and
types of evaluations, however, most center on at least one of two main objectives: To determine the
effectiveness or potential effectiveness of the interface, or to provide a means for suggesting
improvements in that interface.
2.6.1 Operational Definitions of Usability
The primary objective of most formative studies is to evaluate the usability of specific interface
features or the user interface as a whole. While most people would agree that usability is a product of
a user’s experience in working with a system (Karat, 1997), this general concept cannot be directly
measured. Instead, usability is usually evaluated by measuring several component parameters.
Although the terminology they use sometimes differs, many researchers believe that these component
parameters include both objective measures, which evaluate how capable users are in using the
system, and subjective measures, which evaluate how much users like the system (Nielsen & Levy,
1994).
Shneiderman (1998), for example, suggests that there are five measurable factors that are
“central to evaluation” (p. 15) including the objective measures time to learn, speed of performance,
rate of errors by users, and retention over time, as well as the subjective measure satisfaction.
Shackel (1991) defines four elements of usability, three objective and one subjective: effectiveness,
the level of performance in accomplishing tasks; learnability, the degree of learning to accomplish
tasks; flexibility, the adaptation to variation in tasks; and attitude, user satisfaction with the system.
To create operational definitions, these components of usability are often summarized as
consisting of three distinct categories of measures: effectiveness, efficiency, and satisfaction (Bevan,
1995; Karat, 1997; Frøkjær, Hertzum, & Hornbæk, 2000). Together these measures are intended as a
means to describe the overall usability of an interface by answering the questions:
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•

Can users perform assigned tasks using the interface?

•

What resources must they expend to achieve the assigned tasks?

•

How well do they like the interface?
Effectiveness is a measure of the accuracy and completeness to which users achieve task

goals. For a given task, effectiveness can be measured as an absolute value (the task is completed or
not), or on a scale (a score or percentage value of the degree to which the task is completed).
Efficiency measures the amount of resources—time, effort, attention—the user expends in
completing tasks with the interface. Performance data from variables such as time to complete tasks,
percentage of cognitive attention, number of steps used, number of errors, and other quantitative
measurements are commonly used to derive efficiency results.
Satisfaction is a measure of the user’s affective reaction and attitude towards the user
interface. Satisfaction is usually measured through instruments that enable the user to rate aspects of
their satisfaction through rating scales, survey scores, and interview questions.
Although many studies published in the human-computer interaction literature address only
one or two of these usability components (11 of 19 selected studies in the CHI Proceedings from 1997
to 1999, as cited in Frøkjær, Hertzum, & Hornbæk, 2000), there is evidence that doing so can lead to
overlooking important factors in the usability of a system and making unreliable conclusions about
the overall usability (Frøkjær, Hertzum, & Hornbæk, 2000). For example, although satisfaction is
influenced by effectiveness and efficiency, those measures alone cannot reliably be used to indicate
satisfaction (Nielsen and Levy, 1994). Other factors that can influence satisfaction include user
characteristics such as personality, cognitive style, and previous experience with similar systems, as
well as non-functional aspects of the interface such as aesthetics. And it is not uncommon that among
several alternatives a system or interface element that is preferred by a user is actually less effective
and efficient as one or more of the alternatives (Bailey, 1993; Nielsen & Levy, 1994; Frøkjær,
Hertzum, & Hornbæk, 2000); thus, making design decisions to optimize user satisfaction or
preference is not guaranteed to optimize user performance (Bailey, 1993).
2.6.2 Evaluation Methods
There are a handful of commonly-used methods to evaluate user interfaces; those most relevant to the
methodology to be used in the dissertation are summarized in the following sections. The particular
method used for a given evaluation depends on several factors, including the specific goals of the
evaluation, who will be conducting it, the amount of time and money available to conduct it, the
equipment available, the type of information sought, and the number and characteristics of available
participants (Karat, 1997). Also important in method selection is the stage of design; some methods
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are more appropriate at one stage of design than another. Methods differ in the way data is collected
and analyzed, but an evaluation may incorporate more than one method (Nielsen, 1993; Preece,
1994). The following sections summarize some of the most common methods used for user-centered
formative evaluations.
2.6.2.1

Expert Evaluation

Expert-based evaluations use domain or user interface experts to systematically review the system
and provide both feedback on the problems found and recommendations for changes, usually in the
form of detailed reports. The experts use the interface from an intended user’s point of view as much
as possible, ideally in a situation that is close to a realistic work situation, and try to anticipate the
behavior of typical users and the problems they will encounter (Preece, 1994).
Among the most common expert evaluation methods are heuristic evaluation, cognitive
walkthrough, and formal usability inspections. In heuristic evaluation (Nielsen, 1994a) experts
review the interface with reference to a list of high-level heuristics, which typically mirror good
design principles. The expert evaluates the interface by analyzing the flow of screens in the interface
and by comparing each screen against the heuristics. In heuristic evaluation, a relatively small number
of experts can find a large number of usability problems, but they do not typically find all the
problems discovered in user-based testing. Nielsen, therefore, suggests a combination of heuristic and
user-based methods be used (Nielsen, 1994).
A cognitive walkthrough is similar to a heuristic evaluation but is focused more on specific
tasks. It is more likely to be done in a group setting, where the expected movements of a user to
complete a task are carefully stepped through and analyzed, provoking discussion among the group.
(A similar method, the design walkthrough, can include non-expert end-users in the group (Karat,
1997).) Also occurring in a group setting, formal usability inspections are led by a moderator who
directs a discussion between the interface designers and expert inspectors who critique the user
interface. The result of the inspection process is a list of design change requirements and suggestions.
There are a number of advantages to expert-based evaluation. They can often be completed
more cheaply and quickly than user-based evaluations. The actions of the expert are not recorded or
measured so no special equipment is needed. Because experts have significant experience with
interface evaluation, they can often identify the sources of problems very directly and provide useful
solutions. And in most cases a small number of experts can identify a significant number of problems.
Determining who qualifies as an expert can be a problem, however, and the experts often
disagree (Shneiderman, 1998). While the goal is to simulate the behavior of a typical user, the expert
is nonetheless not a typical user and there is some evidence that expert evaluations identify problems
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that do not arise in real use (Karat, 1997). Realistically simulating the typical user requires the expert
to have a lot of information about the intended users, their tasks, and their behaviors.
2.6.2.2

Observational Studies

A variety of evaluation techniques involve observing users, either in a laboratory or in a natural
setting. The goal of an observational study is usually to collect information about how users are able
to use a system in a fairly realistic situation. That is, unlike other evaluation methods, the user works
with the interface uninterrupted by the evaluation process. Data is collected either through direct
observation (the researcher watches the user’s actions and takes notes), or by recording user actions
(keystrokes or mouse movements, for example) and video taping sessions (Preece, 1994). A tradeoff
for enabling the user to work unimpeded, however, is that the user’s reasoning and attitude while
performing tasks is unknown. Post-test interviews with the user can recover some of that information
although it may be distorted and incomplete.
2.6.2.3

Surveys and Questionnaires

Surveys and questionnaires represent one of the most inexpensive and easiest methods of collecting
user opinions and attributes (Karat, 1997). Most people are familiar with questionnaires and
depending on their length, most questionnaires can be completed in a relatively short amount of time.
In recent years surveys and questionnaires have been increasingly presented online, which reduces
costs and can simplify both completing the survey and compiling the results. Surveys can present
both open-ended and structured questions and thus generate both qualitative and quantitative data.
Open-ended questions enable a user to share attitudes and feelings about an interface that
might be otherwise difficult to capture. A user’s detailed or unexpected thoughts on an aspect of an
interface can provide valuable information not evident in simple observation or recording of their
actions. The open-ended nature of such questions, however, makes them more difficult and timeconsuming to collate and analyze.
Structured questions usually present a limited set of possible answer in the form of rating
scale. The rating scale can range from a simple “Yes | No” choice to more complex multi-point scales
and ranked order scales (Preece, 1994). The results from structured questions can generally be
complied in a straightforward way to generate quantitative results. The questions, however, must be
carefully written to be unambiguous and to be easy for users to complete. Several standardized
questionnaire systems have been developed to help others present useful surveys for their own
usability evaluations (Chin, Diehl, & Norman, 1988; Lewis, 1995).
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2.6.2.4

Experimental Testing

Experimental testing in the field of human-computer interaction involves studying users in a
controlled (usually laboratory) environment. An experiment usually has a hypothesis that is tested
through an appropriate experimental design by manipulating an independent variable and collecting
data associated with dependent variables. The data is analyzed using statistical tests to draw
conclusions about the viability of the hypothesis.
Because the number of factors that can practically be manipulated is limited, experimental
testing is most often used to investigate very specific elements of a system or interface or to make
general statements about particular interface principles. Data can be collected through a variety of
techniques such as videotaping, user activity logging, and the think-aloud protocol, in which the
participant describes out loud what he is thinking while performing the experimental tasks. A welldesigned experiment can produce a lot of evidence to be used as solid support for conclusions about
user performance or preference.
There are drawbacks to experimental testing. A significant amount of planning is required to
develop an appropriate experimental procedure, a lot of time and resources are necessary for
conducting the experiment, and analyzing and interpreting the results can be complex. Those
conducting the experiment must be aware of intruding on the test process or allowing experimenter
bias to affect the testing process, which can take the form of leading the user to respond in specific
ways or otherwise interfering with natural user behavior. Also, care must be taken to ensure only the
independent variables are manipulated or varied. Other potential problems such as order effects
should be controlled through methods such as randomization, counterbalancing, and sampling.
2.6.3 Factors Affecting Evaluation
A tradition of improving usability through empirical testing with users has helped establish humancomputer interaction as a discipline distinct from other fields of system design (Dillon, 2001). User
testing, however, raises issues that must be considered when evaluating interfaces.
The substantial effort required to develop a system necessitates that that system, even a
specialized system, be usable by a relatively large number of people. People, though, vary widely in a
number of ways that can affect performance and preference. Factors such as cognitive and perceptual
processes (short and long term memory, decision-making, searching and scanning, and time
perception) (Shneiderman, 1998), spatial ability (Benyon & Murray, 1993), and age, sex, and
personality (Borgman, 1989) all serve to increase human diversity and all can influence interface
evaluations. The amount of experience the user has with an interface, or with computers in general,
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can also affect performance (Benyon & Murray, 1993). This diversity should be considered both
when designing and conducting evaluations and in making generalizations of the results.
The large variation in human characteristics and experience, along with the variety of tasks
for which a given interface can be used, make it difficult to generate statistically significant results
about any but a very focused aspect of an interface within a restricted context (Hearst, 1999). Basic
interaction principles such as the time it takes to select an item from a menu in various circumstances
can be derived from empirical studies, but it is more difficult to draw definitive conclusions about
more complex tasks. Doing so, however, is less important when the goal of the study is to “improve a
particular decision between designs” (Landauer, 1997, p. 208) or inform decisions that set the design
direction for an interface, a goal that Nielsen states is “the true purpose of usability” (Nielsen, 2001,
para. 4).
When the goal of a user interface evaluation is to gather evidence that can be used to evaluate
the usability of the interface and to suggest how it can be improved—rather than generate statistically
significant results—the number of users needed is reduced and a variety of evaluation methods can be
used. Discount usability is a prime example of this approach. Introduced by Nielsen (1994) to provide
the benefits of usability testing to organizations with few resources or who are intimated by the
usability evaluation process, discount usability is based on using three techniques—scenarios,
simplified thinking aloud, and heuristic evaluation—with a small number of users and multiple
iterations. A central point in the discount usability approach is that testing with a small number of
users requires fewer resources while uncovering a large percentage of existing problems, enabling
quick redesign and re-testing.

3

The AgileViews Framework

This chapter describes several important factors that should be considered by designers attempting to
create interfaces that provide more effective information seeking experiences. It then introduces
AgileViews, a framework for designing more effective information seeking interfaces. Several
prototype systems that were implemented with AgileViews are described to illustrate the framework.
3.1

Factors in Creating More Effective Information Seeking Experiences

Creating effective interfaces is challenging. Shneiderman (1998) points out that designing “an
environment in which tasks are carried out almost effortlessly and users are ‘in the flow’ requires a
great deal of hard work from the designer” (p. 10). The designer must assess the amount and types of
information available, group these types of information in a way that will make sense to users, and
physically lay out these groupings so that users can readily distinguish them. All this must also be
done within constraints of available technology, keeping in mind practical considerations such as total
page size, text readability, and color compatibility.
While difficult, the effort required to create more effective interfaces can pay off, as effective
systems “generate positive feelings of success, competence, mastery, and clarity in the user
community” (Shneiderman, 1998, p. 10). The goal in creating an effective interface is to design it so
that it “almost disappears, enabling users to concentrate on their work, exploration, or pleasure”
(Shneiderman, 1998, p. 10). Interfaces that achieve this goal, however, are rare. As exemplified by
systems accessed through the World Wide Web, information seeking interfaces rarely disappear and
rarely enable the user to concentrate solely on the task at hand. Instead, the process of working with
information to solve an information need is entwined with task management processes such as
keeping track of where potentially useful information sources might be, navigating between those
sources, and managing multiple but separate windows of associated information.
The amount of attention to task management processes commonly demanded of the user is to
some degree a result of system designers relying on a metaphor that is less than ideal for information
seeking systems. The reliance on navigation as a metaphor contributes to interfaces that fail to
provide helpful information structures and visual cues, impose high demands on short-term memory,
and force the user to constantly divide attention between primary and task management processes.
Progress in creating more effective information seeking interfaces, then, might be made if system
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designers considered an alternative metaphor that imposes less of a task-management burden on the
user and enables more attention to be paid to solving the information problem itself.
3.1.1

Structuring Information and Providing Visual Cues
What information consumes is rather obvious: it consumes the attention of its
recipients. Hence a wealth of information creates a poverty of attention, and a need to
allocate that attention efficiently among the overabundance of information sources that
might consume it. (Herbert Simon, quoted in Varian, 1995)

Although the quantity of available information has increased dramatically since Herbert Simon spoke
about the problem caused by its overabundance, current interfaces for information seeking rarely help
users allocate their attention efficiently. Research demonstrates that the way information is structured
affects how quickly tasks referring to that information can be completed (Tullis, 1984). Yet despite
the increasing quantities and types of information that systems are integrating, this information is
rarely organized and structured in a manner that aids the user in allocating attention in an optimal
way. Nielsen (2000) outlines several reasons why helpful structure has been “under-valued” on the
Web, including the lack of facilities to visualize structural information in Web browsers and the fact
that users do not take time to learn the structure of sites they visit. While those two factors are out of
the control of system designers, the other two factors are not. Nielsen points out that “most sites have
miserable information architectures” (p. 1) that are structured according to how the designer thinks
about the content, not how users think about the content, and that most designs have “hidden the
important structural information among a flood of irrelevant information” (p. 1) which impedes the
user from perceiving the structure.
From a physiological standpoint the task of visually searching and selecting information is a
complex process involving a number of interacting factors. A convenient metaphor for understanding
how humans scan and process information is that of a spotlight (Pirolli et al., 2001). When scanning
information, the spotlight defines the area that is further processed by the brain. The spotlight can be
wide, where its range encompasses a relatively broad physical area but usually at a low or coarse
resolution, or it can be more narrow, where the person is more “focused” in a specific area. The size
of the spotlight is affected by task, density of information, and visual cues.
Research in cognition and perception shows that when visually searching for information
people automatically apply systematic techniques to distinguish target information from information
they are not interested in, initially scanning the display area with a broad, coarse spotlight before
focusing on items of interest. By taking a broad view of the area people detect various forms of
structures in the visible information and use those structures to “guide their further search” (Rabbit,
1984, p. 276), including the process of further recognition of information within each structure. This

78
initial structure detection can occur very rapidly, such that people can sometimes recognize the
overall structure of a display before fully resolving all the details within the display. The structure
detection time is, however, dependent on how dense the display area is in terms of categories and
items. Rabbit notes that more than one study showed that categorization time increases “as a
multiplicative function of the number of categories discriminated and the number of items within
each of these categories” (1984, p. 281).
This research suggests that when designing an information space and organizing the
information within it, reducing the amount of categories that must be discriminated should reduce the
amount of time a user spends recognizing the overall structure of a display, thus enabling that user to
more quickly proceed to the subsequent process of recognizing the information within each structure.
Related research provides useful information about how people process successive displays
of information. Rabbit (1984) notes that users detect a target object very rapidly when it is displayed
on successive displays, and that if the target object is displayed in the same spatial location in
successive displays the time to detect it is not affected by the amount of other information presented
in the display. The use of consistent visual cues in an information space, then, both in terms of spatial
location and semantic identifiers, should help the user evaluate information more rapidly in tasks
where new displays of similar information replace existing ones. Because information seeking tasks
frequently involve serial viewing of similar types of information for different items—as when
evaluating a series of bibliographic references or doing comparison shopping for a consumer
product—performance in such tasks is likely to be improved when visual cues associated with the
items (headings, photographs, links) are consistent from one display to the next.
3.1.2 Reducing Demands on Short-Term Memory
In contrast to the enormous amounts of information humans can store in long-term memory, shortterm memory provides immediate access to the information stored in it, but without rehearsal its
capacity is very limited and its duration relatively brief. This has implications for the information
seeking process, which often involves navigating and evaluating a series of pages of information
while maintaining a train of thought related to the task at hand. Importantly, short-term memory is
easily disrupted by distractions or interruptions during a task. If a user performing a task is
interrupted, the contents of short-term memory may be lost, or the ability to recall the contents may
be reduced. Minimizing the amount of serial access—navigation from page to page—is one way to
lessen the demands on short-term memory. Another way is to design interfaces that enable users to
“recognize, rather than having to recall, whenever feasible” when using the system (Hix & Hartson,
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1993 p. 37). The use of clear and consistent visual cues can thus help the user rely less on short-term
memory by enabling recognition of structures and areas that contain relevant information.
Consistent visual cues and structures can also reduce reliance on short-term memory by
improving cognitive directness and visual momentum. When required tasks secondary to the primary
task are less direct—such as evaluating which of several links to select with little available context for
selecting them—it is more difficult to maintain attention on the primary task. In contrast, “task-driven
processing continues when the processing is dominated by the schemas relevant to the activity”
(Miyata & Norman, 1986, p. 270).
As applied to HCI, the concept of visual momentum refers to the amount of mental effort
required to put a new display of information in the context of an on-going task. In contrast to systems
that replace one display of information with another accompanied by few orienting cues, when cues
and structures are used to provide continuity across successive views, they provide visual momentum
that facilitates “rapid comprehension of data following the transition to a new display” (Woods &
Watts, 1997). Hix & Hartson use the term “display inertia” to make a similar suggestion, stating that
in good interaction design the display “changes as little as possible from one screen to the next”
(1993, p. 48). Consistency in the display reduces the adjustments users have to make from one screen
to the next. Adjustments increase eye fatigue, and over time, general fatigue, and contribute to
disruptions of short-term memory.
3.1.3 Reducing Cognitive Load and Divided Attention
Providing consistency and visual cues and enabling the user to rely less on short-term memory also
benefits the user by reducing cognitive load and minimizing the effects of divided attention. When a
new task requires a significant change in the contents of short-term memory, performance of an ongoing task suffers, as some degree of attention devoted to it must be suspended to be allocated to the
new task (Miyata & Norman, 1986). Suspending this attention increases the risk that the user will lose
track of where they are in the current activity. Maximizing visual momentum, however, can reduce
the amount of attention that must be allocated to making sense of the new display and help the user
focus more attention to the task at hand.
The goals of providing intuitive information structures, reducing reliance on short-term
memory, and minimizing cognitive load and divided attention all have in common the aim of
cognitive directness, or the use of strategies that minimize “mental transformations that a user must
make” (Hix & Hartson, 1993, p. 38). Studies have demonstrated that demands on attention are
reduced in natural environments (Chown, 1999). Cognitive directness, then, can likely be increased
and demands on attention decreased by using situations, layouts, metaphors, and affordances that are
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natural and known. This is even more likely when each of these elements successfully contributes to
helping the user develop an effective mental model of the system.
3.1.4 Facilitating the Development of Effective Mental Models
A substantial body of literature suggests that when people interact with machines, devices, computers,
and even other people they rely heavily on prior knowledge to develop mental models that help them
understand the interaction and predict its behavior (Hix & Hartson, 1993; Norman, 1986; Kuhn,
1993). These mental models, while not identical to the physical system they model, represent the
components of the system in “an analogical manner that parallels the structure of the state of objects
in the world” (Preece, 1994). The creation of mental models is an intuitive strategy for reconciling
observation with expectation (Kuhn, 1993) influenced by both our previous knowledge and the nature
of the interaction itself (Norman, 1986).
Given the natural creation of mental models, the challenge in creating an effective system is
to design it such that the user is easily able to develop an accurate mental model of it (Norman, 1986).
Obviously, in most cases, the designer cannot communicate directly with every user and explain the
conceptual model behind the system. The user must form the mental model based on interacting with
what Norman calls the System Image. The System Image is the physical product that the user
interacts with, including interface, documentation, and instructions. So to ensure that the user will
understand, enjoy, and use the system effectively, the designer must “make the System Image
explicit, intelligible, consistent” (Norman, 1986, p. 47).
In their attempt to make a system image or user interface understandable, a common
approach used by system designers is to “ground user interface actions, tasks, and goals in a familiar
framework of concepts that are already understood” (Neale & Carroll, 1997, p. 441). This approach
leads to the use of interfaces based on familiar metaphors, such as the desktop metaphor used in the
graphical interface of the most popular operating systems. Metaphor is a fundamental thought process
that enables us to conceptualize one domain in terms of another and serves as a basic element of
language (Lakoff, 1993). The benefits of metaphor in computer interfaces come from their potential
to facilitate and accelerate learning (Neale & Carroll, 1997), helping users understand and use
systems much more quickly than they would otherwise. Key to utilizing metaphors to create effective
mental models is use of “real-world analogies as much as possible” (Hix & Hartson, 1993, p. 89).
Utilizing the same visual cues that inform our decision-making in the physical world—such as
proximity, containment, size, and color—allows users to more intuitively make knowledgeable and
accurate decisions (Carroll & Mack, 1985). The capability to provide this mapping to the physical
world is one of the benefits of graphical displays as compared to textual ones (Shneiderman, 1998).

81
While the desktop metaphor has become standard for operating systems, physical and spatial
metaphors underlie many information-seeking interfaces. Systems have been developed based on
metaphors such as a room (Henderson & Card, 1986), a three-dimensional workspace (Card,
Robertson, & York, 1996), a mountain (Czerwinski et al., 1999), and several chat-oriented threedimensional interfaces use a landscape metaphor. Most systems intended for information seeking
used today, including the Web, are fundamentally based on a navigation metaphor, so much so that
the first mass-market Web browser was called ‘Netscape Navigator.’ We speak of ‘surfing’ the Web,
‘going’ to a particular Web site, and ‘going back’ when we want to return to a page previously seen.
It is likely that the navigation metaphor is prevalent because it reflects how people often operate and
obtain things in the physical world, and patterns of navigation activity are part of everyone’s mental
experience (Maglio & Matlock, 1998). As intuitive and useful as the navigation metaphor is,
however, it is not the only metaphor appropriate for information seeking. In fact, an over-reliance on
the navigation metaphor may be a prime factor in many of the problems users face when using
information seeking systems today.
3.1.5 Recognizing the Limitations of the Navigation Metaphor
Metaphor is powerful, affecting both how the application domain is structured and how users
approach that domain (Lakoff, 1993). The metaphors used in designing information systems thus
have important implications for the mental models users form and thereby the effectiveness with
which they can use those systems. As Nickerson & Landauer point out, “how one conceptualizes the
world of information to which the technology provides access may determine how effectively one is
able to navigate in that world; conversely, the types of navigation aids that are provided for users will
undoubtedly influence the mental models they develop” (1997, p. 20). When the user forms a mental
model that—because of a poorly formed system model or the use of metaphors that fail to provide
intuitive mappings—does not adequately correspond to the system model, that user is likely to face
difficulties interacting with the system (Hix & Hartson, 1993). A poorly formed system model, Hix &
Hartson point out, often results in features added in an ad hoc fashion and is one of the “root causes
for poor user interfaces” (1993, p. 33).
Navigation established itself as the fundamental metaphor underlying systems intended for
information seeking as hypertext systems evolved during the 1980’s and gained widespread
familiarity as the Web became the information seeking system of choice on a mass scale in the
1990’s. Even in the 1980’s, however, hypertext research revealed consistent problems rooted in the
navigation metaphor. McKnight, Dillon, & Richardson (1991) stated that the major problem with
hypertext was navigation. Conklin (1987) identified two major problems with hypertext systems, both
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of which stem directly from navigation: disorientation and cognitive overhead. Disorientation is
sometimes referred to being ‘lost in space’ or “the tendency to lose one’s sense of location and
direction in a nonlinear document” (Conklin, 1987, p. 40). Various forms of disorientation manifest in
users as not knowing where to go next, not knowing how one arrived at a present location, losing
track of where one is relative to desired information, and not knowing how to get to that information
(Park & Kim, 2000). Disorientation can have detrimental effects on the information seeking
experience both by increasing the mental workload on the user as he or she is forced to utilize more
mentally demanding strategies, and reducing performance as the user explores less of the possible
search space, misses potentially useful information, and takes longer to perform the information
seeking task (Woods & Watts, 1997). Disorientation thus can cause the user to become overwhelmed
and give up the task prematurely or lose track of which parts of the space they have already explored.
Cognitive overhead is the “additional effort and concentration necessary to maintain several
tasks or trails at one time” (Conklin, 1987, p 40). As users are forced to remember more information
during the information seeking task—which pages have already been viewed, which paths have been
explored, which items might be of interest—and make more choices based on scant
information—which path to follow, which items to compare—the cognitive burden increases.
Cognitive burden is compounded by the disruption caused by following links that are either irrelevant
or dead. Again, the user can thus become overwhelmed and task performance can suffer.
The arrival of the Web has only confirmed and compounded the problems of disorientation
and cognitive overhead found in earlier hypertext systems. Web-based information seeking interfaces
commonly rely heavily on separating different types of information into multiple pages or displays,
many of which are only accessible from certain other pages. For example, Figure 3.1 illustrates a
common model of information seeking interface in which a user can search or browse for resources,
select a resource from the search results page, and view more complete details for that specific
resource. Increasingly, there is also other useful information about the resource available, such as a
preview or user reviews, which are accessible from links on the resource details page. While a user
may want to view all this available information, each choice to do so takes that user one step farther
away from the initial results page. Viewing all the available information for multiple resources thus
requires a repetitive series of navigational moves away from and then back to the results page.
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Main Page

Search or Browse

Resource Preview

Search Results

Resource Details

Resource Reviews

Figure 3.1 General Navigation Model of Typical Web-Based Information Seeking Interface
A study of user behavior in Web browsing (Catledge & Pitkow, 1995) found that the
browser’s ‘Back’ button was used nearly as often as a hyperlink (41% of actions versus 52%),
suggesting that users were often performing repetitive navigation such as that described above and/or
following a high number of irrelevant paths. The study also found that users rarely followed more
than two links from a home document, suggesting that the increased cognitive burden and possible
disorientation resulting from navigating farther from the home location made it less likely for the user
to do so. A study of browser history mechanisms (Tauscher & Greenberg, 1997) also found that users
tended to follow only short navigational paths and that they tended to work within small clusters of
related pages, again possibly reflecting the effects of disorientation and cognitive overhead caused by
more extensive navigation.
There appears to be strong evidence, then, that at least some degree of problems faced by
users in a hypermedia environment such as the Web are a result of the influence of a navigational
metaphor guiding content organization and structure. Certainly some fundamental assumptions of the
navigation metaphor are faulty when applied to information systems. The goal of physical navigation
is to arrive at a specific destination, while the goal in information seeking is to acquire information
useful for a given purpose, not simply to arrive at a screen containing it (Dillon & Vaughan, 1997).
Thus the navigation metaphor, while providing the idea of maps, landmarks, and visual cues to help
the user to a destination, does not suggest any mechanisms for helping the user understand, evaluate,
or use the information at a destination. This intrinsic characteristic is reflected in hypermedia systems
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such as the Web, where there has always been efforts to add mechanisms to help people find a
particular page (multiple levels of navigation menus, sitemaps, breadcrumbs) but a relative scarcity of
mechanisms that help people make sense of and use the information on that page.
A more fundamental drawback to the navigation metaphor is that it does not correspond very
directly to reality. The user of a hypermedia system, for example, does not actually navigate
anywhere; it is the view on the user’s display that changes. In actuality, the process of navigation is
one that literally brings information into the user’s view; selecting a hyperlink is, in most cases, a way
to request a particular chunk of information to view. Although interpreting a metaphor too literally
defeats its purpose, the gap represented by the idea that a user is navigating while in reality he or she
is sitting firmly in a chair surely contributes to some of the problems users experience in hypermedia
systems.
Because a user navigating the Web is in reality not going anywhere, an assumption must be
made that this navigation is virtual, that as the user clicks hyperlinks to view different chunks of
information, he or she is inhabiting a virtual structure, jumping from place to place to find the
information he or she wants. While this step out of the real, physical world into the virtual one is
highly desired in applications such as role-playing games, the benefits for information seeking seem
less clear. People seeking information from digital environments are generally looking for
information to accomplish real goals in the physical world; designing systems based on a metaphor
that adds a level of abstraction between people and the physical world seems more likely to engender
problems than an equally appropriate metaphor that does not add such a level of abstraction. To state
it another way, relying primarily on a metaphor of movement might create an inherent bias towards
creating mechanisms that reflect the idea of movement (Dillon & Vaughan, 1997). But because no
real movement takes place, these mechanisms are likely to be less intuitive and effective than a
metaphor that maps more directly to the structure and purpose of the content, and in fact they may
serve to mask its very structure and purpose.
The navigation metaphor is certainly a very natural one and serves many useful purposes in a
hypermedia system. Its very strength and intuitiveness may, in fact, be why it has been such a
dominant metaphor during the evolution of the Web. It is apparent, however, that it is not an ideal
metaphor to rely on for all aspects of the information seeking process. Winograd (1997a) writes that
each new metaphor is a stepping stone which creates a new way of thinking but at the same time
“creates a blindness to new possibilities” (p. 260). The navigation metaphor has its place, but we
should be aware of the blindness to productive alternatives that over-reliance on it can cause. One
such alternative might be a framework that, rather than being rooted in a metaphor of navigation and
space, is instead based on an equally natural and intuitive metaphor of views and place.
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3.2

A Natural Framework for Information Seeking: AgileViews

The concept of views is a natural and intuitive one for humans. Information and environmental
stimuli surround us as we go about our daily activities in the physical world, and we instinctually and
continually shift our focus of attention—or view—from one object to another, reorienting our
attention as necessary to accomplish tasks and respond to stimuli. The facility with which we can shift
our view—from a general survey of the distant landscape, for example, to detailed scrutiny of
something at our feet, and then a glance to the side upon hearing a sudden noise—is remarkable in its
speed and ease.
The view-based metaphors common in our language reflect our visual orientation: We refer
to getting a second opinion on something as seeking ‘another view.’ The essential components of a
complex plan or procedure are often presented as an ‘overview,’ while a succinct summary of an
object can be related through a ‘preview.’ Disagreements and misunderstandings are sometimes a
result of people having different ‘points of view.’ Opinions informed by the past give us a ‘historical
perspective’ while those from people with specialized training provide an ‘expert view.’
Navigation metaphors are also quite common in language but as described above, the
navigation metaphor is often poorly-suited to information seeking in digital environments because it
requires strategies that demand memory and cognitive load requirements that strain human
physiological limits. Consideration of physiological strengths and limitations, in fact, is “customarily
omitted in the design process” (Raskin, 2000, p. 4). A view metaphor, on the other hand, seems better
suited to addressing these considerations.
The AgileViews framework suggests that the content available in an information seeking
system can be partitioned into distinct, logical views with associated visual cues. As people apply
their natural capability of detecting structures to guide their search, these distinct and visible
structures should reduce the time and cognitive effort necessary to discriminate between information
that is relevant or irrelevant to their information need and facilitate continuation of the information
seeking process. The explicit structures and associated visual cues also provide visual momentum
when successive displays of similar information are displayed, again enabling the user to more
rapidly detect where the information relevant to the task at hand is and focus attention there.
The use of clear and consistent visual cues to facilitate recognition of structures and areas that
contain relevant information also benefits the user by emphasizing recognition over recall, thus
helping the user to be less dependent on short-term memory. Interfaces based on the navigation
metaphor often rely on serial access to multiple displays of related information, which imposes
further short-term memory demands. A view-based interface is more compatible with presenting
different views of related information in parallel, using techniques such as partitioned display areas or
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pop-up windows. A strategy of distinct views available in parallel enables the user to focus on one
type of information while other types of potentially relevant information remain in the periphery,
providing context. Easy and immediate access to these peripheral views reduces the short-term
memory requirements imposed by forcing one to navigate to these information structures through
links and displays that replace the ones previous.
Raskin uses the term humane to describe interfaces that are responsive and considerate of
human needs and frailties and suggests that by designing interfaces with these in mind we can help
the user “to not only get the job done but also be a happier, more productive person” (2000, p. 9). By
supporting the natural human cognitive strategy of categorizing information as it is perceived while
enabling the user to expend less memory and cognitive effort, the AgileViews framework moves
towards more humane interfaces. The AgileViews framework facilitates the development of
interfaces that create a high level of cognitive directness. Views that clearly separate information in
ways that the user is familiar with in the physical world enable that user to more readily develop an
effective mental model of the system. Armed with an accurate mental model, the user can use the
system more effectively, expending less effort and attention on finding and navigating to information
and instead focus on working with the available information to solve the information problem.
3.2.1 Views: Logical Groupings of Content
Views—coherent units of information representing subsets of an information environment—are quite
common in information systems. Interfaces that utilize a formal, coordinated set of views, however,
are much less common. The AgileViews framework suggests that the information seeking experience
can be improved by designing interfaces that present information in structured, intuitive views and
that enable effortless, or agile, interaction between these views.
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Figure 3.2 The AgileViews Framework
The AgileViews framework includes six fundamental types of views (see Figure 3.2).
Overviews and previews are two types of views commonly found in information systems today. The
distinction between them is sometimes blurred, but in general overviews are representations of an
entire collection of objects, while previews are representations of a single object (Greene et al., 2000).
History views are essentially representations of the past activities of a user or, in aggregation, a group
of users. Information that reveals the activities, opinions, and recommendations of other people in the
same context makes up a shared view. The primary view is the view that the user is primarily focused
on at a given time. Finally, contextual information—including other views when they are out of
focus—creates peripheral views. Each of these views is described in more detail below.
3.2.1.1

Overviews

In general, overviews are representations of an entire collection of objects. The goal of an overview is
to help the user to gain an understanding of the size, scope, and character of a collection, including an
understanding of what is not in the collection (Greene et al., 2000). In giving the user the gist of a
collection, the overview can reduce disorientation while helping the user form a strategy for seeking
information within the collection.
The structure of an overview is largely determined by the attributes of the objects it contains
(Greene et al., 2000). Common and consistent attributes among objects enable a variety of familiar
structures to be used to create overviews, such as lists and tables. As discussed in Chapter 2,
overviews can be instantiated in many forms—maps, grids, hierarchical structures—with various

88
levels of interactivity, ranging from a static display to a visualization that allows the user to explore
the collection and directly access other views.
3.2.1.2

Previews

While overviews represent collections of objects, previews are representations of a single object
(Greene et al., 2000). The purpose of a preview is to provide the user with enough information about
a primary object to determine whether the object is of interest—whether it moves the user closer to
resolving the information need. Unlike an overview, the preview of an object is most likely consulted
by the user only once. Thus it is more important to select the most representative attributes of an
object when creating a preview than it is to represent all of its attributes.
Previews range in type from very simple textual surrogates (the title of a resource; perhaps a
title and a description) to surrogates that combine textual and visual information about the resource
(title, description, and a thumbnail image, for example) to surrogates that consist of an actual extract
from the resource (an audio snippet or video excerpt). A preview of any type can either be a literal
extraction, such as a title and text summary pulled from a document, or an original construct, such as
video slideshow.
Previews are often used in search results to help the user evaluate which items are most likely
to be relevant and worth retrieving. A typical Web search engine, for example, presents the title,
URL, size, and one or more brief text extracts from each retrieved document as a preview. The textonly nature of these extracts has the advantage of minimal download time, but text summaries do not
convey information about a resource’s style, layout, genre, or embedded links and media. Web
previews for multimedia objects such as images are usually similar, perhaps with the addition of a
thumbnail image. These types of surrogates are most often extracted directly from the document and
thus do not require the construction of any new information for the preview other than creating the
thumbnail image, which can usually be done automatically.
A constructed surrogate, while often (though not always) requiring more effort to create, has
the potential of being a more representative and useful preview. Chapter 2 describes many examples
of constructed surrogates, including those used for previewing search results, hyperlinks, and digital
video.
3.2.1.3

History Views

In the everyday world we are surrounded by evidence of our own and of other people’s previous
activities. In a very natural way, we use this evidence to help us make decisions about things to buy or
use, restaurants or museums to visit, and which direction to go in an unknown area. A well-thumbed,
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frequently borrowed library book or a dog-eared page and smudges in a cookbook give us clues as to
what it most popular and potentially useful. Popular restaurants or cultural attractions help us make
judgements about their quality. Paths worn into the grass show us shortcuts to places we’ve never
been. To use terminology from Norman (1988), these physical objects and places acquire affordances
with use and we are able to take advantage of these affordances when making decisions.
Considerable research exists on the value of histories in the digital environment. At a very
basic level, the bookmark mechanisms provided by Web browsers enable people to use personal and
collaborative histories to reduce cognitive load, facilitate navigation, and create personal information
spaces (Abrams, Baecker, & Chignell, 1998). Interaction histories can be logged and visualized to
provide explicit information about how often resources have been used or viewed, such as text
documents (Hill et al., 1992), or paths taken in an online environment (Dieberger, 1997).
Aggregated history information is also used in a more implicit way to assist users in
information seeking. Systems that recommend Usenet news articles (Sarwar et al., 1998), Web pages
(Pirolli, Pitkow, & Rao, 1996), and Web site maps (Wexelblat & Maes, 1999), for example, do not
explicitly reveal resource histories, but instead use them as the basis of their recommendations.
Leveraging interaction histories to help people make informed judgments has much in
common with techniques used in the established field of bibliometrics and citation analysis (White &
McCain, 1989), where authors, journals, and publications are judged by the number of times they
have been cited. By making available histories of use and patterns of activity, either implicitly or
explicitly, history views can benefit the information seeker by providing a perspective that is not
based on the content of the information but instead on how it has been used by other people. In doing
so, history views provide an alternative to surrogates based solely on topical relevance and support
user-centered ideas like the importance of context and the subjective nature of relevance that reflect
how people often make decisions in the physical world.
The type of data necessary to support history views is dependent on the nature of the system
in which they will be used, but in general, access logs that record when pages and resources have
been viewed, downloaded, or modified can serve as the basis for a broad range of types of history
views. Raw access data can be aggregated, highlighted, visualized, and related to other views in many
useful ways.
3.2.1.4

Shared Views

History views help users make decisions based on past histories of use and patterns of activity, but in
the physical world we also sometimes rely on other people’s opinions and current activities when
making decisions. These people might be friends whom we trust to suggest a new book or movie
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because of our shared knowledge of each other, or strangers whose activities within a shared
environment informs us, such as when we gauge potential quality by the length of the lines of waiting
people or the facial expressions of those who are leaving an event.
Similarly, in the digital environment there is often a variety of information that reflects other
people’s opinions, suggestions, and activities related to an information resource. These opinions,
suggestions, and activities come from different people but they are focused on the same resource;
collectively they form a shared view of the resource. As with other types of views, the contents of a
shared view can vary greatly depending on the characteristics of the information available in the
information system. In general, however, shared views can be of two basic types—literal or
inferred—and describe either synchronous or asynchronous information.
Information systems that enable their users to rate, review, or otherwise comment on
resources are becoming increasingly common. A prominent example is Amazon.com. A user who
locates a book on Amazon, for example, can view standard descriptive metadata about the
book—title, author, date of publication, price, etc.—but can also view the ratings other users have
given the book, read the reviews of other users, and in some cases view a detailed profile of the
reviewer. Each of these perspectives on the book contributes to a literal form of a shared view; the
contributors make an intentional effort to share their perspective with others who are seeking
information about that book.
Other times, users provide a perspective on an information resource not by literal ratings or
reviews but by their actions within an information system. Many recommender systems, for example,
consider certain types of user activity as an inferred recommendation for a resource. On Amazon, for
example, recommendations for related books will be given to a user looking at the information for a
given book. These recommendations are not explicitly made by editors or other users, but are derived
through co-purchase data. The purchase of a book, then, is inferred to be a recommendation for that
book which is then shared with other users, even though the purchaser had no specific intention to
make that recommendation.
These examples create shared views based on user actions—literal or inferred—that took
place at some time in the past (though perhaps only the immediate past) and thus are formed from
asynchronous information. But shared views can also use synchronous information and evolve in
real-time. Good examples of synchronous shared views come from systems intended for online social
interaction. The interface to Babble (Erickson et al., 2002), for instance, uses a multi-pane window to
represent important aspects of a workgroup’s online interactions. While one of these panes represents
past discussion activity (an asynchronous shared view of a topic), others provide synchronous views.
One pane presents a visualization of a conversation currently taking place that indicates which users

91
are currently involved in the conversation and how actively they are participating in it. Another pane
provides a scrolling text display of the dialog between conversation participants. These synchronous
shared views provide each user of the system with an evolving, real-time perspective on the topic and
the other people contributing to it.
3.2.1.5

Primary and Peripheral Views

In the AgileViews framework, the primary and peripheral views are not dependent on the type of
information they contain but instead refer to which view the user is attending to at any given time and
which views are available but not in focus. The primary view, then, is whichever view is currently in
focus and dominating the user’s attention. As soon as the user shifts attention from the primary view
to another view, however, the primary view becomes one of the peripheral views, while the view now
in focus becomes the current primary view.
Any view, then, is capable of being a primary view. When it is not in focus, but is available,
it is a peripheral view. This notion of primary versus peripheral views of digital information has been
explored in collaborative virtual reality systems (Fraser et al., 1999). For example, Figure 3.3 shows
two views experienced by a user of a virtual reality based collaborative environment. In the first
screen (left), the focus of the user’s attention is shown in the larger, center section, while two
compressed views are displayed to that section’s left and right. As an object or activity draws the
user’s attention to the peripheral view at the left, that view expands to become the primary view,
while the view that was the primary view is compressed to become a peripheral view (right).

Figure 3.3 Shifting from Primary View to Peripheral View in a Collaborative Virtual Reality System
Just as in the physical world, shifting between views when information seeking online is
critical because it enables users to focus on a given source of information while retaining the option to
refer in a natural, low-effort way to other sources of information that may be relevant to the task at
hand. Creating a system that provides this capability is dependent not just on the creation of
appropriate views, but also on the development of an underlying system architecture that will support
the views and agile interaction between them. While a full exploration of the possibilities for creating
interaction mechanisms is beyond the scope of this dissertation, the interaction mechanisms that
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enable the user to quickly and easily shift between available views are nonetheless an important
consideration in the AgileViews framework.
3.2.2 Interaction Mechanisms: Accessing and Changing Views
In the physical world, we can change views very easily, by simply moving our head or refocusing our
eyes to shift from a primary view to a peripheral view, for example. The ease and control with which
we change views is invaluable for our activities in the natural world; a similar ease and control should
be the goal in the digital world. As described above, views are intentionally distinct groupings of
related information. To mirror the naturalness with which we use views in the physical world, it is
important that users are able to easily display and shift between these views.
The system designer has several options when deciding how to present the information
contained in different views. In most navigation-based information systems in use today, distinct
information is usually presented in physically separate pages or displays, which replace a current
page when the user clicks a button or hyperlink. As argued previously in this chapter, this approach
has significant drawbacks when used in information seeking interfaces. Similarly, different types of
information can be presented in distinct and separate windows, as shown in Figure 3.4. The
advantage here is that the current information is not replaced; however, after more than a couple of
windows are simultaneously displayed, issues of cognitive load and divided attention again come into
play, as the user must devote attention to managing multiple containers of information.

Figure 3.4 Views Displayed in Physically Separate Windows
A technique becoming increasingly common in information systems is to present separate
information in tabbed pages or displays, as shown in Figure 3.5. Although selecting a tab often
simply results in a physically separate page replacing the current page, the tabs do serve as a minimal
amount of context, enabling the user to see what other information is available while attending to a
given display. Tabs that, when selected, result in only a portion of the current display to be replaced
with another category of information are rare in Web-based information systems but more common in
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standalone systems. This is a more effective use of tabs because it minimizes the amount of
information in the display that changes, increasing the amount of stable context.

Figure 3.5 Views Displayed in Tabbed Pages
The system designer also has the option of using techniques that do not result in any
information in the current display to be replaced. For instance, information belonging to distinct
views can be presented in discrete physical areas of the same display, as shown in Figure 3.6. The
size of the display limits this approach to situations where the amount of information in the views is
small enough to be contained within one display, but when possible this technique has distinct
advantages. The user can focus on any one view while the others always remain in immediate
context. Switching between views is simply a matter of the user moving his or her eyes, which is very
quick and requires no physical interaction mechanism.

Figure 3.6 Views Displayed in Discrete Physical Areas of the Same Display
When the amount of information contained by various views is too large to keep visible in a
single display, one option is to dedicate a fixed area of space that can show the particular view in
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which the user is currently interested. Figure 3.7, for example, shows how two different views might
be displayed at different times in the same dedicated space. This approach has the drawback of using
a fixed amount of space whether or not the user is interested in looking at any view information, but
has the advantage of always showing the view information selected in the same place on the display,
which might help users to quickly recognize and become comfortable with the availability and use of
views.

Figure 3.7 Views Displayed in Dedicated Physical Area of the Same Display
Another option is to hide available views within collapsible/expandable sections. With visual
cues that indicate which type of view each section contains, a user can choose to expand a given view
to display the information it contains, while keeping the other views in context, as shown in Figure
3.8. This technique is most often used today for hierarchical information (e.g., the tree-view used to
locate files and folders in many operating system file managers and application programs), but can
also be used to show and hide information in logically distinct categories, such as different agile
views.

Figure 3.8 Views Displayed in Collapsible/Expandable Sections
Enabling the user to reveal view information on demand can also be accomplished with popup windows. A view contained in a pop-up window is represented by a visual cue in the current
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display. When the user wants to see the information and triggers the cue, the view information
appears in a window that partially overlays the current display, as shown in Figure 3.9. While the
overlay unavoidably obscures some portion of the current display, the information in the display
remains as context and, because no information in the primary display was replaced, the user can
easily change his or her focus back to the primary display after dismissing the pop-up view window.

Figure 3.9 Views Displayed in Pop-Up Windows
Finally, rather than hiding some information when views contain a larger amount of
information than would normally fit in the same physical display, another approach is to reveal all the
information at a small scale and enable the user to zoom in on the information of interest, as shown in
Figure 3.10. With this technique the user can readily focus on a particular view while the other views
remain visible and provide context, albeit at a reduced scale.

Figure 3.10 Views Displayed in Zoomable Areas
Although clearly the techniques of completely replacing a current display of information with
a view or presenting views in multiple but separate windows are not recommended by the AgileViews
framework, the framework does not suggest the use of any particular one of these specific display
techniques. Rather, the decision of how to present the information contained by different views
should be influenced by the characteristics of the information system, the intended users of the
system, and the information itself. A system with minimal information corresponding to only a few
views, for example, might easily be able to present this information in distinct physical areas of the
same display, while a system with more extensive views would be better served by making this view
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information available through separate pop-up windows visible only when the user wanted to see
them. Likewise, a designer developing a system that is intended for novice users would probably want
to avoid making view information accessible through zooming and instead select a more intuitive
display technique.
Regardless of the technique used to display the information contained in views, the system
designer also must make a decision about the mechanism the user will use to trigger the views to
display (except for the case in which all views are made physically visible in the same display). A
broad range of control mechanisms have the potential to enable very natural interaction in the digital
environment. Control through eye gaze, gestures, or voice commands would each provide a direct
method of interaction similar to that which we use in the physical world. These techniques, however,
are in relatively early stages of development and most users of information technology still interact
with devices using a mouse, keyboard, or PDA stylus.
Interfaces based on the AgileViews framework today, then, must utilize the control
mechanisms that are most commonly available. Nonetheless, whether the user accesses a view using a
mouse-click (or double-click, right-click, etc.), a mouse hover movement, particular keystrokes, or
combination of these, is an important consideration. Unless warranted by special circumstances, the
control mechanism should not be unique to a given interface, but be one that the user expects or that
can be very easily learned. In the prototype systems developed for this dissertation, the control
mechanisms used are mouse clicks and mouse hover movements, the mechanisms users are most
familiar with today.
3.3

Implementing AgileViews: Three Prototypes

To illustrate how the AgileViews framework can be used to guide the design of interfaces for
information seeking, this section describes three prototype systems that were developed while
evolving the framework. These prototypes represent three distinct types of systems, each intended for
a different type of information seeking—Web browsing, finding films of interest in a recommender
system, and searching and browsing a digital video collection.
3.3.1 Enriched Links: Views of Web Pages
The World Wide Web provides users with a vast number of resources, easily accessible with a click
of the mouse. This opportunity, however, comes at a price. As any regular user of the Web knows,
selecting a link is often a gamble that, in return for waiting for the linked page to load, the user will be
rewarded with a page that meets the current information need. Unfortunately, many times this gamble
is lost; over the course of an information seeking session a significant amount of time can be wasted
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following links that lead to pages that are dead, out-dated, bloated with images, or otherwise
inappropriate to the user’s needs. The time and effort expended invested in ‘thrashing’ or ‘pogo
sticking’ between Web pages can also led to cognitive disorientation and incomplete searching.
Enriched Links (Geisler, 2000) is a technique that attempts to mitigate these problems by
providing users with more information about resources represented by hyperlinks before the user
navigates to a different page. As suggested by the AgileViews framework, information about linked
resources is organized and presented in distinct views. These views can be accessed by the user to
determine the potential usefulness of the linked resource before expending the time and cognitive
effort of navigating to the resource and waiting for it to load. The hyperlink, then, becomes a trigger
for viewing information about a linked resource, rather than simply a way to navigate to the linked
resource.
The potential value of adding information to Web links has been explored by Campbell &
Maglio (1999), who provided “traffic lights” next to links to supply users with information about
Internet connection speeds (shown previously in Figure 2.20). Similarly, in Zellweger, Chang, &
Mackinlay (1998) links were enhanced by providing additional textual descriptions, or “glosses,” that
expand out from the selected link (shown previously in Figure 2.19). The HyperScout project
(Weinreich & Lamersdorf, 2000) displays basic metadata (author, title, filesize) for a linked resource
in a pop-up window near a hyperlink. There is a wide range of other useful information about Web
resources available, however, especially if log data for the resource is accessible.
For example, Figure 3.11 shows a typical home page for a Web site. It consists of static
HTML pages organized in a hierarchical structure. The average user may not have a particularly
difficult time finding what he or she needs on this site, but the accessibility of views provided by the
implementation of Enriched Links might enable users to find that information in a more efficient and
satisfying way, as described below.

Figure 3.11 Typical Web Site Home Page
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The most readily accessible data for the resources on this site has been categorized into three
general types of information, preview, overview, and history. This information is presented in small
pop-up views located next to the hyperlink. Access to the views is through a relatively unobtrusive
pop-up selector, shown in Figure 3.12, which is activated when the user moves the mouse over the
link anchor, similar to a tooltip.

Figure 3.12 Enriched Link with Pop-Up Selector

Figure 3.13 Preview Pop-Up Visualization

The pop-up selector gives the user the capability to mouse over the menu selections to
examine one or more types of information about the linked resource via pop-up views. Because the
pop-up selector itself is small, it obscures only a very small portion of the displayed page and is only
a momentary and minimal distraction to the user who chooses not to display a pop-up view for that
hyperlink.
Figure 3.13 shows an example of a preview for a linked Web page. The preview provides the
most immediate look at the linked resource; it consists simply of a thumbnail image of the page and
its file size. While small, the visual cues in a page layout provide important clues that inform
intelligent link following. In this case, the user is able to see the title and file size of the linked page,
as well as the general layout of the page in a thumbnail image. Depending on the user’s needs, he or
she might quickly mouse over the Overview and History selections to view more data about the
linked page, or simply move the mouse off the menu, causing it disappear, and move on to examine
other links on the page.
The overview pop-up, shown in Figure 3.14, provides a more detailed summary of the objects
that make up a linked page. A graphical representation shows the number of links, images, and other
media contained by the linked page, each categorized by internal or external links, with internal links
being resources that reside on the same domain as the parent page. Also, a representation of dead
links is provided to help identify pages that are out-dated or poorly maintained.
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Figure 3.14 Overview Pop-Up Visualization

Figure 3.15 History View Pop-Up Visualization

The history pop-up uses Web access log data to give the user an indication of how the page
has been accessed by other users. As shown in Figure 3.15, this pop-up shows how recently the file
was last updated, and displays a graphical representation of the hits to the page, both recently (the
previous day, two days previous) and over time (the past month and year). These representations are
further categorized by the top four domains to access the page.
The Enriched Links prototype demonstrates several benefits arising from the AgileViews
framework. Browsing Web sites today requires the user to devote considerable attention to taskmanagement processes such as deciding which of the available hyperlinks is most promising, waiting
for a linked page to load, and figuring out how to return to the most useful page in a navigation trail.
The previews, overviews, and history views made available through the enriched links gives users a
range of data that can be used to make informed task management decisions and save time and
cognitive effort that would otherwise be spent selecting and waiting for a potentially inappropriate
page to load. By reducing the amount of time and effort expended on pursuing navigational deadends, the enriched links allow the user to spend less attention on task management and more attention
to solving the information problem itself.
3.3.2 Recommendation Explorer: Views in a Recommender System
Just as in the physical world we often rely on the opinions of other people when making decisions,
recommender systems use information from other users to provide us with recommendations about
books, films, consumer products, Web sites, and other items. Recommender systems pre-date the
emergence of the World Wide Web, beginning with the collaborative filtering system Tapestry
(Goldberg et al., 1992), but as the volume of available information has dramatically increased with
the growth of the Web, the value of recommender systems in helping people find relevant information
has also grown.
While techniques and algorithms for generating good recommendations have been areas of
active investigation, research on creating more effective interfaces to recommender systems has
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lagged behind. Interfaces, however, can be particularly important for recommender systems
because—depending on the type of recommender system—the user may spend significantly more
time with the system, exploring and evaluating the recommended items, than occurs with other
information seeking tasks. The interfaces to most recommender systems follow the same navigationbased model used in most Web sites: a text-based list of recommended items is displayed, with
minimal metadata for each listed item. The user can select an item to navigate to a page of more
detailed metadata, or perform an action that produces a new page of recommended items to evaluate.
There are several significant problems with this approach. A text-based list gives the user
minimal clues as to the size and composition of the result set, making it difficult to get a sense of how
an individual item relates to the entire collection. There is substantial evidence that visualizations of
search results in a digital library are beneficial to users (Nowell et al., 1996; Shneiderman, et al.,
2000), and the same is likely true for recommendations. Representing individual items in textual
results lists with minimal metadata require the user to navigate to a different page or screen to fully
evaluate a given item. Navigating back and forth between results and details pages can cause users to
lose track of where they are, and the increased cognitive effort associated with navigation can limit
the extent to which a user is willing to examine the results (Shubin & Meehan, 1997).
Recommendation Explorer is an experimental recommender system (Efron & Geisler, 2001)
that addresses these problems by presenting an interface that is based on views rather than navigation.
Although accessible from the Web, all interaction with the system takes place within a single screen.
Rather than forcing the user to navigate to a separate page to view metadata for a recommended item,
Recommendation Explorer presents all metadata for each item in a pop-up window as shown in
Figure 3.16. Making the metadata available in the same screen as the list of recommended items helps
maintain context when viewing item details, and is expected to reduce the disorientation and
cognitive load problems associated with navigation while providing the user with a more satisfying
way to examine many recommended items in a short amount of time.
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Figure 3.16 Recommendation Explorer Interface with Item Details Pop-Up Window
Item metadata in Recommendation Explorer is organized into three distinct views, as shown
in Figure 3.17. The user can easily switch between views by clicking the tabs at the top of the view
window. The preview displays the basic information about the film, including film title, release date,
director, starring actors, brief description, the genre of the film, and a visual preview in the form of a
video cover image. This preview information is enough to give the user a basic idea of what type of
film it is and what it is about.

Figure 3.17 Recommendation Explorer Pop-Up Window Showing a Preview, Shared View, and
History View
The ratings view is a form of shared view; that is, it displays information about the selected
item that comes from other people. In this case, the shared view displays the average ratings of the
selected film by critics and by other users of the Recommendation Explorer system, as well as the
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number of critics and users who have rated the film. It serves as a view of what other people think
about the item.
The history view shows the activity within the Recommendation Explorer system that is
related to the selected item. The user can look at the history view to get an idea of when the item was
last updated, how many other people have viewed the item, and when someone last viewed it.
3.3.3 Open Video: Views for Browsing a Collection of Digital Video
Although we have seen a notable increase in the amount of video material and the number of video
collections available in recent years, few of these collections provide their users with interfaces
designed for effective browsing and retrieval. Users are primarily dependent on word-based indexing
to query and browse. They may be able to type a natural language query that is parsed and matched
with manually or automatically-created word indexes, or they may be able to dynamically select from
categories that are based on those indexes.
As more collections of digital video are accessed by more people, it will become increasingly
important to provide interfaces with features and mechanisms that are optimized to enable users to
more easily browse and retrieve video. Because of the large file sizes of video, it is especially crucial
to provide users with maximum information to inform relevance judgments before accepting the time
costs of downloading video. Publishers and librarians have long created surrogates (for example,
abstracts and synopses) as alternative representations of objects to aid retrieval. In collections of
digital video, visual surrogates are especially critical because although they require much less time to
access than the full video, they still provide enough cues to enable the user to extract gist and assess
relevance.
A wide range of work related to video surrogates has been done and it remains an active area
of research. The Open Video Project, a publicly accessible collection of digital video, includes an
experimental interface that includes innovative visual surrogates. The experimental interface to Open
Video is based on the AgileViews framework and provides overviews and previews that are
accessible through pop-up windows rather than by navigation (Geisler et al., 2001).
For example, Figure 3.18 shows the Browse page of the Open Video Web site. The Browse
page lists the most useful categories for browsing and shows the user how many video segments are
found in each category. Clicking on a specific category displays a results page that lists all the titles
found within that category.
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Figure 3.18 Open Video Browse Page
While this overview does provide the user with some useful information about the contents of
the collection, and might be appropriate for a collection of text documents, for a video collection it
fails to convey any sense of what the content ‘looks like.’ Taking into account the unique
characteristics of video and the research-oriented needs of our initial set of users, we might improve
our overview by providing a visual summary of the collection, indexed by the metadata most relevant
to our users. As Figure 3.19 shows, an overview of the collection, organized by genre, not only gives
the user some visual information about the titles in the collection, but by showing each video title
displayed on a separate tabbed panel according to which genre it is identified with, the user is able to
focus on the part of the collection that is most appropriate for his or her needs.

Figure 3.19 Open Video Browse Page with Visual Overview
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As shown in Figure 3.19, the visual overview enables the user to see the title, duration, and
keywords for each video in the selected category, as well as the total number of titles in the category.
In addition, by clicking the thumbnail of a title of interest in the overview, the user can display a
visual storyboard of the video segment, as shown in Figure 3.20. This enables users to quickly and
smoothly move from high-level overviews of the entire collection to previews of specific segments.

Figure 3.20 Open Video Preview Page
Previews are also directly available while browsing the search results page, as shown in
Figure 3.21. Previews display the available keyframes for a segment, as well as the title, duration, and
time in the segment when the keyframe occurs, as shown in the detailed view in Figure 3.22. Because
these previews are displayed in a pop-up window overlaying the search results page, they do not
require navigating to another page, enabling the user to relatively quickly preview multiple segments
without losing the context of the search results listing.

105

Figure 3.21 Open Video Search Results Page With Visual Preview

Figure 3.22 Visual Preview Detail
The visual previews are intended to help the user further through the use of several sub-views
based on visual indexes. Because one user group of the Open Video collection is researchers doing
digital video work, the preview keyframes have been grouped into categories that correspond to the
ways researchers are most likely to search for video in the collection: faces, superimposition, and
brightness. While the default sub-view of the preview pop-up is to show all available keyframes for
the segment, a researcher working on a face recognition algorithm, for example, might select the
Faces tab in the preview (as shown in Figure 3.23) to quickly evaluate the likelihood that the segment
will contain footage that meets his or her needs.
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Figure 3.23 Open Video Visual Preview Displaying Keyframes Containing Faces
A researcher interested in outdoor scenes, on the other hand, might preview the same segment
using the Brightness tab to quickly assess the brightness characteristics of the segment, as shown in
Figure 3.24.

Figure 3.24 Open Video Visual Preview Displaying Keyframes Sorted by Brightness
The overviews and previews used in the experimental interface to the Open Video collection,
then, are intended to benefit the user in several ways. The substitution of pop-up views with visual
and textual metadata rather than navigation enables the user to explore and assess content in the
collection in a cognitively direct way, without having to allocate attention to navigating back and
forth between a listing page and a preview page. The smooth transition from an overview to a
preview of a selected segment also improves cognitive directness, helping the user maintain
concentration on the assessment task. Finally, the use of sub-views in both the overviews and
previews that are indexed in ways that match user motivations for seeking content are expected to
help the user more easily focus on the aspects of the collection that match his or her individual
motivations and information needs.

4

Evaluating the AgileViews Framework

This chapter describes the methodology used to evaluate the AgileViews framework. The framework
was evaluated by conducting a two-phase user study that assessed an interface designed according to
the ideas proposed in the framework. An overview of the study is first provided to highlight the
differences between the two phases of the study and the type of data that was collected from each.
Related studies that we previously completed are then summarized, followed by the general
methodology used for the current study, a description of the interfaces used in the study, the specific
tasks study participants were asked to complete, and the general study procedure.
4.1

Overview

The AgileViews framework that has been developed and described in Chapter 3 was evaluated by
conducting a two-phase experimental user study in which study participants performed tasks related
to searching and browsing for digital video. Each phase of the study was intended to produce data on
specific types of views while also providing feedback that could be used to evaluate the AgileViews
framework on a more general level.
Phase 1 was an interface comparison phase focusing on overviews and previews. To
complete the performance-based tasks in Phase 1, study participants used two variations of an
interface; one variation was an existing, traditionally designed interface (based on the general
navigation model illustrated previously in Figure 3.1), the other an interface to the same information
but designed according to the view-based approach presented in the AgileViews framework. The
traditional interface condition was used to enable comparisons to be made between the view-based
interface and the type of interface most commonly used in information seeking systems today,
referred to in the context of this study as the ‘standard interface.’
Phase 2 of the study was more exploratory, intended to begin to address the issues involved
in making shared views and history views an integrated part of a system’s interface. To complete the
tasks in this phase of the study, participants used only the view-based interface. The tasks in this
phase were focused tasks but there were no ‘correct’ answers; the purpose of the tasks was to observe
how participants utilize the shared and history views in solving realistic information seeking problems
and to give the participants a basis for providing opinions, ideas, and preferences related to the value
of the shared and history views and the AgileViews framework in general.
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Quantitative data was collected from the performance-based tasks in Phase 1 to determine if
there were differences in the time it took participants to perform tasks using each interface, the
amount of effort required by each interface, and whether there were differences in the success rate
when performing tasks with each interface. Some qualitative data was also collected in Phase 1
through post-phase interview questions.
Qualitative data was collected from both the exploratory tasks in Phase 2 and by a post-test
interview to determine whether participants have subjective preferences for either system, and to
determine what specific thoughts and ideas participants have when comparing the two systems from
both holistic and detailed points of view. The goal of the study, then, was to produce data that could
be analyzed and used to answer these specific questions about the AgileViews framework:
•

Does the view-based interface improve the efficiency with which the user accomplishes
tasks?

•

Does the view-based interface improve the effectiveness with which the user accomplishes
tasks?

•

Do users prefer using a system with a view-based interface as compared to a system
developed for the same tasks with a more standard, non-view-based interface?

•

What do users like and dislike about an interface based on views?
The experimental data and research questions were used to produce three experimental

outcomes as suggested by Shneiderman: “(1) specific recommendations for the practical problem, (2)
refinements of your theory of human performance, and (3) guidance to future experimenters” (1998,
p. 32). These outcomes form the basis of Chapter 7.
4.2

Previous Related Studies

The study methodology outlined in this chapter was informed by several user studies related to the
Open Video collection and the AgileViews framework that we previously completed. Two previous
studies focused on the use of previews as digital video surrogates. In the first of these studies, 10
participants used five different types of preview surrogates to complete a series of gist determination
and object and action recognition tasks (Wildemuth et al., 2002). This study produced both
quantitative performance data for each type of preview and qualitative data that reflected study
participants’ surrogate preferences and general thoughts on the use of these previews for completing
real-world video retrieval tasks.
Based on that study’s favorable results for the fast forward preview, we conducted a followup study focused on identifying upper and lower thresholds for the viewing compaction rate of fast
forwards (Wildemuth et al., 2003). In this study, 43 participants viewed fast forward previews created
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for four different video titles at four different speeds. After viewing each preview, participants
completed a series of gist determination and object and action recognition tasks. Qualitative data
reflecting the participants’ thoughts on the various previews was also collected.
The study outlined in this chapter extended our previous studies in two ways. First, it was
again designed to produce data about how people are able to use preview surrogates in video retrieval
tasks, but rather than examining the preview in isolation this study looks at how alternative ways of
accessing a preview in the context of a real-world retrieval task affects performance of that task.
Next, it broadens the range of surrogates studied by asking users to perform additional tasks that
involve shared views and history views. Our previous work is thus integrated into the broader context
of the AgileViews framework.
In addition to the two previous formal studies, two informal studies were used to refine the
study methodology proposed in this chapter. A focus group consisting of 6 people examined and
discussed a draft version of the proposed methodology. Both the overall methodology and the specific
details of each task were considered by this group and revisions were made to reflect the group’s
feedback. A small pilot study was then conducted with three participants. The pilot study participants
completed all tasks as outlined below and based on those experiences further refinements were made.
4.3

Study Methodology

The following sections describe the general aspects of the study methodology.
4.3.1 Study Participants
Participants for the study were recruited from students, staff, and faculty of UNC in several ways. An
e-mail soliciting participation was sent to all people who have participated in a user study associated
with the UNC Interaction Design Lab in the past year. A bulletin board flyer requesting participants
was placed in several locations on campus, and students in a first-year English course were also given
the flyer. All participants were paid for their time.
No special user characteristics were sought in the recruitment of study participants; it was
expected that the 28 participants who agreed to take part in the study would represent a reasonable
variation in age (18 years and older), gender, and computer experience.
4.3.2 General Study Procedure
The study was conducted in sessions with one study participant at a time, with a session lasting
between 60 and 75 minutes. A total of 28 participants—the number of participants expected to be
sufficient for statistically significant results as determined by a power test—completed the study.
Each participant performed six separate tasks during the study, using both interface conditions for the
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first three tasks (the details of each task was different for each interface variation, but the actions
required were similar), and only the view-based interface for the final three tasks. Performance tasks
were preceded by the participant reading and signing an informed consent form and filling out a
participant survey. The participant also provided feedback and comments through two semistructured interviews, one conducted after the first three tasks were completed, the other after than
final three tasks were completed.
4.3.3 Counterbalancing Plan
Two interface variations were used for the first three study tasks. Because the same question could
not be used for both interface variations for a given participant, there were also two variations of each
of the first three tasks. To mitigate any possible order effects, the order of interface variations
(Standard and Views in Table 4.1) presented to participants was counterbalanced, as was the order of
task question variations (A and B in Table 4.1). The counterbalancing plan for the first eight
participants is shown in Table 4.1. This pattern was repeated for subsequent participants.

Participant

Task 1

Task 2

Task 3

1

A – Standard
B – Views

B – Standard
A – Views

A – Standard
B – Views

2

B – Standard
A – Views

A – Standard
B – Views

B – Views
A – Standard

3

A – Views
B – Standard

B – Views
A – Standard

B – Standard
A – Views

4

B – Views
A – Standard

A – Views
B – Standard

B – Views
A – Standard

5

A – Standard
B – Views

A – Standard
B – Views

A – Standard
B – Views

6

B – Standard
A – Views

B – Standard
A – Views

B – Standard
A – Views

7

A – Views
B – Standard

A – Views
B – Standard

B – Views
A – Standard

8

B – Views
A – Standard

B – Views
A – Standard

A – Views
B – Standard

Table 4.1 User Study Counterbalancing Plan
4.3.4 Data Collection Plan
The study was conducted by a study administrator and was videotaped. The videotape provided three
simultaneous views of the study participant’s activity: a face shot, a keyboard/mouse shot, and a
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screen shot. The study tasks produced both quantitative and qualitative data. The data associated with
each task was as follows:
•

Participant Survey: The participant survey (see Appendix A) produced quantitative data
regarding participant characteristics such as age, gender, and experience with computers, the
World Wide Web, and video and film. This data was used to make general statements about
the user group and to investigate potential interaction effects of participant characteristics on
task performance or interface preferences.

•

Phase 1 Performance Tasks 1, 2 and 3: These tasks require the participant to perform a
similar information seeking task with each interface. For each interface, the following
quantitative data was gathered, through instrumentation, note-taking, and videotape
transcription:
ß

Time to complete task

ß

Number of navigational moves to complete task

ß

Number of backtracking navigational moves

ß

Percentage of correct answers versus incorrect or missing answers

ß

Ratings on six different questionnaire scales

ß

Interface preference for each task

ß

Verbal responses to questions about completing the task asked by the study
administrator (see Appendix A for questions asked)

Note that there were several ways to search or browse for video in the two interfaces (the
search and browse functions were identical in each interface, except for how the previews were
accessed from the results page). Participants were allowed to use any form of search or browse during
their tasks, but all of the quantitative data gathered (time, navigational moves, backtracking
navigational moves) only represented actions performed by the participant after he or she had
displayed the results page that contained the correct answer.
•

Phase 2 Exploratory Tasks 4, 5 and 6: These tasks asked the participant to complete an
information seeking task using the view-based interface. Task 4 was completed without
interruption from the study administrator. In Tasks 5 and 6, participants were encouraged to
“think aloud” while completing the tasks. Participants who were not sharing their thoughts as
they completed Tasks 5 and 6 were asked probe questions by the study administrator to
encourage more feedback.

•

Session Wrap-Up: Each session concluded with a debriefing during which participants were
encouraged to share thoughts about the interfaces that were not previously covered and ask
any questions they might have had about the study.
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The variety of quantitative and qualitative data collected was intended to provide a basis for
an assessment of the usability of the interface designed according to the AgileViews framework.
Specifically, the data collected was intended to provide the range of data necessary to address three
distinct categories of measures commonly used in operational definitions of usability (Bevan, 1995;
Karat, 1997; Frøkjær, Hertzum, & Hornbæk, 2000):
•

Effectiveness is a measure of the accuracy and completeness to which users achieve task
goals. The accuracy and completeness of the study participant answers was determined by
comparing them to the correct answers for each task.

•

Efficiency measures the amount of resources—time, effort, attention—the user expends in
completing tasks with the interface. The efficiency of each interface was determined through
time to completion data, and by analyzing the number of navigational moves required to
complete each task and the number of navigational moves that represented backtracking that
were made (where backtracking is defined as repeating navigational moves previously made
by that participant for that task).

•

Satisfaction is a measure of the user’s affective reaction and attitude towards the user
interface. Satisfaction with each interface was measured using both quantitative and
qualitative data. The scale-based questionnaire that followed the performance tasks provided
quantitative data. Comments captured during the post-test interview, as well as any comments
recorded during completion of the performance tasks, provided qualitative data.
In addition to the measures above, general user preferences, likes, dislikes, and suggestions

regarding each interface were collected through comments gathered during the post-test interview.
While the sections above describe the general parameters of the study, the following sections detail
the interfaces and tasks that were used.
4.4

Study Interfaces

Participants in the user study completed performance tasks using two interfaces to the Open Video
Project, a publicly available online digital video collection. The Open Video collection contains
metadata for more than 1800 digitized video segments of varied color, sound, duration, and genre
characteristics. Because digital video files are relatively large and take time to download, textual and
visual surrogates serve an important role in helping the user search, browse, and evaluate video
segments before downloading. The Open Video Web site provides textual metadata for all
segments—including descriptions and transcripts for some segments—as well as visual storyboard
surrogates for more than 1000 segments.
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4.4.1 Phase 1 Interfaces
The standard interface used in the user study was the publicly available Web site of the Open Video
collection. This Web site is typical of Web sites and digital libraries that allow users to search and
browse for downloadable resources. Figure 4.1 and Figure 4.2 show the pages available to search and
browse the Open Video site.

Figure 4.1 Open Video Search Text Page

Figure 4.2 Open Video Browse Page
Search results, whether obtained through searching or browsing, are shown in a search results
page (Figure 4.3). Clicking on the Segment Details icon for an item in the search results page enables
the participant to view a details page from which all textual metadata for the item can be accessed.
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Figure 4.3 Search Results Page

Figure 4.4 Segment Preview Page
If a visual preview of a segment is available (Figure 4.4), it can be accessed in either of two
ways. From the search results page, the visual preview can be navigated to directly by clicking the
preview icon in the far left-hand column of the results table. From the segment details page, the same
visual preview can be accessed by clicking the Segment Preview tab.
The alternative view-based interface used in the study used the same database and many of
the same Web pages as the standard interface, but made overviews and previews available through
pop-up windows rather than through navigation. The overviews, available by mousing over icons on
the Browse page, displayed information about each video segment in the collection, arranged by
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several available indices. For example, Figure 4.5 shows the overview for collection arranged by
genre.

Figure 4.5 Overview in the View-Based Interface

Figure 4.6 Preview in the View-Based Interface
This overview arranged posterframes (a single representative keyframe) of video segments
into each of four existing genre categories. In addition to viewing the posterframe, the participant
could see the title, duration, and keywords for each video in the selected category, as well as the total
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number of titles in the category. This information was also available from the standard interface by
navigating to a search results page.
Previews were available from the search results page in the view-based interface, as shown in
Figure 4.6. Previews displayed the available keyframes for a segment, as well as the title, duration,
and time in the segment when the keyframe occurs. Again, this information was also available in the
standard interface, but there it was reached by navigating to a different page, rather than through an
agile view.
4.4.2 Phase 2 Interface
Study Tasks 4, 5 and 6 asked the participant to use only the view-based interface to perform three
information seeking activities. To complete these tasks efficiently the participant needed to utilize the
information provided by the shared and history views that are part of the view-based interface. These
two views were available from the search results page, as shown by the example of a shared view
displayed in Figure 4.7.

Figure 4.7 A Shared View Displayed in the View-Based Interface
There were two forms of shared views. Each displayed a list of video titles that were related
to the currently selected video title in some way. The first type shows titles that were related by virtue
of having been downloaded by other users who have downloaded the currently selected segment. This
is a form of implicit recommendation as used by Amazon and many other systems. The second type
of shared view (shown in Figure 4.7), the details of which are shown in Figure 4.8, provided a similar
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list of titles related to the currently selected one, but this list consisted of more explicit
recommendations made by other users for the current title.

Figure 4.8 Details of Shared View in the View-Based Interface
There were also two types of history views. The two types were similar, but one showed data
reflecting how often the selected video title has been downloaded, while the other showed data
reflecting how often the metadata for the selected video title had been viewed. Figure 4.9 shows the
details of the history view based on downloads. The ranking of the currently selected segment in
terms of how often it has been downloaded compared to other segments in the collection was
provided in both textual and graphical form, and the number of times the title has been downloaded
was broken down by user type, as determined by the profile information of registered users.

Figure 4.9 Details of History View in the View-Based Interface
4.5

Study Tasks

The tasks each study participant was asked to perform in the user study are described below, along
with the question text and correct answer for each task. The type of data that was gathered from each
task is noted in the previous section “Data Collection Plan.”
4.5.1 Phase 1: Comparison Tasks
Phase 1 of the study used a repeated measures (within-subjects) experimental design, in which each
participant completed three tasks using both the standard and the views-based interfaces. Because of
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this experimental design, two variations of each Phase 1 task question were used, one for each
interface condition. The counterbalancing plan ensured that each question variant was used equally
for each interface condition.
4.5.1.1

Task 1: Find a Known Item

Purpose: This task represented the common information seeking situation of a known-item search.
The user knows the item exists in the system—either from seeing it before or from being told it is
there—and needs to find it again.
Question Text (A): “Find the title of the NASA video that contains this image.”
Question Text (B): “Find the title of the television commercial that contains this image.”
The two keyframes used and their correct answers were:
Question Version A

Question Version B

NASA 25th Anniversary Show,
Segment 03

Classic Television Commercials
(Part V)

Keyframe shown:

Correct answer:

These particular keyframes were selected because they are very unique and distinctive images
within the collection and thus participants were expected to recognize them immediately when the
correct title was located during the task.
4.5.1.2

Task 2: Find All Resources that Match Given Criteria

Purpose: This task represented an information seeking situation in which the user must find
resources that meet task-specific criteria. Examples of this task might be finding all relevant
bibliographic references for a research topic, or a photo or film librarian who needs to locate footage
of a topic for a client or news story.
Question Text (A): “Find as many video titles as possible that are in the educational genre,
are shorter than 4 minutes, and definitely contain a human face.”
Correct Answers (A):
•

Browsing and annotating digital photographs with Photofinder
• Introduction to HCIL 2000 reports
• Introduction to HCIL 2001 reports
• Story rooms
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Question Text (B): “Find as many video titles as possible that are part of lecture videos, but
which are likely to contain scenes of conversations between two or more people that don’t take place
in a lecture hall.”
Correct Answers (B):
• Senses And Sensitivity, Lecture 02
• Senses And Sensitivity, Lecture 06
• Senses And Sensitivity, Lecture 10
• Senses And Sensitivity, Lecture 13
4.5.1.3

Task 3: Find Best Resource for a Given Purpose

Purpose: This task represented an information seeking situation in which the user is browsing to
locate a good resource for a specific purpose, but with limited time and perhaps loosely defined
criteria. For example, a documentary filmmaker might need a short historical video clip for a film but
does not have time to do an exhaustive search.
Question Text (A): “Imagine you have been assigned to find a video segment that
dramatizes the power of hurricane winds. Specifically, it should include a clear shot of a tree bending
due to the force of the wind. Find a video title that you think meets this criteria. You only need to find
one title.”
Correct Answers (A):
o

Hurricane Force - A Coastal Perspective, segment 04 of 12

o

Hurricane Force - A Coastal Perspective, segment 09 of 12

o

Hurricane Force - A Coastal Perspective, segment 12 of 12

Question Text (B): “Imagine you are working on a Web site that has a section about the
Apollo space missions to the Moon. You want to find a small clip that shows a man standing or
walking on the moon during one of the Apollo missions. Find a video title that you think meets this
criteria. You only need to find one title.”
Correct Answers (B):
o

Apollo, segment 1003

o

Apollo, segment 3001

o

Apollo, segment 4007

o

Apollo, segment 5001

o

Apollo, segment 03

120
4.5.2 Phase 2: Exploratory Tasks
For Tasks 4, 5, and 6 of Phase 2 of the study, only the view-based interface was used. During these
tasks, performance data was not collected; instead, the study administrator asked the participant to
describe his or her thought process as the task progressed. The goal of these tasks was to elicit data
related to the frequency with which participants used the shared and history views to complete the
tasks, to discover what they thought was or was not useful about those views, and to gather any
suggestions participants had for making those views more useful.
4.5.2.1

Task 4: Find More Resources Based on a Given Resource

Purpose: This task represented an information seeking situation in which the user wants to find more
resources of a quality similar to a given resource. Recommendations are often used for this type of
task, as in Amazon for books and consumer products, or Research Index for scientific literature.
Question Text: “Please watch the video segment titled “For Health and Happiness.” Imagine
you liked this video a lot and want to find another video of similar type and quality. How would you
go about finding another video and what would be the video you select?”
4.5.2.2

Task 5: Find Resources for a Specific Purpose on the Same Topic as a Given
Resource

Purpose: This task was similar to Task 4 but the emphasis was on finding another video title that was
on the same topic as the video title given to the participant and with a fairly specific purpose intended
for it. Videos that seemed likely candidates based on their titles varied in their download and views
history, including their instructor counts, making some titles better potential answers than others for
the given task.
Question Text: “Please review the details below for the video titled “Hoover Dam
Construction, complete video.” Imagine you are an instructor and think this video will be useful for a
civil engineering class you are teaching on the history of dam construction, but you would like more
video footage on the same topic. How would you go about finding another video and what would be
the video you select?”
4.5.2.3

Task 6: Find Resources Popular with Other Users with Similar Goals

Purpose: In some situations the task of finding a resource can be aided by knowing how often—at
various points in time—a resource has been viewed or download. For example, some discussion
forums indicate how many times a discussion thread has been viewed and how many replies have
been made. This task represented a similar situation in which knowing the relative popularity of a
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resource can help in evaluating its potential usefulness for a specific information need, especially
when other available information about the resource is scant.
Question Text: “Please review the details below for the video titled “Senses and Sensitivity.”
Imagine that you are a student taking a semester-long course in neurobiology that has been
videotaped. The course lectures have been collected on the Open Video site under the title Senses and
Sensitivity and are available for students to watch at any time. It is the night before your final exam
and you only have enough time to review three or four of the taped lectures. How would you go about
deciding which ones to view? Assume that your classmates have some knowledge about which
lectures are the most important to review.”
4.6

Study Procedure

The previous sections of this chapter described the general purpose of the study, the type of data that
was gathered, the interfaces participants used, and the tasks performed by the participants during the
study. This section describes how the study was conducted; Figure 4.10 illustrates the general flow of
the study:

Figure 4.10 Task Flow of User Study
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4.6.1 Session Preliminaries
After reading and signing the study consent form, the study participant filled out a participant survey
(included in Appendix A). The participant was then given an overview of the study procedure and
introduced to the browser-based interface he or she would use for the remainder of the study. As
shown in Figure 4.11, the study interface consisted of a browser window divided into two horizontal
frames. Each of these frames was static; they were visible at all times and did not change size. The
content of each frame changed as the participant moved through the study tasks.

Top frame
Instructions, task scenario,
input field for answer

Bottom frame
Information seeking interface
used to complete tasks, ratings
and preference form

Figure 4.11 Two-Frame Layout of Study Interface
The smaller top frame contained instructions to the participant, the task questions, and input
fields in which task answers were pasted and submitted. This frame also provided participants with a
visual indication of their progression through the study tasks though the use of tabs that highlighted
the task the participant was currently working on. The larger bottom frame contained ether the
information seeking interface to be used for each task (alternating between the standard and the
views-based interfaces), or the forms used to gather user ratings and preferences after each task.
After being introduced to the layout of the study interface, each participant was then
introduced to the two information seeking interface conditions: the standard and the views-based
interfaces. Although participants did not complete formal training tasks with the interfaces, they were
instructed on how to use each interface and encouraged to experiment with the interfaces themselves
until they were comfortable with how they worked.
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4.6.2 Phase 1: Comparison Tasks
When the participant was comfortable with the study interfaces and ready to begin the study tasks, he
or she clicked a button in the top frame to begin Task 1. Figure 4.12 illustrates the sequence of actions
that followed.
Presentation of Task 1, First Scenario
As with all other Phase 1 tasks, Task 1 began with the
presentation of either version A or version B of the Task 1
question in the top frame, and either the standard interface or
the views-based interface in the bottom frame. The version of
the question and the interface that were presented were
determined by the counterbalancing plan; program code
automatically displayed the appropriate versions of each
based on the participant’s session ID.

Performance of Task 1, First Scenario
After reading the task question, the participant proceeded to
complete the task using the interface in the bottom frame.
Although it was presented in a browser frame, the participant
could use the information seeking interface just as one
normally would use a Web site, navigating between pages
using hyperlinks and using the browser’s back and forward
buttons and keyboard shortcuts as desired. When the
participant decided on an answer to the task, he or she copied
the answer title and pasted it in the input field in the top
frame. When the participant clicked the button to submit the
answer, the answer text was entered directly into a MySQL
database.
Interface Rating, First Scenario
The participant was then presented with a form for rating the
interface used for the first scenario of Task 1. The form
contained six different questions taken from the QUIS
questionnaire, each of which was rated on a scale of 1 to 9
(the participant also had the option selecting “NA,” which
was the default rating). As with task answers, ratings were
submitted directly to a MySQL database.

124

Presentation of Task 1, Second Scenario
After completing and submitting the interface questionnaire,
the participant was presented with the second version of the
Task 1 question in the top frame of the study interface and the
second version of the information seeking interface in the
bottom frame, again determined by the counterbalancing plan.

Performance of Task 1, Second Scenario
The participant again used the interface in the bottom frame
to find an answer to the task and copied the answer title and
pasted it in the input field in the top frame.

Interface Rating, Second Scenario
After deciding on and submitting an answer, the participant
was again presented with the interface rating questionnaire.
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Interface Preference Selection
Then, because at this point the participant had completed
Task 1 using both information seeking interfaces, he or she
was presented with an interface preference questionnaire.
The interface preference form simply asked the participant to
select which interface he or she would choose to use if faced
with a task similar to the one just completed (see Appendix A
for the exact question text and a larger version of the form).
Radio buttons were used for the preference selection so that
only one interface could be selected; by default, neither radio
button was selected.

Figure 4.12 Phase 1 Task Sequence
After the participant submitted his or her preference selection for Task 1, the first question
scenario for Task 2 was displayed in the study interface. The steps for Task 2 and Task 3 followed the
same sequence as illustrated for Task 1 in Figure 4.12.
After completing the Task 3 interface preference questionnaire, the participant was informed
that they would next be asked several questions about their experience completing the previous tasks.
During this Phase 1 interview, the study administrator asked the participant questions (listed in
Appendix A) intended to learn more about the participant’s impressions, preferences, likes, and
dislikes with regard to the interfaces used for the Phase 1 tasks.

4.6.3 Phase 2: Exploratory Tasks
Instead of a comparison of two different information seeking interfaces, Phase 2 of the study was
intended to explore the use of the shared and history views by users during information seeking.
Although the tasks in this phase of the study were presented to and completed by participants in a
similar manner to the tasks in Phase 1, in Phase 2 only one version of the information seeking
interface was used, and participants did not rate the interface or make an interface preference choice.
Participants were first given a brief orientation to the Phase 2 interface, during which they
were instructed on how to access each of the shared and history views. While the participant was
looking at each of the views, the study administrator described the content of each view and how the
information shown in the view was derived. The participant was encouraged to look at as many views
for different video titles as they wanted to become familiar with how the views were accessed and the
type of information they provided. When the participant was ready, he or she was instructed to click a
button in the top frame of the browser to begin the Phase 2 tasks, as illustrated in Figure 4.13:
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Performance of Task 4
When the question scenario for Task 4 was displayed, the
participant read the text, viewed the video associated with
the scenario, and then began using the study interface to
find an answer to the task. The study administrator let the
participant find and submit an answer to Task 4 without
interruption. After the participant had found an answer to
Task 4, the administrator asked the participant to recall his
or her decision-making process in completing the task,
with the primary goal of discovering how much he or she
had utilized the shared and history views in the completion
of the task.

Performance of Task 5
The participant completed Task 5 in a similar way to Task
4 except that before beginning Task 5 the participant was
asked to “think aloud” as he or she completed the tasks.
This enabled the study administrator to obtain a better idea
of what decisions participants were making as they
worked through the task, again with the primary goal of
discovering how much they utilized the shared and history
views in the completion of the tasks.

Performance of Task 6
The participant completed Task 6 in a similar way to the
Task 5, including using the think-aloud protocol.

Figure 4.13 Phase 2 Task Sequence
After the participant completed the Phase 2 tasks, the study administrator again conducted an
interview, this time asking several questions (listed in Appendix A) intended to probe more deeply
into the participant’s impressions, likes, and dislikes of the information in and presentation of the
shared and history views available in the interface used for the Phase 2 tasks.
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4.6.4 Session Wrap-Up
The Phase 2 interview was followed by a short session debriefing in which participants were
encouraged to provide any comments or suggestions not addressed in the interviews, and to ask any
questions about the study or the interfaces that they might have had.

5

Results and Discussion: Comparative Tasks

This chapter presents the results of the first phase of a two-phase study conducted to evaluate the
AgileViews framework. This phase of the study required study participants to complete three
information seeking tasks using both a standard interface and an interface developed according to the
ideas proposed in the AgileViews framework. A general description of the study participants is first
provided, followed by the detailed findings from the study. The findings are described and discussed
in terms of the relative effectiveness, efficiency, and satisfaction of the two interfaces.
5.1

Study Participants

The study to evaluate the AgileViews framework took place over a four-week period with 28
individual sessions. Participants had a mean age of 24, were about 60% female, and about half were
undergraduates. Table 5.1 summarizes the basic demographic characteristics of the study participants.
Age
Minimum
Maximum
Mean
Std. dev.

Gender
18
38
24
5

Academic Status

Female
Male

17
11

Undergraduate
Graduate
Staff

15
10
3

Table 5.1 Demographic Characteristics of Study Participants
Participants came from a wide variety of academic departments, as shown in Table 5.2.
Department
Information & Library Science
Sociology
No Department Affiliation
Nursing, School of
Political Science
Computer Science

Department
5
3
3
2
2
1

Public Health
Communication Studies
Biology
Journalism & Mass Communication
Arts & Sciences, College of

4
3
2
2
1

Table 5.2 Department Affiliation of Study Participants
In addition to demographic information, the study participants answered several questions
regarding their experience with computers and how often they watch and search for video and films.
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(See “Participant Survey Data” in Appendix B for a complete summary of responses to these
questions.) All participants indicated that they use a computer and a Web browser on a daily basis.
About 67% of participants said they perform some form of information seeking using their Web
browser on a daily basis, with the remainder performing information seeking on a weekly (25%) or
occasional (7%) basis. About 80% of the participants watched video or films on a weekly or
occasional basis.
In terms of searching specifically for video or film, 75% of participants said they did so
weekly or occasionally, either searching online (32%), in a video store (25%), a library (21%), by
interacting with a friend (14%), or by reading a newspaper or magazine (7%). Most participants
primarily search for video and film either by title (46%) or topic (32%), although a few searched
primarily by director or actor (10%) or by viewing film trailers (10%).
The possible effects of participant characteristics on performance were investigated using
two-way analysis of variance; a few characteristics had statistically significant effects on performance
and are discussed in the relevant sections below. See “Effects Of Participant Characteristics On
Quantitative Results” in Appendix B for the complete results of these tests.
5.2

Phase 1 Results

The purpose of Phase 1 of the study was to collect performance-based data that could be used to
assess the efficiency, effectiveness, and satisfaction of users when using an information seeking
interface based on the AgileViews framework. Specifically, these usability measures were assessed
with the use of AgileViews-based previews, since previews—along with overviews—are commonly
found in current information seeking interfaces and thus lend themselves to comparative testing.
Qualitative data was also collected from participants through the Phase 1 interview and is referred to
in the discussion of Phase 1 results.
Note that accurate measures of the Phase 1 quantitative data were dependent on the
participant being able to complete the task by providing an answer, whether or not that answer was
correct. In four cases participants failed to find the correct answer for a task after examining all titles
on the appropriate results page. In these cases all quantitative data was dropped from the study results
for that participant, but only for the task that could not be completed. Therefore, all quantitative
results for Participants 10, 14, and 22 were dropped for Task 1, and all quantitative results for
Participant 1 were dropped for Task 3. Also, all quantitative data for Phase 1 was dropped for
Participant 7 because that participant inadvertently used the same interface for the three tasks.
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5.2.1 Effectiveness
Results
A large majority of participants successfully performed the assigned tasks with both interfaces. Three
participants failed to complete Task 1 successfully, in each case using the views interface. One
participant, using the standard interface, failed to complete Task 3 successfully. Table 5.3 summarizes
the success rate for Tasks 1 and 3, each of which required only one correct answer.
Standard Interface

Views Interface

Task

Successful

Unsuccessful

Successful

Unsuccessful

Task 1

27

0

24

3

Task 3

26

1

27

0

Table 5.3 Success Rate For Task 1 and Task 3
For Task 1, participants were shown a keyframe (a still image extracted from a video) and
asked to find and provide the title of the video from which it was extracted. In all cases the keyframe
did exist in one of the storyboard previews on the results page that the participant examined. The
three participants who failed to find the required keyframe using the views interface did in fact
display the preview containing the keyframe during their search; they simply did not notice it when
scanning the displayed previews.
In Task 3, participants again were asked to provide one video title as an answer, but in this
case several potential correct answers existed in the result set. The unsuccessful case in Task 3 was an
answer submitted that was not one of the several correct answers. This case did not appear to be
directly related to any characteristics of the standard interface, rather, it appeared that the participant
simply misunderstood the exact criteria of the question.
For Task 2 four correct answers existed for each question. Participants were instructed to
provide as many answers as they could find up to four for each question, but they were not required to
provide four answers to complete the task. Participants were generally successful in Task 2; very few
provided incorrect answers: 3 participants did so using the views interface and 2 participants did so
using the standard interface. A larger number of participants, however, failed to provide all four of the
correct answers to the Task 2 questions. Using the views interface, only 10 participants found all four
correct answers, while using the standard interface only 17 participants of the 27 participants found
all four correct answers. Table 5.4 summarizes the Task 2 success rate.
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Standard Interface
Measure

Views Interface

Mean

Std. Dev.

Mean

Std. Dev

Correct Answers

3.48

.80

3.15

.82

Incorrect Answers

0.07

.27

0.11

.32

Table 5.4 Success Rate For Task 2
A paired samples t-test showed no statistically significant differences between the interfaces
in terms of success rate for any of the three tasks.
Discussion
Although there were no statistically significant differences between the two interface conditions in
terms of effectiveness, the three unsuccessful cases with the views interface in Task 1, along with the
larger number of participants who failed to find all four correct answers for Task 2 using the views
interface (17 versus 10 for the standard interface) does suggest that some characteristics of the views
interface could be associated with participants’ lower rate of success when using it. Based on
observations during the study sessions, two possibilities seem most likely.
First, for technical reasons, the keyframes displayed in the views interface—although the
same exact images—were displayed at a slightly smaller size than the images displayed in the
standard interface. Though the difference was small (96 x 66 pixels in the standard interface versus 86
x 58 pixels in the views interface), the smaller size of the images in the views interface may have
made recognizing the content of the images slightly more difficult, at least for some participants,
when using the views interface. This potential problem could be easily remedied.
A second factor may be more fundamental to the mechanism used in the views interface to
display the preview images: the pop-up window. As discussed more below, participants generally
found that the pop-up window used in the Phase 1 tasks required conscious effort to display and use.
By design, the pop-up would disappear when the participant moved his or her mouse off of the popup or the pop-up trigger icon, and to see more than 12 keyframes for a given preview the participant
had to move the mouse to click an interface widget within the pop-up window. Although further
investigation would be required to form any conclusions, it is possible that the additional cognitive
effort associated with manipulating the mouse when using the pop-up window may have reduced the
amount of attention the participant could devote to evaluating the images shown in the pop-up as
potential answers, thus resulting in the slightly lower success rate of participants when using the
views interface.
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5.2.2 Efficiency
Efficiency of the views interface was assessed through three quantitative measurements: time to
complete each task in seconds, the number of navigational moves required to complete each task, and
the number of backtracking navigational moves used in completing each task. Data from each of
these measurements was recorded for each participant while performing each task with both the
standard and the views interface, enabling an assessment of the relative efficiency of the views
interface as compared to the standard interface.
5.2.2.1

Time to Completion

Results
In terms of the time required to complete the assigned tasks, a paired samples t-test did not reveal a
statistically significant difference between the two interface conditions, as shown in Table 5.5.
Task

Standard

Views

Difference

df

t

Sig. (p)

Task 1

68.88

71.54

-2.66

23

-.338

.739

Task 2

167.44

151.22

16.22

26

1.647

.112

Task 3

80.54

63.04

17.50

25

1.541

.136

Table 5.5 Mean Data for Time to Complete Task By Task
Complete descriptive data for the time to complete task results is shown in Table 5.6.
Task

N

Task 1

24

Task 2

27

Task 3

26

Interface

Mean

Std. Dev.

Min

Max

Standard

68.88

24.21

36

122

Views

71.54

38.24

24

155

Standard

167.44

37.90

113

287

Views

151.22

31.00

86

205

Standard

80.54

39.31

21

196

Views

63.04

36.45

17

153

Table 5.6 Descriptive Data for Time to Complete Task
There was a statistically significant effect of participant characteristics on time to complete
task with the two interfaces. Table 5.7 shows the effect of gender on the mean difference in time to
complete task with the two interfaces (standard interface – views interface). A t-test indicated that the
mean value for Female was significantly different from the mean value of Male on this measure.
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Measure
Mean difference in time to complete task
(standard interface – views interface)

Female

Male

df

t

Sig. (p)

20.67

-4.70

79

-2.347

.021

Table 5.7 Effect of Participant Gender on Time to Complete Task
Table 5.8 shows the effects of the frequency with which participants used a Web browser for
information seeking and the frequency with which they watched videos or films on the time to
complete task measure. Post hoc analysis with Duncan’s multiple range test indicated that for the
frequency of using a Web browser for information seeking the mean values for Daily and
Occasionally were significantly different from the mean value of Weekly. Duncan’s multiple range
test also indicated that for the frequency of video and film watching, the mean value for Daily was
significantly different from the mean value of Monthly, Occasionally, and Weekly on this measure,
but because the value of Daily was based on the performance of only one participant, it will not be
considered further here.
Characteristic
Mean difference in
time to complete task
(standard interface –
views interface)

Never

Occas.

Monthly

Weekly

Daily

df

F

Sig. (p)

—

-5.67

—

41.05

0.17

2, 78

6.31

.003

Table 5.8 Effect of Participant Video Viewing Frequency on Time to Complete Task
Discussion
Although the differences in time to completion are not statistically significant (unless broken down by
particular participant characteristics), interview comments from participants suggested that at least
some of them felt they became more proficient with the views interface as they used it more. While
the method of accessing the previews with the standard interface (clicking a link to display a new
page containing the preview) was well-practiced by any regular user of a Web browser, the pop-up
window with active widgets used to display previews in the views interface was new to all
participants. Participants did have a chance to try out the views interface during the study orientation
before beginning the study tasks, but this use was not extensive. Still, despite using it for only three
tasks, Participant 18 said that by the third task, “I felt comfortable. In the future if I have this
information available I definitely want to use the one that [has the] pop-ups.” Participant 24, in saying
that the views interface was “more useful once you got the hang of it,” voiced a similar sentiment.
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It is very possible, then, that the difficulties some participants had with the relatively novel
mechanism used in the views interface would diminish as they gained more experience with it, and
that the possible time advantage shown by the views interface in the last two tasks (illustrated
graphically in Figure 5.1) would persist or even increase to be statistically significant for similar
information seeking tasks.
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160

151.22

140

Seconds

120
100
80

80.54

68.88 71.54

Standard
Views

63.04

60
40
20
0
Task 1

Task 2

Task 3

Figure 5.1 Graph of Time to Completion by Interface and Task
The significant effects of several participant characteristics on the time to completion results
suggest some areas to examine more closely in future studies. Females were, on average, 20.67
seconds faster with the views interface than the standard interface, while males were 4.7 seconds
faster with the standard interface. There were fairly similar number of females (16) and males (11)
included in the study and there is no obvious explanation that would account for the 25-second
difference between genders. It would be interesting to see if this difference holds in future
AgileViews studies.
Also interesting was the effect the frequency with which participants reported using a Web
browser to find information had on time to complete task. Participants who used a browser for
information seeking on a weekly basis completed tasks an average of 41 seconds faster with the views
interface, while participants who did online information seeking more frequently, on a daily basis,
required the same amount of time with either interface. This might suggest that the more frequently
people do online information seeking the better they were at using the standard interface, but
participants who performed online information seeking the least frequently (occasionally) were even
faster with the standard interface, completing tasks an average of almost 6 seconds quicker than with
the views interface. Figure 5.2 illustrates this somewhat unexpected pattern. Based on the data, we
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could speculate that users who do online information seeking regularly—but not extensively—would
benefit most from the views interface, but again, further studies are needed to truly make sense of
these participant characteristic effects.
50

Seconds Difference

40
30
20
10
0
-10
Daily

Weekly

Occasionally

Figure 5.2 Mean Difference In Time to Complete Task (Standard Interface – Views Interface) by
Participant Online Information Seeking Frequency
5.2.2.2

Navigational Moves

The videotape of each participant session was analyzed to count the number of navigational moves
necessary for the participant to complete each task. Counting began when the results page that
contained the video title or titles with the correct answer or answers was displayed and stopped when
the participant submitted the answer for the task. Navigational moves were defined as mouse clicks,
mouse hover movements, and keyboard commands. Navigational moves that were backtracking
moves (analyzed separately below) were included in the navigational moves counts. Only moves that
were directly related to completing the information seeking task itself were recorded, however; moves
that were required to copy and paste video titles as answers, for example, were not recorded. Because
there were several ways to page up or down on a Web page that were not easily counted as discrete
movements (the mouse used for the study was equipped with a scroll wheel), multiple movements to
scroll up or down through a Web page were counted as one navigational move, regardless of the
method used to scroll.
As is typical of many Web sites in use today, to view the preview or other details for a video
title displayed in the results page of the standard interface, the participant clicked a link that resulted
in a new web page to be displayed in the browser. After viewing that page, the participant would
typically use the mouse or a keyboard command to navigate back to the results page. A minimum of
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two navigational moves, then, were required for a participant to navigate from the results page to a
preview page and back to the results page.
Using the views interface, a participant viewed the preview page by mousing over an icon
that displayed the preview pop-up window. The participant could then move the mouse directly to
another icon to display another preview, meaning the participant could move from one preview to
another using only one navigational move. On the other hand, using the standard interface a
participant could see 18 keyframes without scrolling down the page, while using the views interface a
maximum of 12 keyframes were visible; viewing all keyframes for a title in the views interface
required up to 4 navigational moves, depending on the number of keyframes that existed for the video
title.
Results
There was a significant difference between the two interface conditions in terms of the mean number
of navigational moves used by participants in completing each task, as shown in Table 5.9.
Participants required 33%, 40%, and 45% fewer navigational moves for the three tasks respectively
using the views interface, a statistically significant difference in each case as determined by a paired
samples t-test.
Task

Standard

Views

Difference

df

t

Sig. (p)

Task 1

16.46

Task 2

31.81

11.04

5.42

23

2.355

< .05

19.11

12.70

26

4.591

< .0005

Task 3

19.54

10.65

8.88

25

2.901

< .01

Table 5.9 Mean Data for Number of Navigational Moves by Task
The number of navigational moves required to complete each of the three tasks varied greatly
for participants in both interface conditions. As shown in Table 5.10, Tasks 1 and 2 were completed
with the fewest navigational moves by a participant using the views interface (Task 3 was completed
in one navigational move by participants in each interface) and the maximum number of navigational
moves required by a participant was smaller in the views interface condition for all three tasks.
Task

N

Task 1

24

Task 2

27

Task 3

26

Interface

Mean

Std. Dev.

Min

Max

Standard

16.46

9.46

4

42

Views

11.04

8.55

2

34

Standard

31.81

10.36

16

49

Views

19.11

6.19

9

35

Standard

19.54

11.69

1

47

Views

10.65

8.49

1

38

Table 5.10 Descriptive Data for Number of Navigational Moves
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Discussion
The finding that the views interface required fewer navigational moves is strongly corroborated by
the participants’ subjective observations. Participant 3 noted that with the views interface “you don’t
have to push as many buttons, you can go through them a lot quicker, and I think when you’re going
through that much material speed is the key or else you get frustrated.” Several participants
mentioned the additional navigational moves required by the standard interface as a negative factor,
such as Participant 8, who said “when you take the extra step of going back . . . you have more of a
chance of losing your place,” and Participant 3, who felt that “it’s more work if you have to click
instead of just scrolling down. It’s a small thing but it makes a difference.”
Interestingly, the pattern of a larger difference between the two interface conditions in the last
two tasks compared to the first (illustrated in Figure 5.3) mirrors the time to completion results.
Again, this finding seemed to be supported by the comments of participants that indicate they became
more comfortable with the views interface with each successive task.
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Figure 5.3 Graph of Number of Navigational Moves Used, by Interface and Task
5.2.2.3

Backtracking Moves

In Chapter 3 it was suggested that, by requiring users to frequently navigate back and forth between
different displays of information, traditional information seeking interfaces (represented in the current
study by the standard interface condition) impose cognitive load and memory demands that
negatively affect users’ performance and overall experience in accomplishing their tasks. To attempt
to measure this potential relationship, the number of backtracking navigational moves used by
participants in completing their tasks was recorded. Backtracking moves were defined as navigational
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moves that repeated a navigational move used by the participant previously in the same task. Generic
navigational moves such as clicking the browser’s Back button or paging down a list of search results
were not counted as backtracking moves, unless they were performed as part of a related sequence of
moves that repeated previous actions. For example, if a participant clicked (standard interface) or
moused over (views interface) a link to display a preview page that he or she had already looked at
during the same task, that click or mouse hover movement was counted as a backtracking move. If the
user also paged down the preview page to re-examine the preview already viewed for that task, the
paging and Back button moves required to get return to the search results page were also included in
the count of backtracking moves.
Results
It was expected that there might be a higher number of backtracking moves with the standard
interface because, as discussed in Chapter 3, previous research indicates that the process of serial
access—navigating from page to page—can easily interrupt short-term memory and increases
cognitive load and divided attention. Users of the standard interface, then, would seem to be more
likely to lose track of where they were in evaluating potential video titles and inadvertently view
previews that they had previously seen at a higher rate than with the views interface.
This was not the case, however. Table 5.11 shows that there were no statistically significant
differences in the number of backtracking moves made by participants in the two interface conditions.
Task

Standard

Views

Difference

df

t

Sig. (p)

Task 1
Task 2

.38
1.74

1.38
1.70

-1.00
.04

23
26

-1.380
.046

.181
.964

Task 3

.38

.73

-0.35

25

-.952

.350

Table 5.11 Mean Data for Backtracking Navigational Moves by Task
With one exception (the views interface condition in Task 2), less than half of participants
used backtracking moves in any of the tasks with either interface. In Task 2, more than half of the
participants (17) used at least one backtracking move with the views interface, compared to 8
participants with the standard interface. In most cases, the number of backtracking moves used in
either interface by one participant was small (the median among those who used a backtracking move
was 2), although in a few cases participants used as many as 10 or 11 backtracking moves, as shown
in Table 5.12.
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Task

N

Task 1

24

Task 2

27

Task 3

26

Interface

Mean

Std. Dev.

Min

Max

Standard

0.38

1.17

0

5

Views

1.38

3.27

0

11

Standard

1.74

3.13

0

10

Views

1.70

2.49

0

11

Standard

0.38

1.27

0

6

Views

0.73

1.54

0

7

Table 5.12 Descriptive Data for Backtracking Navigational Moves
Discussion
Although the fact that participants did not make more backtracking moves with the standard interface
was somewhat unexpected, six participants did make comments about losing their place while using
the standard interface. For instance, while completing Task 3, Participant 8 said, “I’m having a hard
time keeping track a little bit of where I am in the list.” After navigating back to the results page after
viewing a preview and looking at the list of titles, Participant 3 questioned herself out loud, “This one
is the one I just did?” And Participant 24 noted that after “clicking back, once the page reloads you
don’t really know where you are.”
But several participants made similar observations about the views interface. Neither the
standard nor the views interface provided a visible indicator of which previews had been previously
viewed (the link to the previews in each case was an image icon rather than a text link). Six
participants specifically mentioned that the lack of indicator made it more difficult for them to keep
track of where they were on the results page when using the views interface. This problem was
exacerbated by the fact that the pop-up windows in the views interface were implemented such that
the pop-up covered the title of the video being previewed (an issue mentioned specifically by four
participants), which also made it more difficult for participants to keep track of where they were.
Participant 16 noted the negative effect of this problem: “If I lose which one I’m on and have to go
back to find it, that kind of defeats the time savings [of the views interface].”
In addition to these implementation-related issues, participant comments and observations of
the participants by the study administrator suggest two other explanations for the higher than
expected rate of backtracking moves with the views interface:
•

Ease of backtracking: many participants made comments similar to that of Participant 25,
who noted that with the views interface it was “easier to do a quick scan [and if what you
wanted wasn’t there] move on to the next one.” Thus the lower cost of double-checking or
reviewing a previously viewed preview with the views interface may have encouraged
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participants to do this more often than they were willing to with the standard interface. In this
case, backtracking could be considered more of a positive action than a negative one.
•

Increased cognitive burden: As mentioned above in the discussion of effectiveness, both the
slightly smaller size of the keyframes in the views interface and the possible additional
cognitive burden of manipulating the pop-up window may have reduced the effectiveness
with which participants recognized keyframes in the views interface. Thus more backtracking
was required because there was less comprehension of the preview the first time it was
viewed.

5.2.2.4

Overall Efficiency

Results
The results for time and navigational and backtracking moves reported above were computed for each
of the three Phase 1 tasks separately. Because users are unlikely to use a given information seeking
interface for only one very specific type of task, the efficiency of the views interface could also be
usefully assessed by considering the total results for all three tasks, producing total scores on these
measures for each participant’s complete Phase 1 session. Table 5.13 shows the mean scores for each
efficiency measure after scores for each task were added together for each participant for each
interface (the group mean values for each interface were used to replace the four partial missing
cases). A paired samples t-test was run on the combined task data to evaluate the statistical
significance of the observed differences in the two interface conditions. As shown in the table, only
the difference in navigational moves was statistically significant.
Measure

Standard

Views

Difference

df

t

Sig. (p)

316.84

285.80

31.04

26

1.754

.091

Number of navigational moves

67.79

40.82

26.97

26

5.915

< .0005

Number of backtracking moves

2.50

3.81

-1.31

26

-1.213

.236

Time to complete task

Table 5.13 Mean Data for Efficiency Measures, All Tasks Combined
Discussion
Of the three measures of efficiency used in the study, participants were clearly more efficient in terms
of navigational moves when using the views interface, using an average of 40% fewer moves to
complete the assigned tasks, which is a statistically significant difference. The differences between
the two interfaces for the other two efficiency measures, however, were not statistically significant.
Participants did complete the session tasks 10% faster with the views interface, but with a p value of
.091, this difference only approached statistical significance. Participants did backtrack more often
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with the views interface, but backtracking in general was rare and participants averaged only slightly
more than one extra backtracking move with the views interface during their entire session. Also, it is
likely that at least some of the difference in backtracking can be attributed to solvable implementation
issues (the view pop-up obscuring titles) and the use of backtracking as a positive action
(confirmation moves more likely to be used with the views interface).
Viewed together, participants on average performed equally or better with the views interface
on each of the efficiency measures, suggesting that there is an overall efficiency benefit for the views
interface when compared to the standard interface. Responses from participants during the Phase 1
interview corroborate these efficiency results. Although six participants mentioned that, for at least
some tasks, the standard interface seemed quicker, 13 participants specifically said that the views
interface was quicker. Some of the participants associated the perceived time savings of the views
interface to the number of navigational moves required. For example, Participant 11 noted that
completing tasks with the standard interface “takes a lot longer because you have to click on it and
then you have to go back. But with [the views interface] you can just hold [the mouse] over and so
you don’t have to worry about going back, so it’s quicker and easier to do, and I liked it better.”
Similarly, Participant 4 said that with the views interface she could find “everything on one page
instead of going back and forth, so it saved me time.”
5.2.3 Satisfaction
The performance data described above represented objective measures of how efficiently and
effectively participants were able to complete the three assigned information seeking tasks using both
the standard and the views-based interface. The third component of usability the study was designed
to measure was satisfaction. Satisfaction was operationalized in this study through two measures:
QUIS ratings and interface preference.
5.2.3.1

QUIS Ratings

The QUIS ratings scales were designed to assess users’ subjective satisfaction with aspects of user
interfaces (Chin, Diehl, & Norman, 1988). In this study, participants rated each interface on six QUIS
rating scales immediately after using it for each task. Because each participant used both the standard
and the views-based interface for each task, it is possible to compare the ratings of each participant
for each interface and assess participants’ relative satisfaction with each interface.
Results
Six QUIS questions were used in the study, each of which enabled the participant to provide a rating
on a scale of 1 to 9. The default value for each scale was “NA,” which two participants selected for
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Question 6 of Task 2 (for both interfaces), and one participant selected for Question 6 of Task 3 (for
both interfaces). Table 5.14 shows the mean ratings for each interface by task, which were compared
using paired samples t-tests. Higher ratings that were statistically significant at p < .05 are shown in
bold (detailed results of the t-tests by task are included in “QUIS Rating Results” in Appendix B).
Task 1
Question

Task 2

Task 3

Standard

Views

Standard

Views

Standard

Views

Q1. Terrible…Wonderful

6.13

6.88

5.56

6.15

6.23

7.27

Q2. Frustrating…Satisfying

5.71

6.29

5.26

5.93

6.19

7.08

Q3. Dull…Stimulating

5.17

6.50

5.48

5.89

6.15

6.50

Q4. Difficult…Easy

5.83

7.00

5.89

6.52

6.69

7.50

Q5. Inadequate…Adequate Power

5.96

7.04

6.30

6.56

6.65

7.65

Q6. Rigid…Flexible

5.17

6.83

5.36

6.44

6.00

7.44

Table 5.14 Mean QUIS Ratings by Question and Task
Table 5.14 shows that the raw mean score for the views interface is higher than for the
standard interface in each direct question by task comparison and in 10 of the 18 cases this difference
was statistically significant. Because users are likely to use an interface for more than a single type of
information seeking task, however, a more informative evaluation of the QUIS ratings is the mean
scores for each question across all three tasks. Table 5.15 shows the mean scores by interface for all
tasks combined, calculated using a paired samples t-test. Again, for each question the mean score was
higher for the views interface. The table indicates both the amount of difference between the two
interfaces for each question and level at which this difference is statistically significant.
Standard

Views

df

t

Q1. Terrible…Wonderful

5.96

6.75

.79

76

4.156

< .0005

Q2. Frustrating…Satisfying

5.71

Q3. Dull…Stimulating

5.61

6.43

.71

76

2.865

< .005

6.29

.68

76

3.445

< .001

Q4. Difficult…Easy

6.14

7.00

.86

76

3.854

< .0005

Q5. Inadequate…Adequate Power

6.31

7.08

.77

76

3.817

< .0005

Q6. Rigid…Flexible

5.51

6.91

1.39

73

5.970

< .0005

Question

Difference

Sig. (p)

Table 5.15 Mean QUIS Ratings by Question with All Tasks Combined
The t-test indicates that when considered across all tasks, the higher rating for the views
interface is statistically significant for each QUIS question, including the question that addresses ease
of use (Question 4) and the question that addresses the power of the interface (Question 5),
characteristics that often traded off against each other in interface design. The difference in ratings is
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particularly large for Question 6, which assesses the flexibility of the interfaces, as shown graphically
in Figure 5.4.
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Figure 5.4 Graph of Mean QUIS Scores by Question and Interface
Discussion
Participant comments reflect the QUIS scores for the two interface conditions. In response to the first
two interview questions, the most frequent positive comment about the standard interface had to do
with the amount of familiarity and resulting control it provided; participants immediately recognized
how to work with the standard interface and knew what to expect when using it. Comments such as
“You got what you wanted when you clicked on it” (Participant 1) and “I felt more organized as I was
going through [using it]” (Participant 23) indicate the level of comfort the standard interface
provided. It is perhaps not surprising, then, that the QUIS scores for the standard interface averaged
slightly higher than the midpoint on the rating scale for each question.
But the participant comments also indicate why the views interface was rated significantly
higher for each QUIS question. Participants clearly felt less frustrated and better able to complete the
assigned tasks with the view interface. Participant 4 noted that the views interface was helpful in
“keeping the frustration level down, less stressful” unlike the standard interface, of which Participant
1 noted: “when you always have to click out to a new page it gets kind of aggravating.”
The additional navigation required when using the standard interface unmistakably
influenced participants’ impressions of the interfaces. Participant 10, for example, felt that the
standard interface was “not as useful, I guess, because I had to click and click back.” Participant 24
said that the reduced navigation of the views interface made it “easier, faster, less complicated in
figuring out where you are” as compared to the standard interface. Participant 11 indicated that the
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additional navigation could affect how thoroughly he would persist in his task: “going to a whole
other page is a big step so I don’t know if I was using [the standard interface] if I would always click
and wait for it to load.” The views interface, on the other hand “seems more like it’s part of that page
that I’m on, not a step further,” which Participant 11 said would make it more likely that he would
look at the preview for each title.
5.2.3.2

Preference Selections

Results
The higher satisfaction of participants with the view-based interface that was indicated by the QUIS
ratings is also evident from the results of the interface preference selection. When, after using each
interface for a task, the participant was asked to select which interface he or she would prefer to use if
performing a similar task again, a substantial majority chose the views interface for each task. As
shown in Table 5.16, a chi square test on the participant preferences showed that the preference for
the views interface was statistically significant for each task considered alone and for all tasks
combined.
df

C2

18 (75%)

1

6.000

< .05

6 (22%)

21 (78%)

1

8.333

< .01

26

4 (15%)

22 (85%)

1

12.462

< .001

77

16 (21%)

61 (79%)

1

26.299

< .001

Task

N

Standard

Task 1

24

6 (25%)

Task 2

27

Task 3
Total all tasks

Views

Sig. (p)

Table 5.16 Interface Preference by Task
Discussion
A general preference for the views interface was also evident in many of the participant comments,
such as that of Participant 3, who felt that completing the tasks was “easier with the pop-up every
time.” Also, as with the time to completion and navigational moves measures, the advantage of the
views interface in terms of preference increased as the tasks progressed and participants gained more
experience with the views interface, from a 75% majority in Task 1 to 85% in Task 3. This trend is
shown graphically in Figure 5.5. Participant 24 provided additional support for the notion that
participants may have become more comfortable with the views interface as they gained experience
with it. Although he selected the standard interface as his preference for Tasks 1 and 2, in the Phase 1
interview he noted that he really liked the views interface better, but was still getting used to it during
Tasks 1 and 2. He changed his preference selection to the views interface after completing Task 3.
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Figure 5.5 Graph of Interface Preference Selections by Task and Interface
In the Phase 1 interview, participants were asked specifically which interface they would
prefer to use in two settings that were more realistic than the study tasks and the responses to each
question were similar. The third question of the interview asked participants to imagine that they were
not given assigned tasks to complete, but instead were using the Open Video collection for their own
interests, exploring the collection to find something of personal interest. One participant thought
either interface was equally good for exploring. Four participants said they would use the standard
interface for exploring, either because the standard interface enabled them to see all the preview
images for a video on one static page, or because they felt that the way the views interface pop-up
window obscured the titles would interfere with their exploration.
But 20 participants said they would use the views interface for exploring, most often because
they felt it would enable them to explore the contents of the collection more quickly and easily.
Participant 23, for example, mentioned that, “if I was just browsing, I might really like the ease of just
being able to scroll over, have things pop up and I can just sort of browse and look . . . that would be
really nice,” while Participant 24 mentioned preferring the views interface because of the “quick
shot” provided by the pop-up preview. Similarly, by not having to click back and forth between pages
as in the standard interface, Participant 14 thought the views interface “would allow you to go really
quickly” when exploring. The detrimental effect on exploring a large amount of information using the
serial access navigation associated with the standard interface that was perceived by many
participants was summed up well by Participant 23: “When you’re just looking around for something
the last thing you want to do is have to go into a complex . . . sub-web pages and things like that. That
turns you away from it. That’s like, shoot, I’m going to go do something else.”
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Participants were also asked to imagine they had a job or research project that required them
to search for and download video on a regular basis. Which version of the interface would they want
to use then? Several participants said they would use the standard interface when performing videorelated information seeking tasks on a regular basis—for similar reasons mentioned in the exploration
scenario—but again a large majority of participants said they would prefer to use the views interface
in this situation. In addition to the same advantages of speed and ease of use mentioned previously, a
couple of participants pointed out that if they were using the views interface on a regular basis, they
would expect that the minor difficulties they had with the pop-up window would become less of a
problem.
5.3

Summary of Phase 1 Findings

Phase 1 of the study produced generally positive data for the overall usability of the views-based
interface, particularly in terms of the efficiency in navigational moves and user satisfaction.
Participants required significantly fewer navigational moves for all three tasks and participant
comments suggest that the relative efficiency of the views-based interface could improve more as
users gained additional experience with it.
Participant satisfaction with the views interface was very high when compared to the standard
interface. Ratings on six different scales were consistently and significantly higher for the viewsbased interface than for the standard interface. When asked which interface they preferred after
completing each task, at least 75% of the participants choose the views interface. Responses to
interview questions confirmed the interface preference results and suggested that in situations other
than the study tasks, a large majority of participants would still prefer to use the views interface.
Participants felt the speed and ease with which they could complete tasks, along with the lack of
navigation to a separate preview page, as the primary advantages of the views interface.
The results did, however, indicate some issues with the views-based interface that warrant
further investigation. Although the lower mean value for number of correct answers given with the
views interface in Task 2 was not statistically significant when compared to the mean value for the
standard interface, the difference coupled with observations of participants while completing the tasks
does raise issues regarding the effectiveness of the views interface. Specifically, it appears that
participants had a lower comprehension of visible keyframes when looking at previews with the popup windows of the views interface compared with the static page devoted to the previews in the
standard interface. Whether this is because of specific implementation decisions that resulted in a
high level of attention to be devoted to the pop-up window itself, or due to more general cognitive
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issues related to a preview viewed in context versus a preview viewed in isolation, is a question
worthy of further study.
Participants also provided suggestions for improving the views interface. The most frequent
suggestion was to indicate in some way which titles on the results page had been previously viewed.
For example, if the icon used to trigger the pop-up preview for a given video title changed after a user
had viewed the title, or if the text of the title on the results page itself changed in some noticeable
way, participants felt it would be much easier to keep track of where they were in their task. It was
suggested that a similar benefit could also be achieved by moving the icon used to trigger the pop-up
preview away from the titles on the page to ensure the pop-up window did not obscure the titles. A
few participants were uncomfortable with how easily the pop-up preview was to trigger; it was
suggested that leaving more space between preview icon and the pop-up window would reduce
unintentional pop-ups, or that the pop-up be triggered with a mouse click rather than a mouse hover
movement.
Despite some minor but important problems with the implementation of the pop-up window,
the study findings are encouraging for the views interface. Participants were able to complete tasks
with significantly fewer navigational moves using the views interface, while also showing an
overwhelming preference for that interface and giving it significantly higher ratings. Viewed as a
whole, the findings reflect a comment Participant 3 made of the views interface: “It’s just better
because you can do more, go through more information in a shorter period of time, without as much
work.”

6

Results and Discussion: Exploratory Tasks

This chapter presents the results of the second phase of a two-phase study conducted to evaluate the
AgileViews framework. This phase of the study required study participants to complete three
information seeking tasks using a single interface that incorporated shared and history views as
described in the AgileViews framework. The types of information used by participants to complete
each task are first described, followed by an evaluation of the shared and history views.
6.1

Phase 2 Results

After completing the Phase 1 tasks and interview described in the previous chapter, study participants
performed three more tasks in Phase 2 of the study. The goal of these tasks was to elicit data on how
frequently participants used the shared and history views to complete the tasks, to discover what they
thought was useful or not useful about those views, and to gather suggestions from participants for
making the views more effective.
In contrast to Phase 1, in Phase 2 participants used only one interface for each of the three
tasks and no quantitative performance or ratings data were recorded. Instead, the type of information
utilized by participants in completing the tasks was tallied and comments made by participants as they
performed each task were noted. Participant answers to the Phase 2 interview questions were also
recorded.
6.1.1

Participant Performance

Each task in Phase 2 was presented to the participant in the form of a short scenario. The participant
was shown the metadata details for a particular video title in the Open Video collection and allowed
to view the video itself to form an understanding of the gist of the video. The scenario for the task
asked the participant to use that video as a reference when finding another video that met the specific
criteria in the task scenario. Although the task scenarios required the participant to supply an answer
to each task, this was done primarily to simulate a realistic information seeking situation and keep the
participant focused on the task; submitted answers were recorded but not scored since the scenarios
were not written to produce a single correct answer.
The participant was allowed to complete Task 4 without interruption, but in Tasks 5 and 6 the
think-aloud protocol was used and the participant was asked to verbalize his or her thought process
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while completing the task. The study administrator also asked specific questions regarding the
participant’s decision-making process following each task.
6.1.1.1

Types of Available Information

As described more thoroughly in Chapter 4, the interface that participants used for the Phase 2 tasks
was similar to the standard interface used in Phase 1 of the study but included some additional types
of information on the results page: shared and history views. There were two forms of shared views,
each based on recommendations from other users of the Open Video collection. The first type showed
video titles that were implicitly recommended by virtue of having been downloaded by other users
who had also downloaded the currently selected video title (referred to as “Recommendations –
Downloads” in the discussion below; see Figure A.4 in Appendix A for an example). The second type
of shared view (Recommendations – Suggestions; see Figure A.5 for an example) provided a similar
list of titles related to the currently selected one, but this list consisted of explicit recommendations
submitted by other users for the current title.
There were four types of history views. The first two were based on data related to download
history (Figure A.6 in Appendix A illustrates these views). The first type, History – Total Downloads,
simply showed how many times the selected video has been downloaded by other users; it was visible
at all times on the results page. The second type, History Downloads by User Type, also showed how
many times the selected video had been downloaded but contained other details as well, such as the
relative popularity of that video in terms of downloads and a breakdown of how often the video was
downloaded by users who identified themselves as researchers, instructors, students, or other user
type. This history view was displayed in a pop-up window triggered when the user moved the mouse
over an icon next to the number shown in the History – Total Downloads view.
The second two types of history views parallel the first two types, except instead of
downloads the History – Total Views view showed how many times users had viewed the details or
preview page for the selected video title, and the History – Views by User Type view contained the
user breakdown details for those page views (see Figure A.7).
In addition to the shared and history views, study participants could also access the preview
and details pages for any video title just as they could with the standard interface in Phase 1. In the
discussion below, participant use of the video title, preview page, or details page is grouped together
in a category called “Title/Preview.”
The following sections summarize how frequently participants used each of the available
types of view information in completing each task. For each task, any use of one of these types of
information was categorized as either a primary or secondary factor in the participant’s decision-
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making process for that task. Because this phase of the study was exploratory and intended to
discover, in as realistic a way as possible, how participants utilized view information in completing
tasks, participants were not interrupted and forced to categorize the information they used during the
task. Rather, the study administrator categorized each type of view used during the task as either a
primary or secondary factor based on the participant’s own description of his or her thought process
during and after the task. If the participant indicated that a particular type of information was a
significant or major factor in his or her decision, that information was categorized as a primary factor.
If the participant examined a type of information in the decision-making process but indicated it had a
lesser influence on his or her decision, it was categorized as a secondary factor.
6.1.1.2

Task 4 Results

The purpose of Task 4 was to represent an information seeking situation in which the user wants to
find more resources of a quality similar to a given resource. The question text was:
Please watch the video segment titled “For Health and Happiness.” Imagine you liked
this video a lot and want to find another video of similar type and quality. How would you
go about finding another video and what would be the video you select?
Table 6.1 shows the types of information used by each participant in completing this task and
whether it was used as a primary or secondary factor in their decision-making process.
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Table 6.1 Information Used by Participants to Answer Task 4
Not surprisingly, 16 participants used the video titles and keyframe previews as a primary
factor in finding another video title that they thought was most similar to the video title given in the
question scenario. In six of those cases the title and previews were the only type of information used
by the participant as a primary factor in finding another video title that they thought was similar.
These participants typically used the video title to evaluate whether a video was likely to be similar in
content, and if it appeared that it might be, looked at the preview to determine how similar it was. The
video in the question scenario contained significant footage of both food and children and these were
two elements mentioned most often by participants who relied on the title/preview information as a
primary factor in determining their Task 4 answer.
In the physical world, we sometimes rely on recommendations from other people to direct us
to new information based on examples of what we already like. In recent years, recommendations
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have become increasingly available when information seeking online, as when searching at Amazon
for books or consumer products, or using Research Index to locate scientific literature. From Table
6.1 it is clear that most of the participants took advantage of the availability of recommendations in
the study interface when completing Task 4, with 18 of the 28 using at least one type of
recommendation as a primary factor in their answer, and three others relying on recommendations as
at least a secondary factor. Very often participants used the recommendations in conjunction with the
title/preview information. These participants would typically move back and forth between the
recommendation views and the title/preview information, evaluating promising titles that appeared in
one of the recommendation views by examining the keyframe preview in an iterative fashion. In some
cases, such as Participant 5, participants first examined the title/preview information for several titles
before looking at one of the recommendation views, indicating that they were using the
recommendations as a way to help make a decision when the title/preview information on its own did
not provide enough information for that decision.
The significant use of the recommendation views was corroborated by participant comments.
Participant 18 noted that, if recommendations similar to those in the Recommendations – Suggestions
view are available in an interface she is using, that information would be her “first choice” to look at
when evaluating resources. Participant 26 relied entirely on the two recommendation views in
completing Task 4, explaining, “If I don’t know exactly what I’m looking for . . . recommendations
are pretty helpful.” Of the two types of recommendation information available, the Recommendations
– Suggestions view was used more often by participants than the Recommendations – Downloads
view. A likely reason for this was suggested by several participants who mentioned that the
Recommendations – Downloads view could be misleading because it is not clear why users
downloaded the titles they downloaded. But Participant 22 did not share this concern, specifically
referring to the Recommendations – Downloads view when he said, “If I had time and I was really
interested in a topic, then it would definitely be helpful to see what other people looked up.”
There were several participants who did not use the recommendation views at all. Although
an interface orientation was conducted at the beginning of Phase 2, Task 4 was the first task
participants performed using the interface with shared and history views and it is possible that in
some cases the participant simply forgot that the additional views were available. In fact, a couple of
participants indicated this when asked, after completing the task, why they did not use the views.
Participant 11, on the other hand, said that she simply did not think about using recommendations in
making decisions, and Participant 22 did not feel she needed any information other than what she
could get from the title and previews. At the other extreme, however, were several participants who
relied entirely on the shared views in completing Task 4. Participants 20 and 26, for example, each
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compared the list of titles in both recommendation views and picked “Eat for Health” as their answer
because that title showed up near the top in both recommendation lists.
The use of the history views during Task 4 was minimal and there were no participant
comments on the history views while completing Task 4.
6.1.1.3

Task 5 Results

Task 5 was similar to Task 4 but the emphasis was on finding another video title that was both on the
same topic as the video title given in the task scenario and intended for a fairly specific purpose.
Videos that seemed likely candidates based on their titles varied in their download and view history
information, including their instructor counts, making some titles better potential answers than others
for the given task.
The question text for Task 5 was:
Please review the details below for the video titled “Hoover Dam Construction,
complete video.” Imagine you are an instructor and think this video will be useful for a
civil engineering class you are teaching on the history of dam construction, but you would
like more video footage on the same topic. How would you go about finding another video
and what would be the video you select?
Table 6.2 shows the types of information used by each participant in completing this task and
whether it was used as a primary or secondary factor in their decision-making process.
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Table 6.2 Information Used by Participants to Answer Task 5
Participants used the title/preview information and the shared views while performing Task 5
in a pattern roughly similar to that of Task 4. A few more participants relied on the title/preview
information as a primary factor in making their decision for Task 5 as compared to Task 4.
Depending on the exact results page a participant ended up with, there were about six video titles that
appeared to be related to dams or water-related projects based on their titles, and nearly all
participants spent some time looking at the previews for several titles. Although most of the previews
showed dams, it wasn’t clear that any one of them was specifically about dam construction and likely
because of this a higher number of participants looked at the video descriptions when evaluating
specific videos in Task 5 than in Task 4.
Another minor difference between Tasks 4 and 5 was the use of the two shared views. While
about the same number of participants used the Recommendations – Suggestions view in each task,
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fewer participants used the Recommendations – Downloads view in Task 5. Although no participant
specifically mentioned it, this may be because, as participants became more familiar with the
interface, they decided the Recommendations – Downloads view was less useful than the other
available information and thus as a group were less likely to refer to it. Participant 21 did say that he
thought the recommendations made explicitly by users were more specific than those made implicitly
by downloads and therefore only used the Recommendations – Suggestions view in Task 5. Other
participants made comments that hinted at why many of them used the Recommendations –
Suggestions view in Task 5. Participant 13, for example, looked first at the list of titles in the
Recommendations – Suggestions view, “because I trust human recommendations,” and then looked at
the previews and descriptions for each of the recommended titles to make her final decision. As in
Task 4, the strategy of comparing the titles that appeared in both the Recommendations – Downloads
and the Recommendations – Suggestions view and basing a final decision primarily on these two
views was also used, in this case by Participants 26 and 27.
The additional criteria in the Task 5 scenario—that the video selected would be used in
teaching a course lecture on dam construction—did appear to affect the types of information used by
participants, with 11 of the 28 participants using one or more history views as either a primary or
secondary factor in making their decision. A few more participants said they had forgotten about the
history views and might have used them had they been more familiar with the interface.
Of the participants who used the history views, there appeared to be two general strategies of
use. The first was simply referring to the history views in conjunction with several other types of
information to form a general impression of the content and popularity of a given title. Several
participants, for example, used at least two other types of information in addition to one or more
history views (Participants 2, 4, 14, 18, 20, 26, 28). The second strategy was one where only history
views and a single other type of information was used (Participants 7, 8, 23, 24, 25). In these cases,
the participants either used the history information as a quick way to narrow down the potential
answers and then referred to either the title/preview information or the Recommendations –
Suggestions view to confirm a final answer, or used the title/preview information to narrow down the
potential answers and used one or more history views to confirm a final answer.
Participants used both the total count and the breakdown by user type versions of the
download and page views history views, in various combinations. In two cases (Participants 8 and
20), the participant only used the total count versions of the history views. Participant 20, for
example, picked a potential answer based on proportion of downloads shown in the History – Total
Downloads view to the number of page views shown in the History – Total Views view, making the
assumption that a title with a high proportion of downloads to views was likely to be a good video.
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He confirmed this assumption by checking the two shared views to see if other users had
recommended and downloaded the candidate video.
More participants used the History – Downloads by User Type and History – Views by User
Type views to examine the breakdown of downloads or page views by different types of users. In
most cases, the participant focused primarily on the count for Instructor in these views (the task
scenario specified that they were an instructor), although one participant mentioned that she was also
paying attention to the count for researcher and another said she only looked at the student count,
assuming that if a lot of students downloaded a video it would be a good one to use for teaching
students. The participants who used the History By User Type views in Task 5 most often used them
to confirm potential answers and usually felt very confident with their answer when one or both of the
History By User Type views showed a high number of instructors. They also appeared to appreciate
this method of confirming a potential answer. When displaying the History By User Type views to
confirm his answer for Task 5, for example, Participant 23 said, “I like this.”
6.1.1.4

Task 6 Results

In some situations knowing how often a resource has been viewed or downloaded can be an even
bigger factor in making a decision than it was for the scenario in Task 5. For example, some
discussion forums indicate how many times a discussion thread has been viewed and how many
replies to the thread have been made and users sometimes will only be interested in threads that have
a relatively large number of replies (Smith, 2002). Task 6 represented a similar situation, in which
knowing the relative popularity of a resource might help in evaluating its potential usefulness for a
specific information need, especially when other available information about the resource is scant.
The question text for Task 6 was:
Please review the details below for the video titled “Senses and Sensitivity.” Imagine
that you are a student taking a semester-long course in neurobiology that has been
videotaped. The course lectures have been collected on the Open Video site under the title
Senses and Sensitivity and are available for students to watch at any time. It is the night
before your final exam and you only have enough time to review three or four of the taped
lectures. How would you go about deciding which ones to view? Assume that your
classmates have some knowledge about which lectures are the most important to review.
Table 6.3 shows the types of information used by each participant in completing this task and
whether it was used as a primary or secondary factor in their decision-making process.
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Table 6.3 Information Used by Participants to Answer Task 6
The pattern of types of information used by participants in Task 6 changed substantially from
Tasks 4 and 5. There were 16 lectures in the Senses and Sensitivity series, all 45 minutes in length,
with relatively uninformative titles (“Senses and Sensitivity, Lecture 1”) and previews. As in a realworld information seeking situation, when faced with many superficially similar resources,
participants looked for other types of information to help distinguish between them. Several
participants felt the shared views provided enough information to select three or four answers for the
task; Participants 1, 13, and 19 all relied primarily on the Recommendations – Suggestions view for
their answers.
Many more participants, however, relied on the history views for Task 6, with all but three
participants using one or more history views as at least a secondary factor in their decision-making
process. The main reason for the shift in emphasis to the history views from the shared views as
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compared to Task 4 appeared to be the desire of participants to know which titles were popular with
students in particular, rather than which were simply popular overall. The most common tactic among
participants was to first scan the column that displayed the History – Downloads count and then view
the History – Downloads by User Type view for the titles that had relatively high total counts.
Participants usually focused on the student counts within the History – Downloads by User Type
view, checking to see if a high proportion of the total downloads for the title was by students. In a few
of these cases, the participant wanted to see a high number of both students and instructors.
As in Task 5, another strategy used by a few of participants was to select an answer based on
proportion of downloads shown in the History – Total Downloads view to the number of page views
shown in the History – Total Views view, again assuming that a title with a high proportion of
downloads to page views was likely to be a good video. Participant 24 used a similar strategy but
compared the student counts for both downloads and page views for each video, believing that if a
high percentage of students looked at the details and preview pages for a video and then chose to
download it, that video was likely to be a good candidate for the assigned task.
It is clear from Table 6.3 that participants relied much more on the two History by
Downloads views compared to the History by Page Views information. Several participants provided
an explanation for this, saying that just because users looked at the details or preview pages for a
video doesn’t mean that they liked it; they felt that the counts of downloads were more meaningful.
One participant expressed a unique opinion based on the download and view counts, saying that,
given the relatively low numbers of total downloads and views for any of the titles (the maximum
number of downloads and views were 28 and 44, respectively), looking at the history views “doesn’t
tell me a whole lot” (Participant 3).
6.1.2 Evaluation of the Shared and History Views
The three tasks participants were asked to complete in Phase 2 of the study were intended to represent
three different types of information seeking situations. It is not surprising, therefore, that the extent to
which participants used the shared and history views in completing each task varied substantially. It is
evident, however, that the shared and history views were significantly utilized during each task.
Figure 6.1 shows, for example, that at least 60% of the sources of information used as primary factors
in completing Tasks 1 and 2 were the shared (recommendations) and history views, with the
percentage increasing to more than 95% for Task 6.

Relative Reliance on Type of Information
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Figure 6.1 Graph of Relative Use of Shared and History Views by Task
To gain further insight into the potential value of the shared and history views to users,
participants were asked in the Phase 2 interview how useful they thought the shared and history views
were. A large number of participants expressed positive opinions about the views, indicating their
relatively high value for completing the assigned tasks. A typical comment was, “I like them a lot. I
think they were very helpful” (Participant 25). Participant 28 provided a little more insight into why
the views were useful, explaining that, since the information provided by the views “gives you an
idea of what people have been using, it might help you quicken your search.”
Other participants were more specific about when the views would be most useful.
Participant 10 suggested that she might use the views more when trying to decide between two
resources. Similarly, Participant 3 mentioned that the views were particularly helpful in Task 6 since
there was not a lot of other information available to differentiate between titles. Without the views,
Participant 4 said, she would have to go through the details of every title on the results page and
would not be as sure of which one to select.
Some participants qualified their positive opinions of the views to specific circumstances.
Participant 2, for example, said that their usefulness might depend on the knowledge the user has of
the collection and the quality of the resource descriptions that are available. If there is not much of
either of these, she said, then the views would be very helpful. Participant 23 thought the views were
helpful for the scenarios given in the assigned tasks, though he was less sure that in a real world
information seeking task he would be very concerned with what other people downloaded. Other
participants noted that the views were more useful for some tasks than others. Participant 13 liked the
views for Tasks 4 and 6 but in Task 5, where she used the Recommendations – Suggestions view, she
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did not feel the recommendations given were very relevant. Participant 17 did not find the views
useful for Task 4 but did like them for Task 5 and especially Task 6. Participants 16 and 20 also
mentioned that the views were particularly useful for Task 6.
There were a total of six shared and history views in the interface used for Phase 2 of the
study. Although two of the four history views consisted entirely of a two-digit number (indicated the
total download or view counts), one participant thought that there was too much information available
from this interface and that reducing the number of views might reduce the chances that a user would
be confused by the range of alternatives.
As with the performance tasks in Phase 1 of the study, participants seemed to become more
comfortable using the views as the tasks progressed. Participant 22, for instance, said she thought the
views were more useful to her in Task 6 because she had gotten used to the interface by then.
Participant 12 said that at first she did not believe the views were going to be useful, but by the last
task she definitely thought they were helpful.
6.1.2.1

Shared Views

The two shared views, Recommendations – Downloads and Recommendations – Suggestions, were
used to a great extent by participants. As shown in Figure 6.1 above, the shared views were used as a
primary factor in participants’ decisions more often than either the title/preview information or the
history views for both Tasks 4 and 5. Although the history views were used more than the shared
views for Task 6, the shared views were still used more than the title/preview information for that
task.
Compared to the history views, the shared views were more familiar to participants. Several
participants mentioned being familiar with the recommendations provided by Amazon and one
participant said she bought music online based on recommendations provided by a Web site she
frequented. Some participants appeared very predisposed to using recommendations in making
decisions, such as Participant 6 who noted, “I’m really influenced by people’s reviews,” and
Participant 18, who said that, if user recommendations are available in an interface, she would use
that information as her “first choice.”
Participant 18 also explained that the Recommendations – Suggestions view would save her
time because, instead of examining the resources on the results page one by one, she could instead
first look at the list of recommended resources and examine the previews for those. She felt confident
that the recommendations would be topically similar to the resource with which they were associated.
Participant 26 also thought the recommendations were a good way to find resources, saying, “If I
don’t know exactly what I’m looking for . . . recommendations are pretty helpful.”
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There were only a few comments from participants regarding the differences between the two
types of shared views. Participant 14 said she thought the two types of shared views were redundant.
In a few other cases the participants indicated that they had more confidence in the Recommendations
– Suggestions view than the Recommendations – Downloads view. This inclination is supported by
the counts of views used during the three tasks. Figure 6.2, for instance, clearly shows that the
Recommendations – Suggestions view was used more often in each of the three tasks, with the
difference in use widening with each successive task.
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Figure 6.2 Use of Shared Views as Primary Factor in Participant Decision by Task
Participant 5 said that knowing how many people had downloaded or recommended the titles
in the two shared views would make those views more useful, suggesting that the credibility of the
recommendations would be increased if the counts were relatively high. Similarly, Participant 14 said
she would like to see a section associated with the shared views that would enable her to see why
people had recommended a given resource. Finally, several participants indicated that the shared
views would be more effective if the titles of recommended resources were linked so that they could
click a title and directly access more information about that resource.
6.1.2.2

History Views

Only a few participants used the history views for Task 4, but participant use of those views increased
for Tasks 5 and 6. About 70% of the information participants used in completing Task 6, in fact, was
from the history views. While the Task 4 scenario presented participants with minimal criteria (find a
video of similar type and quality to the given video), the Tasks 5 and 6 scenarios were successively
more specific (participants were asked to assume they were instructors and students, respectively) and
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the candidate videos were often superficially very similar. Participants, therefore, appeared to
increasingly rely on the history views as the task scenarios included more detailed criteria. The
general benefit of the history views described by several participants was enabling the user a way to
obtain information about other people’s activity or about which resources are popular in the
collection.
There were four types of history views. The History – Total Downloads and History – Total
Views were simply counts that were visible on the results page at all times. Participants were often
observed looking at these numbers during Tasks 5 and 6 and Participant 8 specifically mentioned that
he liked being able to see these history counts on the page, even without the other two types of history
views associated with them. Participant 5 said she especially liked the History – Total Downloads
view because it provided information similar to the citation counts she uses in her field to help decide
whether to read specific research papers.
The other two types of history views, History – Downloads by User Type and History –
Views by User Type, were displayed in pop-up windows that contained not only the total counts by
downloads and page views but also a breakdown of those counts by type of user. These views were
used more frequently than the corresponding history views, as shown in Figure 6.3, even though they
required the participant to use the mouse to display. At least a quarter of the participants mentioned
specifically that the breakdown by user type in these views was helpful in completing the assigned
tasks. Participant 18, for example, said that, even though you do not know why people downloaded a
video, the History – Downloads by User Type view showing what kind of people downloaded it was
helpful. Another participant specifically mentioned liking the visual representation of the bars used in
these two views (Participant 10).
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Figure 6.3 Participant Use of History Views by Task
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On the other hand, there were a few participants who did not feel the history views were as
useful as the other available information. Participant 9, for example, thought the shared views were
useful but did not find the history views helpful for the assigned tasks. Participant 13 said she initially
forgot about history by user type views, but even after remembering did not put much stock in the
information because she did not know the purpose for which the users would be using the video.
Participant 27 felt the History views were the least useful of the views.
In Figure 6.3 it is clear that participants used the two history by downloads views more often
than the history by page views information. Comments from participants corroborated this finding.
Participant 5 said she thought the history by page views information was redundant with the history
by downloads views and therefore was not needed, and Participant 28 made a similar comment,
saying that she felt the history by downloads views were the ones to use, since that information was
based on users taking the time to download a video versus simply looking at a Web page about the
video.
6.1.2.3

Distinct Views Versus Separate Page

Although it is clear that, in general, participants found the shared and history views very useful and
would like to have access to such information when using an information seeking interface, it is also
clear that that same information could be made available in different ways. For example, rather than a
view that appears as a pop-up window in the context of the primary information as used in the study,
the shared and history information could alternatively be made available as a separate, dedicated
page. In fact, shared and history information is becoming increasingly available in this manner in
popular navigation-based information seeking interfaces. For instance, at Amazon recommendations
are displayed both on the main page for a resource (book, CD, or other product) and on a separate
page (when navigating to one’s shopping cart to purchase an item).
To find out how important this aspect of the AgileViews framework was to study
participants, the second question of the Phase 2 interview asked participants to imagine that, rather
than accessing the shared and history views through separate pop-up windows, they could access all
of the shared and history information on a single, separate page, much like the way the storyboard
previews were available on a separate page in the standard interface used in the Phase 1 tasks.
Although Participant 23 said he might prefer all the information on a separate page, “because it’s
definitely not what I’m looking for first,” and two participants said they could see advantages to both
approaches, nearly all of the participants said they would prefer to access the shared and history views
through pop-up windows rather than navigating to a separate page.
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The answers to this question indicate that there were two primary reasons participants
preferred the pop-up windows over a separate page. The first had to do with enabling the user to more
easily focus on the type of information he or she is interested in at a given point in the task.
Participant 12, for example, said she preferred the pop-up approach because “you don’t need all that
history all the time . . . it’s there if you need it but you don’t have to search through all that
information to get what you’re really looking for.” Participant 21 made a similar comment: “If you’re
just looking for one piece of specific information, you don’t want to go through the whole page just to
get that one thing.” And Participant 20 clearly saw an efficiency advantage of making the shared and
history information available through the pop-up views when he said he preferred the pop-up because,
“I only need to point my mouse to certain information that I’m interested in. I don’t need to . . . click,
back, click, view, back, click, view, back . . . a long process for getting the useful information.”
The last comment was similar to many others that indicated the smaller, distinct views also
resulted in a second major benefit: a reduction of time and effort. Participants very much liked being
able to look at the information in a pop-up in a few seconds versus having to click and wait for a new
page, or as Participant 27 said, “I definitely liked the pop-up factor as opposed to clicking.”
Participant 28 explained the benefit of the pop-up window in more detail: “It’s just right there for you
to see. You don’t have to click . . . to get there. Yeah, it’s just easier and the information just pops up
right there for you.”
As Participant 18 explained it, accessing the views through the pop-up windows meant “you
just move the mouse, really saves you time and gives you more information, so it’s one page you
have all the information on it, you don’t have to go to the next page,” while with the alternative,
separate page approach, “you have to go next page, back, next page, back.” Regarding this separate
page approach, Participant 16 said, “I think after a while that would really become a pain, having to
navigate to another page.” Participant 16 also indicated the broader implications of the extra time and
effort the separate page approach required when he said, “If I was really pressed for time I’m not
going to want to go to another page and then go back.”
6.1.2.4

Implementation as Pop-Up Windows

As in Phase 1, the information that composed the shared and history views in Phase 2 was made
available to the study participants through pop-up windows. As discussed in Chapter 3, however, the
AgileViews framework does not prescribe that views be provided through pop-up windows.
Alternative methods—such as dedicated page area or an expandable/collapsible section are also
feasible ways to enable users to access views without navigating to a new window or page of
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information. The final question of the Phase 2 interview was intended to discover what participants
liked or disliked about the pop-up windows in the Phase 2 interface.
In general, participants liked the Phase 2 pop-up windows and had no significant negative
comments about them. In contrast to the pop-up window used to display the keyframe preview in the
views interface in the Phase 1 tasks, there was nothing to click on or manipulate in the Phase 2 popup windows and this was seen as an advantage by several participants. Participant 7, for instance, said
she liked the Phase 2 pop-ups better because they were small and she did not need to click on
anything in them. And Participant 20 noted that the Phase 2 pop-ups displayed faster than the pop-up
used in Phase 1.
There were a couple of suggestions for improving the pop-up windows used in Phase 2. A
few participants noticed that the pop-up window would be partially cut-off if displayed for a resource
that was shown at the very top or bottom of the browser window. One participant thought better terms
could be used in the column headings on the results page to describe the different views, although she
did not have any specific suggestions.
6.2

Summary of Phase 2 Findings

Phase 2 of the study demonstrated that participants both used and liked the shared and history views
when completing the assigned tasks. The extent to which each view was used varied by task. The
shared views were used more frequently for Tasks 4 and 5, although even for Task 6 they were used
as often as the title/preview information. The history views were used less often for Tasks 4 and 5,
but were the primary source of information used by participants to complete Task 6.
Overall, participants most often used the shared views to either narrow down the number of
videos they would examine in detail, to confirm that a candidate video would be a good one to select,
or to help them decide between two candidate videos. The pattern of usage indicated that participants
generally favored the Recommendations – Suggestions view, which consisted of explicit
recommendations by other users, over the Recommendations – Downloads views, which consisted of
implicit recommendations determined by co-download activity. Participant comments suggest that the
explicit suggestions seemed more relevant than the recommendations by downloads.
The history views were generally used when participants thought it would be helpful to know
how often a video had been downloaded and what type of users had downloaded it. Of the four types
of history views, participants were more likely to use the history by downloads views as compared to
the history by page views information. The fact that users had to expend more effort to download a
video compared to looking at a page of information about it appeared to give the history by
downloads views more credibility. Participants made positive comments about both the simple counts
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in the History – Total Downloads and History – Total Views views and the detailed breakdowns by
user type in the History – Downloads by User Type and History – Views by User Type views. The
views containing the breakdowns by user type were particularly useful to participants in Tasks 5 and
6.
The Phase 2 tasks did produce some useful suggestions for improving the shared and history
views. It was suggested that the two types of shared views were redundant and the Recommendations
– Downloads view could be eliminated. Similarly, some participants felt the history by page views
information was less useful than the history by downloads views and that the interface could be
simplified by eliminating the history by page views information.
When given the hypothetical alternative of accessing all the shared and history view
information on a single, separate page rather than through the pop-up windows, a large percentage of
the participants said they preferred the views to be accessible through the pop-up windows.
Participants found accessing the information in the views through the pop-up windows to be quick
and easy and, when asked, had few complaints about the pop-ups. Participants liked the views in the
pop-up windows both because the views enabled them to focus on the specific type of information
they were interested in at a given point in their task, and because they were able to access this
information without the time and effort associated with clicking a link to navigate to a separate page.
Participant 26 made a comment that was fairly representative when she said she preferred the pop-up
views because they are an “easier and more concise way of providing information.”

7

Conclusion and Future Directions

This chapter summarizes the work done to develop and evaluate the AgileViews framework. It
revisits the two research questions the dissertation set out to investigate and provides an overview of
how those questions were addressed. A summary of the findings from the two-phase user study is
presented, followed by a discussion of the primary conclusions it produced. The broader implications
of this work on the design of information seeking interfaces are considered along with guidelines for
using the AgileViews framework to improve information seeking interfaces. The chapter concludes
by suggesting ways this work can be deepened and extended by further research.
7.1

Overview of Findings

There exists today an unprecedented amount of digital information. As more people gain access to
this information and the information itself continues to expand in both quantity and richness, it
becomes increasingly critical that system developers and interface designers find ways to enable
people to access this information more effectively. Information seeking systems must not only help
people find the information they need to accomplish their goals but make the process of finding it
more efficient, transparent, and satisfying.
The work in this dissertation proposes that a new framework—AgileViews—can be used by
developers and designers to create more effective information seeking interfaces. To assess the
potential value of the AgileViews framework, this dissertation investigated two general research
questions. The first question asked if it was feasible to create a theoretical framework for digital
environments that emulated the way people naturally and easily shift between multiple points of view
in the physical world, and if so, what are the essential components of such a framework? Chapter 3
laid out the AgileViews framework, describing its essential components and providing examples of
systems that were created with reference to the framework. In that chapter it was demonstrated that by
presenting the various types of information that make up an information space in discrete, intuitive
views and providing mechanisms that enable effortless, or agile, interaction between these views, it is
in fact feasible to emulate this natural process in the digital world.
While views—coherent units of information representing subsets of an information
space—are quite common in information systems, interfaces that utilize a formal, coordinated set of
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views as suggested by the AgileViews framework are much less common. The AgileViews
framework defined six fundamental types of views:
•

Overviews are representations of an entire collection of objects

•

Previews are representations of a single object

•

History views are representations of the past activities of a user or, in aggregation, a group of
users

•

Shared views reveal the activities, opinions, and recommendations of other people in a given
context

•

The primary view is the view that the user is focused on at a given time

•

Peripheral views consist of contextual information—including other views when they are out
of focus
The information in these views can be physically presented in a variety of ways. Chapter 3

describes the possibilities in implementing views as separate windows, tabbed pages, distinct physical
areas, collapsible/expandable sections, pop-up windows, and zoomable areas of a single display. Each
of these approaches has advantages and disadvantages; the characteristics of the information system,
the intended users of the system, and the information itself should each be factored into the decision
of how to implement views in a given system.
In the physical world, we can change views very easily, simply moving our head or
refocusing our eyes to shift from a primary view to a peripheral view, for example. To mirror the
naturalness with which we use views in the physical world, it is important that users are able to easily
display and shift their attention between these views. Chapter 3 suggested that the mechanisms most
familiar to users of information seeking interfaces today, such as the mouse-click, double-click, rightclick, mouse hover, command keystrokes, or combination of these, should be leveraged to enable ease
and control in shifting between views, although in the long-term more advanced mechanisms, such as
eye gaze, gestures, or voice commands have the potential to enable even more intuitive control in
shifting views.
The second research question asked whether, given the AgileViews framework described in
Chapter 3, such a framework would enable us to design interfaces that improve the user experience
for people performing information seeking tasks in the digital world. Or, in operational terms, does
such an interface improve the efficiency, effectiveness, and satisfaction of users in completing
information seeking tasks, and what do they subjectively like and dislike about it? This question was
investigated by conducting a two-phase user study with 28 participants designed to produce a range of
quantitative and qualitative data.
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The first phase of the study required study participants to complete three information seeking
tasks using both a standard interface and an interface developed according to the ideas proposed in
the AgileViews framework. These tasks involved extensive use of previews. The second phase of the
study required study participants to complete three more information seeking tasks using a single
interface that incorporated shared and history views as described in the AgileViews framework.
Results from the study showed that an interface developed according to the AgileViews framework
does indeed improve the user experience during information seeking, as evidenced from both
objective, quantitative data and from more subjective user impressions.
Phase 1 of the study produced mostly positive data for the overall usability of the viewsbased interface, particularly in terms of efficiency in navigational moves and user satisfaction.
Participants required significantly fewer navigational moves for all three tasks with the views
interface and participant comments suggest that its relative efficiency might improve more as users
gained additional experience with the views interface. Participant satisfaction with the views interface
was very positive relative to the standard interface. Ratings on six different scales were consistently
and significantly higher for the views based interface than for the standard interface. And when asked
which interface they preferred after completing each task, at least 75% of the participants choose the
views interface.
Phase 2 of the study demonstrated that participants both used and liked the shared and history
views when completing the tasks assigned in that phase. The extent to which the different types of
shared and history views were used varied by task, but both views were used during each task and
when grouped together, either the shared or history views were the most frequently used type of
information for each of the Phase 2 tasks. When given the hypothetical alternative of accessing all the
shared and history view information on a single, separate page rather than through the pop-up
windows, a large percentage of the participants said they preferred the views to be accessible through
the pop-up windows. Participants found accessing information using the views to be quick and easy,
both because the views enabled them to focus on the specific type of information they were interested
in at a given point in their task, and because they were able to access this information without the
time and effort associated with clicking a link to navigate to a separate page.
Based on the study results, the potential of the AgileViews framework to help developers and
designers create more effective information seeking interfaces appears to be very good. In particular,
it can be concluded that implementing views as outlined in the framework can increase the efficiency
and satisfaction of users when using an information seeking system, while also encouraging them to
explore the system and to be more thorough in their tasks. These conclusions are described in more
detail in the following sections.
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7.1.1

Views Improve User Efficiency

Based on the three measures of efficiency used in the study (time to complete each task, the number
of navigational moves required to complete each task, and the number of backtracking navigational
moves used in completing each task), it is clear that participants were more efficient when using the
views interface. They completed the session tasks using 40% fewer navigational moves with the
views interface compared to the standard interface, with no increase in the amount of time or number
of backtracking moves required to complete the tasks.
It is important to note that participants had only minimal orientation to the views interface
used in the Phase 1 tasks, and only used it for three tasks in the study. The fact that several
participants noted they felt they became more proficient with the views interface with each successive
task suggests that the overall efficiency of the views interface relative to the standard interface could
actually be greater if the same tasks were performed by users experienced with the views interface.
Further improvements in the relative efficiency of the views interface are also likely if the
pop-up window used in the Phase 1 tasks were to be improved as described in the “Creating More
Effective Pop-Up Windows” section below. Some participants clearly took some additional time to
complete the tasks using the views interface because of minor problems related to manipulating the
relatively complex pop-up window.
In discussing how to design better interfaces, Raskin (2000) writes of the fundamental need to
take into account the natural abilities and limitations of human beings. Systems that require extensive
navigation or that force users to piece together an answer to a task using information from multiple
locations strain the limits of human attention and short-term memory. This surely has an impact on
the efficiency with which they complete the task at hand, as “it is obviously difficult to maintain a
task-driven state in the presence of external events irrelevant to the main task” (Miyata & Norman,
1986, p. 270). The reduction in navigational moves to complete tasks with the views interface is
evidence of improved efficiency, but the resulting reduction in task interruption may have also
contributed to the finding that study participants seemed to feel that they are more efficient when
using the views interface. In the Phase 1 interview, twice as many participants commented that the
views interface seemed quicker for completing tasks than the standard interface, while in the Phase 2
interview many participants made positive remarks about the efficiency of the shared and history
views as implemented in the study interface, some noting in particular the advantage of having all the
information they needed for the task available from a single window.
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7.1.2

Views Increase User Satisfaction

Marchionini (1995) has noted that during information seeking users “do not want to be distracted
from their real task or divert scarce cognitive resources to the retrieval task. Moreover, humans seek
the path of least cognitive resistance” (p. 156). By improving the efficiency with which participants
completed their tasks and by reducing navigational moves in particular, the views-based study
interfaces presumably enabled the participants to devote more of their attention to the task at hand,
which should make those interfaces more satisfying to use. The QUIS ratings and interface preference
results from Phase 1 of the study, coupled with comments from participants during each of the two
study interviews, demonstrate that participants did indeed like the views-based interfaces.
Participants not only liked the information presented in the discrete views but also liked being
able to access that information through the pop-up windows rather than by navigating to a separate
page. Generally speaking, participants felt that the views saved time and reduced frustration, making
the tasks easier to complete with the views-based interfaces. Two reasons seemed to be most
fundamental to participant satisfaction with the views: the participant was able to more easily focus
on the type of information he or she was interested in at a given point in the task, and the time and
effort associated with navigation was reduced.
Because each of the views—whether a preview, shared view, or history view—contained
only a relatively small amount of information, participants were able to choose the exact type of
information they were interested in at a given point in their task and view that information without
also displaying information they did not need or want to see. For example, it was rare for any one
participant to look at all the available types of information when completing the three Phase 2 tasks;
participants clearly felt one or more types of information might be relevant for a task, but the use of
views meant they were not forced to display information they did not want to see. In general, the
views made it “easier to see what you want to see” (Participant 11) without the additional overhead of
information the participant did not think was relevant at that point in the task.
Participants also liked accessing the information they needed to complete the tasks without
having to navigate to another page. The act of navigation—especially repeated navigation—was
perceived by participants as an annoyance, a time-consuming process that also had the potential of
causing them to forget where they were in their task and reduce their willingness to fully investigate
all relevant possibilities. In contrast, with the views interface “you don’t have to go back and forth,
you have everything on one page” (Participant 24), which participants found “less stressful”
(Participant 4).
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7.1.3

Views Encourage Exploration

Although people most often find information through known-item searching, focused browsing, or
semi-directed browsing, another method of finding information is undirected or casual browsing
(Marchionini, 1995). Toms (2000) refers to this method as “serendipitous information retrieval,”
which occurs when a user “with no a priori intentions interacts with a node of information and
acquires useful information” (p. 2). Citing studies from outside the digital world that show the need
for and value of “chance encounters,” Toms suggests that digital information systems should likewise
facilitate and encourage exploration “so that the user may make opportune discoveries” (p. 3).
With 20 of the 28 study participants stating that they would prefer to use the views-based
interface for exploring, there is good evidence that views encourage exploration. It is likely that the
factors that produced both the efficiency benefits of the views interface and the subjective preferences
for the views interface seen in the six QUIS rating scales contribute to this preference. That is, the
views interface encourages exploration because it does not impose as high a cost—in terms of
physical and cognitive effort—as a typical navigation-based interface. The subjective observations of
participants indicating that they thought the views interface would enable them to explore the
contents of the collection more quickly and easily corroborate this hypothesis.
7.1.4 Views Encourage Thoroughness
The reasons the views interface is preferable for exploring a collection are also likely to encourage
users to perform a more thorough search of resources when using the views interface. That is, even
for a focused or known-item retrieval task, users will sometimes fail to find the item they are looking
for simply because they give up before finding it—at some point the effort involved in the search
outweighs the value of finding the item. Huberman et al. (1998) found evidence for such “utilitymaximizing behavior” in a study on Web browsing, which showed that people will look for
information “until the expected cost of continuing is perceived to be larger than the discounted
expected value of the information to be found in the future” (p. 95). An information seeking interface,
then, that reduces the “cost of continuing” should increase the amount of time and effort a user will be
willing to spend to continue the search.
Because the views interface imposes lower costs on the user, it should reduce situations in
which the user gives up entirely or settles for a lesser resource that was more easily found, and instead
facilitate the user in performing a more thorough and complete search. Again, supporting evidence for
this belief comes from participant comments, such as that of Participant 16, who said that he would
“try my luck a lot more than if the pop-up wasn’t there,” suggesting that the views interface
encouraged him to be more thorough and examine the available resources more completely.
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7.1.5

Limitations of the User Study

The findings described above must be considered within the limitations of the study. Participants in
the study performed only six tasks and although the task scenarios were written to represent realistic
information seeking situations, they were also designed to ensure that participants used the available
views (Phase 1 tasks) or make it very likely that participants would use the views (Phase 2).
Similarly, the domain of information used in the study—digital video—was very specific and not
necessarily representative of all types of information seeking systems.
Only 28 people participated in the study. All were members of the university community and
were relatively young. While they were a fair representation of the university community, they were
not necessarily an accurate representation of people who use information seeking systems in general.
For example, all participants were experienced computer users and used a Web browser on a daily
basis.
As discussed later in this chapter, testing the AgileViews framework with a broader range of
systems, tasks, and types of users would mitigate the limitations of the current study and is an
important area of future work.
7.2

Implications for the Design of Information Seeking Interfaces

The decisions a designer makes in creating an interface have a significant impact on the effectiveness,
ease of use, and enjoyment with which a user is able to accomplish tasks using that interface. The
following sections discuss how the work completed for this dissertation can inform interface
designers hoping to create more effective information seeking interfaces. The general implications of
this work to the design of information seeking interfaces are first summarized, followed by more
specific guidelines and a discussion of both design tradeoffs and limitations to be aware of when
using the framework.
7.2.1

General Implications

The results of the user study completed for this dissertation and the primary conclusions highlighted
above provide solid evidence that the AgileViews framework can be used to improve information
seeking interfaces. Whether or not an interface designer chooses to use the framework in designing an
information seeking interface, the work in this dissertation has several general implications for
creating more effective information seeking interfaces:
Find ways to reduce navigation. The research cited in Chapter 3 suggests that an overreliance on navigation—both as a metaphor and as a method of providing access to information—is at
least partially to blame for a variety of problems people have in information seeking. Navigation
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increases cognitive load and demands on short-term memory as users are forced to divide their
attention between their information seeking goal and the processes involved in navigating and
managing successive displays and windows of information. As a result, users can forget where they
are in their task, become frustrated, and either give up on the task or settle for a less than ideal
solution. The results of the AgileViews user study provide evidence that by reducing navigation
interface designers can save users time and effort and make the information seeking process less
stressful and more satisfying. Thus any approach that reduces navigation without negatively affecting
other aspects of the interface should improve the interface.
Provide users with a variety of types of information with which to make decisions. This
may mean that the underlying system, not just the interface, must be modified or redesigned. To
obtain significant history view information, for example, a system developer may have to implement
transaction logging more sophisticated than simple Web logs, and devise ways to capture more
complete user profile information. The developer may need to modify the system’s database schema
to integrate user recommendations based on co-purchase or co-download data. Although system
enhancements of this sort are often not trivial, the research described in Chapter 2 and the results of
the AgileViews user study strongly imply that people will use and value these additional types of
information. Determining the appropriate types of additional information to provide and making that
information easily available to users should improve the interface.
Ideally, developers and designers should find ways to incorporate both of these suggestions in
the same interface by creating interfaces that give users access to a variety of types of
information without requiring them to navigate away from the primary page. The views interfaces
created for the user study accomplished this by implementing views as pop-up windows. Pop-up
windows, however, are only one possible implementation technique. The other techniques for
implementing views described in Chapter 3 have the potential to achieve the same beneficial results.
7.2.2 Using the AgileViews Framework
Although the AgileViews framework can and should be developed and refined further, the experience
of 28 study participants indicates that the core ideas of the framework—that by explicitly defining
and coordinating overviews, previews, history views, and shared views, the designer can provide
information seeking interfaces that are more effective and satisfying to users—can be usefully applied
today, both for new and existing interfaces.
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7.2.2.1

Improving Existing Information Seeking Interfaces

Many existing information seeking systems provide some form of preview, shared view, or history
view information. For example, an e-commerce system that sells consumer products often has a photo
of the product, product specifications or details, and customer reviews and ratings. Typically, a user
of such a system wants to read about and compare at least a few available products. In such a case, to
view all the information for a given product, the user generally must click on a link to the product
from a search results page, look at basic information and a thumbnail image, click on the thumbnail to
see a larger image or other images of the product, click back to the basic information page, then click
a link to go to another page to look at the customer reviews and ratings. To view similar information
for another product, the user goes back to the search results page to start the process again.
To improve this existing interface using the ideas in the AgileViews framework, the system
designer could move the larger images of the product to a preview, and the ratings and reviews to one
or more shared views. Rather than forcing the user to navigate to new pages to look at this
information, the designer could make the preview and shared views directly accessible from the
search results page, using either pop-up windows similar to the interfaces used in the AgileViews user
study, or one of the other suggested implementation techniques. The user would then have access to
the same information as in the original design, but, as suggested by the results of the study, the user
would spend less time and navigational effort in accessing the information; would be more likely to
explore more of the available information; would likely be more exhaustive in the search process;
would be less frustrated and stressed by the search process; and would find the revised interface more
satisfying and enjoyable to use.
7.2.2.2

Creating New Information Seeking Interfaces

If an information seeking system is being completely redesigned or created from scratch, the
AgileViews framework can inform that work in several ways. During the initial system architecture
phase, the designer can begin with the knowledge that people do use and value the type of
information that makes up previews, shared views, and history views and therefore look for ways to
facilitate the collection of relevant data to create these views. Knowing he or she will provide a
preview that is not restricted to a small space on the product details page, the designer can seek to
have more substantial preview information collected or created, such as larger images of a product
taken from several angles instead of using a single smaller thumbnail image. Knowing that people
value the recommendations, ratings, and reviews of other users, the designer could encourage the
gathering of such data by creating highly visible and easy-to-use ways for users to submit their
comments and suggestions to the system. Knowing that people sometimes find history information
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useful in making decisions, logs and scripts can be set up to record a variety of transaction
information that can later be aggregated and combined in many ways.
By creating a system architecture and infrastructure that facilitates the collection of a variety
of different types of information, the designer has laid a strong foundation upon which to build an
information seeking interface. Knowing that the user will be able to access all of the view information
for a given resource without navigating allows the designer to design an interface that is centered on
the resources, rather than on navigational structures. The remaining work of designing the individual
views, determining how the views will be accessed and implemented, and planning how the views are
integrated with the other aspects of the interface is similar to the work required to improve an existing
system as described above. This work is far from trivial, but by implementing the ideas laid out in the
AgileViews framework, the designer has created a system that makes it much easier to support the
natural human cognitive strategy of categorizing information as it is perceived, while providing ways
to help the user expend less cognitive effort and attention on finding and navigating to information
and instead focus that attention on working with the available information to solve the information
problem.
7.2.3 Design Tradeoffs Relevant to the Framework
Design always involves tradeoffs and interface design is no exception. Most relevant to the
AgileViews framework is the fact that “factors that increase informativeness tend to decrease the
amount of available workspace and system responsiveness” (Norman, 1986, p. 56). Increasing
informativeness is a primary goal of the AgileViews framework, but it would be preferable not to do
so at the expense of available workspace (or more accurately in this context, display space) and
system responsiveness. This section discusses how the tradeoffs of informativeness versus display
space and system responsiveness can best be resolved when applying the AgileViews framework to
interface design, and points out an additional tradeoff related to making users aware of the availability
of views.
7.2.3.1

Minimizing Required Display Space

A variety of techniques for displaying the information that makes up views were described in Chapter
3. The most basic of these—putting the information for each view on the same page but in a distinct
area—has the advantage of enabling the user to access all of the view information for a resource with
little or no physical interaction, but this approach clearly requires more physical space in the browser
or application window. Although this approach may be feasible when there is very little view
information associated with each resource and only a few resources will ever be displayed on the
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same page, this is a scenario that rarely occurs. The other techniques described in Chapter 3 are
generally preferable, as each maintains the same level of informativeness while reducing to varying
degrees the amount of display space required.
Creating a dedicated but dynamic area of the display for view information, such as a frame,
requires some additional display space (see Figure 3.7) but because it is used to display information
for only one view at a time, the additional space required is relatively small. Because the view area is
fixed, the user is likely to quickly become proficient in looking at the area to access different types of
view information he or she activates using the mouse or keyboard. If an expandable/collapsible area
near each resource is used to display view information, additional physical space is needed only while
the user is actually looking at the view information (see Figure 3.8). When the user has finished
looking at the view information, the section can be collapsed, and no additional space is used,
although all of the view information for the resources on the page is readily accessible. Finally, if
pop-up windows are used to display the view information, the primary page of information is
unaffected in terms of the amount of physical space required, but again all the view information is
readily accessible.
7.2.3.2

Maximizing System Responsiveness

Most information seeking interfaces today are accessed through the World Wide Web. The factors
that have the most significant effect on the responsiveness of Web applications are the amount of
bandwidth available to the user’s computer (the client) and the amount of data that is transmitted from
the Web server to the client machine. In practical terms, for information seeking interfaces where the
primary resource is only downloaded (if at all) after a successful search, the limiting factor is the
amount of bandwidth available to the client machine. A client with a standard modem connection, for
example, is likely to see poor responsiveness for all but small, text-oriented pages. A client with a
higher-speed cable modem, DSL, or LAN connection, on the other hand, is likely to see good
performance for all but very large pages containing either an unusually large amount of text or a
significant number of multimedia elements.
The system designer has several options for delivering view data to the client. In the simplest
case, all view data that might be accessed from a given primary page is downloaded along with that
page of information, even though, depending on the mechanism used to implement the views, most or
all of the view information will not initially be displayed. In other words, if a search results page with
20 resources is downloaded by a user, the data used to populate the shared and history views, for
example, is also downloaded. If these views are accessible through pop-up windows, the view data is
ready and waiting on the client machine and when a pop-up window is triggered by the user, the view
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is immediately available. The advantage of this approach is that system responsiveness is very good.
The disadvantage is that a larger amount of data must be initially downloaded. For clients with slow
connections, this will likely result in slow responsiveness to the initial request for the primary page
(e.g., the results page), although the responsiveness when the user subsequently activates the views
will be very good. For clients with faster connections, responsiveness will be good both when
downloading the primary page and when activating views.
Another option for delivering view data to the client is more beneficial to users with slow
connections, and is only slightly more difficult to implement. With this method the view data is not
delivered to the client with the primary page, but is instead delivered when the user tries to access the
view. Thus the primary page will download just as quickly as if there were no associated view
information, and because the data for any single view is likely to be relatively small, there will be
only a brief delay before the view is displayed with the downloaded data. For users with high-speed
connections, the smaller primary page is likely to load very quickly, as will any view that is activated.
Finally, a third option combines the best of the two approaches above, with the drawback of
being a bit more difficult to implement. In this approach, multiple threads are used to deliver both the
primary page and all the associated view data, but the threads are prioritized such that the primary
page data is delivered first. Thus even a user with a slow connection will see good responsiveness for
the primary page, and while the user examines the primary page, the associated view data is
downloaded in background threads, resulting in a good chance that by the time he or she accesses a
view, that data will have already been downloaded to the client machine.
System responsiveness, then, is a real factor that should be considered when implementing an
interface based on the AgileViews framework. Detrimental effects on responsiveness by including
views in an interface, however, are unlikely to be significant if the designer selects an implementation
approach that takes into account both the bandwidth characteristics of the system’s target audience
and the relative file size of the view data.
As a practical example, in the user study conducted for this dissertation the client machine
was connected to a high-speed network. The previews used in the first phase of the study were
implemented using the view-data-on-demand approach (keyframe images were loaded when the study
participant triggered the preview popup; the second option described above), while the shared views
and history views used in the Phase 2 of the study were completely downloaded when the results page
was downloaded (the first option described above). There were no significant complaints from
participants about the responsiveness of the views in either case.
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7.2.3.3

Making Users Aware of the Availability of Views

As discussed above, using pop-up windows or expandable/collapsible sections for views require little
or no additional display space, which might be considered a significant recommendation for either of
these mechanisms. A problem posed by the use of these techniques, however, is how to ensure the
user is aware that the views are available. Because the availability of view information in an
information seeking interface is relatively novel to most users, and because the views themselves
require no display space, they are essentially invisible to the user and thus easy to overlook. A
comment to this effect was made by Participant 6 during the study, for example, and was reiterated by
a couple of other participants: the only problem he had with the Phase 2 views was “forgetting to use
them, you know, I’m not really thinking about them because they’re not staring you in the face.”
The tradeoff of invisibility versus user awareness, then, is one the designer should consider
when implementing views. Using descriptive text, possibly in combination with representative
graphical icons, is one way of increasing user awareness. The repeated use of the same text/icons on
any display that has views available, for example, may reinforce awareness of the views, as might the
adoption of a visual convention to represent views, similar to the way hyperlinks are represented by
underlined and colored text. Of course, it can also be expected that as users gain more experience
with a views-based interface, they are more likely to be aware of and seek out and use the views.
7.2.4 Limitations of the Framework
The AgileViews framework has been developed very specifically for information seeking interfaces.
Other types of interfaces—application interfaces and desktop interfaces, for example—may also
benefit from some of the ideas in the AgileViews framework, but the differences inherent in those
types of interfaces were not taken into consideration when developing the framework.
Although Chapter 3 describes three different systems as examples of interfaces implemented
according to the AgileViews framework, the user study conducted for this dissertation involved only
interfaces based on the Open Video Web site, the purpose of which is to provide information about
digital video resources. It is assumed that many of the findings of the study are applicable to
information seeking interfaces based on other types of information (e.g., consumer products,
scientific literature, educational resources), but until the AgileViews framework is used to develop
other types of systems, this remains an assumption.
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7.3

Future Work

Although the results of the AgileViews user study were quite positive, the study also revealed aspects
of the AgileViews framework that could be improved and that warrant further study and refinement.
The sections below describe these areas of future work.
7.3.1

Improving Views

The use of information that is derived from historical data or subjective user opinions has increased
significantly in the last few years. Interfaces that enable users to see counts of downloads or resource
access are becoming more common, as are community-oriented sites that display reviews, ratings,
and even the user names of people currently logged on. The increasing availability of these types of
information suggests they are useful for information seeking, but more studies are needed to
understand in detail which types of information people find useful for which tasks. For example, the
study conducted for this dissertation seemed to indicate a preference for recommendations made
explicitly by users over recommendations based on co-download activity. Similarly, study
participants appeared to prefer history information that was based on downloads over page views,
because the additional effort required to download served as a measure of effort and thus improved
credibility. It would be very useful for system developers and interface designers to have more
empirical evidence of this sort upon which to base decisions about the kinds of activity-related
information to gather and make available to end-users through their systems.
Although significant previous research exists on previews and overviews (as described in
“Interfaces for Information Seeking” in Chapter 2), much less work has been done to investigate how
people use the information associated with history and shared views in a complete information
seeking interface. Certainly there have been many studies on recommender systems and even historyenriched environments (both areas are described in “Social Navigation” in Chapter 2), but studies in
these areas are generally narrow in scope, focusing on the novel aspects of a given system. For
example, there are many studies of how effective particular recommender systems are for helping
people select movies or books, but fewer on how people use recommendations in combination with
other types of information for more general-purpose information seeking tasks. Studies that focus
more specifically on how users leverage a variety of types of information to solve information
seeking problems would be useful to the field of human-computer interaction in general and would be
particularly relevant to the AgileViews framework.
More specifically to the framework, results from the AgileViews user study indicated that
there were specific improvements that could be made to the views used in the study interfaces.
Although these improvements are specific to the type of information used for the views in the study
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and the particular way the study interfaces were designed, they may be applicable for other interfaces
designed with the AgileViews framework in mind and are discussed below.
7.3.1.1

Previews

The size of the images used in the storyboard previews of the views-based interface were about as
small as they could be while remaining useful. Several participants expressed frustration with the
small size of the images or leaned closer to the computer display when examining details or an image.
This evidence suggests that images used in a storyboard preview be no smaller than 86 x 58 pixels,
and preferably somewhat larger. The tradeoff for using larger images, of course, is that additional
display space is required to show a given number of images.
It was also suggested that it would sometimes be helpful if the user could select an image in
the keyframe preview and display a larger version of the image. This is certainly feasible. For
example, if, when displaying a preview a user clicked on one of the preview images, a larger version
of the image could be displayed at the location of the user’s mouse. This approach would fit with the
AgileViews philosophy of not requiring the user to navigate to see additional information for an item,
and would probably be a relatively intuitive action for most users.
7.3.1.2

Shared Views

Several users asked for clarification of the difference between the two types of shared views (one
consisted of recommendations based on download activity, the other recommendations made
explicitly by users). An important design consideration when using views is to make as much
information available from one screen as is possible, but without providing so many options that users
are confused or overwhelmed. Because the Phase 2 interface contained four history views in addition
to the two shared views, it may have provided more views than one would normally incorporate into a
production system, but in a situation such as this an obvious solution would be to provide only one
shared view.
Of the two types of shared views available, study participants generally favored the
recommendations based on user suggestions. This view was not only used significantly more often by
participants for each task, but the few comments on this topic indicated that participants have more
confidence in recommendations made directly by other users, and felt that those recommendations
were more likely to be relevant. From a design perspective, however, it should be noted that
recommendations based on downloads are in many cases easier to implement because all the required
data is available through server or transaction logs; providing recommendations based on user
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suggestions requires the designer to present a convenient way for users to submit suggestions from
the interface and to store this information in a usable format within the system.
The shared views could also be improved by making the recommended resources shown in
the views directly linked to more details for those resources. In the study interface, the recommended
video titles were displayed simply as static text, but several participants expressed a desire to be able
to click a recommended title and thus immediately access more details about that video. Finally, there
was some interest in being able to see how many times a recommended title was recommended. Thus
simply adding a count in parenthesis after each recommended title would, for example, enable users
to not only assess how much credibility to assign to a recommendation, but would also enable them to
further distinguish between recommendations.
7.3.1.3

History Views

As with the shared views, there were two different types of history views, in this case one type based
on downloads and another based on page views, and again several participants requested clarification
of the difference between the two types. Because the views based on downloads were used much
more frequently than those based on page views, the interface used in the study could have been
simplified by eliminating the history views based on page views. Additional support for the history by
downloads being the more valued view can be seen in the participant comments. Just as participants
felt the type of shared view that required the most effort from other users was the more important,
participants felt that because users had to make the effort to actually download the videos used in the
history by downloads views, those views carried more authority than the views based on page views.
On the other hand, for both Tasks 5 and 6 more than one participant used a strategy of
comparing the proportion of downloads to page views as a way to determine which was a better video
for the task. Thus, if an interface can be designed such that providing history views based on more
than one factor, such as downloads and page views, does not cause unreasonable clutter that might
confuse users, there may very well be some users who utilize all types. This also suggests that as
history and shared views become more common in user interfaces and users become more
accustomed to them, designers may be able to gradually add more of these sort of views without as
much risk of confusing or overwhelming users.
It is important to note that the history views used in the user study were object histories; that
is, the data used to create the history views was data associated with how frequently each video was
downloaded or how frequently details about the video were viewed. There was no personal history
data available to the user. History views with personal history data, however, could be useful in many
interfaces, including the Open Video interface used for the study. For example, a personal history
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view that showed the user a list of videos that he or she had previously downloaded or a list of videos
for which the user had previously looked at the details page could help a user search and evaluate
potential video titles more effectively.
7.3.2 Further Assessment of Effectiveness and Error Rates
Although the views-based interface showed substantially better results in terms of the number of
navigational moves required to complete tasks, the data for effectiveness and backtracking
navigational moves was less conclusive. There were no statistically significant differences between
interface conditions for effectiveness or backtracking, but participants did show a slightly lower
success rate with the views interface, and used slightly more backtracking moves in two of the study
tasks with that interface.
7.3.2.1

Effectiveness

Two factors were proposed in Chapter 5 as possibly contributing to the lower success rate of
participants when using the views interface. The first—the smaller-sized keyframes used in the views
preview—could be easily remedied as described above. The second factor is the possible impact on
comprehension of viewing images in a pop-up window as opposed to a static page. In particular, the
pop-up window used in Phase 1 of the study required a certain degree of dexterity to work with
because there were widgets within the pop-up window that the participant sometimes needed to click
on, but if the participant moved the mouse off the pop-up window even slightly, it would
automatically disappear. Again, easily-made improvements to the pop-up window could alleviate the
problem to some degree, but the question of whether using information displayed in even an
optimally-designed pop-up has a impact on cognitive load and thus comprehension remains. This is
an important issue for further study, and is discussed more below.
7.3.2.2

Error Rates

Due to increased demands on cognition and limitations of short-term memory, when a user is
interrupted during a task that user risks losing track of where he or she is in the task and may fail to
“resume the work where it was interrupted” (Miyata & Norman, 1986, p. 270). Several participants
made comments suggesting that they thought the additional navigation required by the standard
interface created this sort of interruption and that it would increase their likelihood of getting lost
during the task. Participant 4, for instance, said that she would rather use the views interface because
it would enable her to “work on one page instead of going back and forth, reducing the error because
if I was going back and forth I’d probably go back too much and get lost.” And several participants
noted feeling lost at some point using the standard interface. Interestingly, however, participants
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actually made slightly more backtracking navigational moves—a measure intended to account for the
effects of getting lost during a task—using the views interface for Tasks 1 and 3.
It was suggested in Chapter 5 that there are two likely explanations for the higher than
expected rate of backtracking moves with the views interface. First, the lower costs of backtracking in
terms of time and effort when using views interface simply made it easier to backtrack, and users
were thus more willing to backtrack to confirm or double-check a decision. Second, comprehension
of the preview may have been reduced due to small size of the keyframe images and/or the cognitive
effort required by the user to manipulate the pop-up window used to display the preview, resulting in
an increased need to revisit a preview for comprehension. The latter possibility is of particular
concern and could have implications on how strongly and in which situations the pop-up window is
recommended as a mechanism for displaying view information. Future studies with different types of
resources, views, view mechanisms, and tasks could shed more light on this issue.
7.3.3 Creating More Effective Pop-Up Windows
Pop-up windows were used to display the views in both Phase 1 and Phase 2 of the study. The pop-up
windows, however, were substantially different in the two phases. The pop-up windows used to
display the shared and history views in Phase 2 were very simple, as shown in Figure 7.1. The user
moved the mouse over an icon that triggered the pop-up to display, and when the participant moved
the mouse away from the icon the pop-up window disappeared. Because there were no links or
widgets in the pop-up window to click on, participants had no reason to move the mouse until they
were finished looking at the information in the pop-up window and thus there was nothing about the
pop-up window that caused the participant any problems.

Figure 7.1 Pop-Up Window Used in Phase 2 of the User Study
The pop-up windows used for the storyboard previews in Phase 1 were more complex in that
they allowed participants access to several options within the pop-up window, and they also caused
more problems. As shown in Figure 7.2, the Phase 1 pop-up window contained not only up to 12
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keyframe images but several clickable tabs and forward and back arrows. The user displayed the popup window by moving the mouse over an icon, as with the simpler Phase 2 pop-ups, but the preview
pop-up remained visible as long as the user kept the mouse on the trigger icon or anywhere in the
pop-up window itself. This enabled the user to click on a tab to filter the displayed keyframe images
according to whether they contained faces or superimpositions, for example, or to use the forward and
back arrows to view the entire set of keyframe images when there were more than 12 for a given
video.

Figure 7.2 Pop-Up Window Used in Phase 1 of the User Study
Although a significant majority of participants preferred the views interface with the pop-up
windows to the standard interface in Phase 1, many of them also mentioned that the pop-up window
was too sensitive or required skill to use. The fundamental problem was that the tabs were near the
top of the window and the arrow widgets were near the bottom right of the window, and to use either
the tabs or the arrows the participant had to move the mouse close to the edge of the window without
going too far, since moving outside the window caused it to immediately disappear. Although
participants had some practice using the pop-up window during the interface orientation prior to
beginning the tasks, the novelty of this pop-up window still resulted in many participants accidentally
moving the mouse too far and causing the pop-up window to disappear before they were done using
it. They would then have to go back to the icon used to trigger the pop-up window to try again. This
was a minor annoyance to several participants, such as Participant 22, who said, “When the mouse
moves off and it disappears, it’s frustrating.”
There were two advantages of having the tabs and forward and back arrows in the pop-up
window: the faces tab was a quick way to filter the keyframes to just those that had a human face,
which was part of the criteria used in the Task 2 scenarios, and the forward and back arrows enabled
the participant to see all the keyframes for a video when more than 12 existed. Although these uses
were pointed out to the participant during the interface orientation, only about one-third of
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participants used the faces tab during Task 2, and only about half of participants used the back and
forward arrows at all. One participant mentioned the faces tab as being helpful for Task 2, but also
noted that using it required more mouse movement, which may have accounted for some participants
not using the tab or arrow widgets. It is likely that other participants simply forgot about the
availability of the widgets as they tried to move quickly in the process of scanning the keyframes
images in one pop-up window and moving on to the next.
It appears, then, that for the tasks required in this study the potential benefits of the widgets
within the Phase 1 pop-up windows were outweighed by the complexity involved in using them.
Several participants, in fact, specifically mentioned that the Phase 2 pop-up windows were easier to
use because they were simple, small, and did not require any mouse movement to obtain the
information provided by the view. A couple of participants also mentioned that they liked it better
when the pop-up window did not contain too much information; they liked being able to scan the
information without maneuvering the mouse. Several participants indicated that if the Phase 1 popups were implemented in a simpler way, similar to the Phase 2 pop-ups (i.e., no filtering tabs or
paging arrows), it would be significant advantage to the views interface over the standard interface
for the Phase 1 tasks. These results indicate, then, that users strongly prefer obtaining the view
information through pop-up windows as opposed to navigating to a new page, but also prefer that the
information within the pop-up windows require no additional action on their part to view and use.
Although simplicity in the pop-up windows seems to be a good general-purpose
recommendation, it should also be noted that several participants did indicate that they would have
liked the recommended video titles displayed in the Phase 2 shared views to be linked, which would
require additional mouse movement within the pop-up window to use. Also, although the faces tab
did provide a useful filtering function in Task 2 of the study, the question was not much more difficult
to answer without using the faces tab, and the superimposition and brightness tabs were not useful for
any of the study tasks. So while the benefits of the additional complexity of the Phase 1 pop-up
window may not have offset the drawbacks in this study, there may be situations in which the benefits
do outweigh the drawbacks. Someone who uses the interface on a regular basis and can take
advantage of the filtering provided by the tabs in the pop-up window—a video researcher in a video
production or news organization, for example—may very well find the benefits do outweigh the extra
effort required to use the more complex pop-up window. A more complex pop-up window, then, may
be well worth considering for special-purpose applications. More studies on the advantages and
disadvantages of pop-up windows would be very helpful.
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7.3.4 Evaluating Alternative Methods of Implementing Views
Although pop-up windows were used as the method of presenting views in the study interfaces and in
the system examples presented in Chapter 3, there are many other potential ways to implement views.
The section on interaction mechanisms in Chapter 3 suggested that alternatives include using separate
windows, tabbed pages, discrete physical areas of the same page, a fixed space on the same page,
collapsible/expandable sections, and zoomable sections. The collapsible/expandable section
alternative, in fact, was suggested by one of the user study participants.
User data on the advantages and disadvantages of each of these mechanisms for presenting
supplemental information such as that used in the agile views would be quite useful to designers,
whether or not they are using the AgileViews framework for their work. For example, there seems to
be a general consensus in the interface design community that users do not like pop-up windows.
There is, however, little evidence in the research literature to support this assumption, and the issue is
clouded by the fact that the most prevalent use by far of pop-ups windows in current interfaces is for
unwanted advertisements displayed without user control, which is a very different use of pop-up
windows than the associated supplementary information provided by the views described by the
AgileViews framework.
Studies that look not only more closely at the potential value of pop-up windows but that
compare and contrast the benefits and tradeoffs of all the mechanisms described in Chapter 3 would
be useful in refining the AgileViews framework and would also serve as a valuable contribution to
the field of human-computer interaction in general.
7.3.5 Developing Standardized Tasks and Metrics for Video-Related Retrieval
Studies
The vast majority of user studies that have been conducted in the area of information retrieval have
focused on text-based retrieval tasks. The study conducted for this dissertation asked participants to
search for information within a collection of digital video. While some aspects of text retrieval and
video retrieval are similar, there are many ways in which they are different. Tasks in the AgileViews
study, for example, asked participants to find a video based on visual information (the keyframe
displayed in Task 1) and on text-based descriptions of visual content (Tasks 2 and 3). As information
systems that feature images and video become more common, it is important that the research
community begins to develop agreed-upon tasks and metrics to be used in studies of these types of
systems. Standardized tasks and metrics will help researchers design studies more efficiently and
enable the community to evaluate and compare systems and approaches. A promising start in
addressing this need is the work done in the first two years of the video track of the Text REtrieval
Conferences (TREC, 2002).
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7.3.6 Testing with a Broader Range of Systems and Tasks
The interfaces used in the study conducted for this dissertation were designed to be used with a
specific domain of information—digital video metadata in the Open Video collection—and the tasks
were likewise specific to video retrieval. Although some of the view information and many of the
steps participants used in completing tasks are very similar to those that would be used in information
seeking in other domains of information, the findings in this work would be enhanced by other
studies that broadened the range of systems and tasks used. For example, any or all the views
described by the AgileViews framework could be used in an interface that helped people find and
select consumer products or in an interface people used to find relevant articles in Usenet
newsgroups. Studies that tested interfaces designed according to the AgileViews framework with
domains of information such as these would necessarily involve a different range of user tasks, and
the results from such studies would complement the results found in the initial AgileViews study.
Of course, people also regularly use information systems that are not intended for information
seeking. Because the AgileViews framework was developed to emulate how people find and change
their views of information in the physical world, applying the framework to other types of
information systems is less appropriate than it is for information seeking systems, but it is possible
that interfaces used in desktop and application systems could benefit from specific aspects of the
AgileViews framework. Document previews, in the form of small thumbnail images, have slowly
become more common in desktop interfaces, as in the icon view of Windows Explorer and the detail
view of the Macintosh OS X Finder. One could imagine the usefulness of a simple history view in
these windows as well, showing perhaps when a document was originally created, the last time it was
accessed, and the last time it was edited. In a multi-user environment, history information of these
types would perhaps be even more useful. Exploration of this area could be informative to the
AgileViews framework.
7.3.7 Testing the Usefulness of the AgileViews Framework To Designers
The results of the user study conducted for this dissertation shows that an information seeking
interface that is informed by the AgileViews framework has advantages over a traditional interface.
This study, however, does not tell us anything about how useful the AgileViews framework is to the
system and interface designers who might use the framework to design their own information seeking
interfaces. Although several different types of AgileViews based systems were provided as examples
in Chapter 3, an important test of the usefulness of the framework is how successful other designers
find the framework when creating interfaces for their own systems. Feedback from these experiences
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can be used both to assess how useful the AgileViews framework is as a general reference in
designing information seeking interfaces, and to improve the framework.
7.4

Conclusion

As information technology continues to evolve and digital information becomes increasingly essential
to people’s lives, it becomes equally critical to create ways for people to access and interact with that
information as easily and naturally as possible. We no longer use a computer simply to accomplish a
handful of special-purpose tasks, but instead use a myriad of computing devices to access a wide
variety of information we need to work, play, and communicate. To successfully integrate these many
devices and types of information into our lives, interaction design must evolve “from seeing the
machinery to seeing the lives of the people using it” (Winograd, 1997, p. 160).
The work presented in this dissertation—the AgileViews framework—is intended to
contribute to this evolution. The AgileViews framework is based on the natural and intuitive concept
of views. Just as we instinctually and continually shift our focus of attention from one source of
information to another to accomplish tasks and respond to stimuli in the physical world, the
AgileViews framework suggests that information seeking interfaces can be improved by presenting
digital information in structured, intuitive views and enabling users effortless interaction between
these views using currently feasible control mechanisms. The evidence gathered from users in this
work showed that the AgileViews framework can lead to information seeking interfaces that enable
users to find information in a more efficient and satisfying way. With further development and
refinement, the AgileViews framework has the potential to contribute to a future where people are
able to forget about the processes involved in accessing and managing digital information and instead
simply focus on using the information they need to accomplish their larger goals.

Appendix A

User Study Questions and Materials

This appendix provides details about the questionnaires, interview questions, and interfaces that were
used during the AgileViews user study and referred to in Chapters 4, 5, and 6.
A.1

Participant Survey
Participant ID: _______
General Information

What is your age? ________

What is your gender? ______Female

______Male

What is your status?

q
q
q
q
q

Undergraduate student
Graduate student
Faculty
Staff
Other: ___________________________

What is your major or department affiliation? _____________________

Experience with Computers
How often do you use a computer?

q
q
q
q
q

Never
Occasionally
Monthly
Weekly
Daily
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How often do you use a Web browser (Internet Explorer, Netscape, etc.)?

q
q
q
q
q

Never
Occasionally
Monthly
Weekly
Daily

How often do you use a Web browser to find information (not counting using a browser just
to read news, etc.)?

q
q
q
q
q

Never
Occasionally
Monthly
Weekly
Daily

Experience with Video and Films
How often do you watch videos or films?

q
q
q
q
q

Never
Occasionally
Monthly
Weekly
Daily

How often do you search for videos or films?

q
q
q
q
q

Never
Occasionally
Monthly
Weekly
Daily

When you search for films or videos, where do you go?

q
q
q
q
q

Online
Newspaper or magazine
Friend
Video store
Library
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How do you usually search for videos or films?

q
q
q
q

By title
By director or actor
By topic
By trailer

A.2 Phase 1 Interface Questionnaire
Each study participant was presented with the form-based questionnaire shown in Figure A.1 after
completing of each interface condition for each task (i.e., twice for each task) during Phase 1 of the
study. The questionnaire is based on the Questionnaire for User Interaction Satisfaction (QUIS) tool,
licensed from the University of Maryland for use at the School of Information and Library Science at
UNC.

Please select the numbers that most appropriately reflect your impressions about using
this interface to complete the previous task. (NA = Not Applicable.)
Overall reactions to the interface for this task:
wonderful
terrible
1 2 3 4 5 6 7 8 9
satisfying
frustrating
1 2 3 4 5 6 7 8 9
stimulating
dull
1 2 3 4 5 6 7 8 9
easy
difficult
1 2 3 4 5 6 7 8 9
adequate power
inadequate
power
1 2 3 4 5 6 7 8 9
flexible
rigid
1 2 3 4 5 6 7 8 9

NA

NA

NA

NA

NA

NA

Figure A.1 QUIS Interface Questionnaire Rating Scales
Note that because the QUIS questionnaire was presented to the participants online as an
HTML form, Figure A.1 is only an approximation of the questionnaire’s actual appearance. Figure
A.2 shows an example of how one of the rating scales actually looked on the form, in this case one
for which the participant has given the interface a rating of “5”.
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Figure A.2 Example of QUIS Item on Interface Questionnaire

A.3 Phase 1 Interface Preference Selection
The form in Figure A.3 was presented to the participant after he or she completed each task with each
interface in Phase 1 of the study.

Figure A.3 Post-Task Interface Preference Selection Form
A.4 Phase 1 Interview Questions
The questions below were asked of each participant after completing all Phase 1 tasks:
1. In the first three tasks, you used two different variations of the Open Video interface. How
was working with these two variations different?
2. How did you feel about accessing the preview information through the pop-up windows as
compared to navigating to a new page with that information? Did one method of accessing
this information make your task noticeably easier or more difficult? If so, why do you think it
did?
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3. Although the tasks assigned to you did not encourage you to explore much, did you feel that
these interfaces would enable you to easily explore the Open Video collection?
4. If your research or job involved regularly searching for and downloading video content,
which Open Video interface variation would you prefer to use and why?

A.5 Phase 2 Interview Questions
The questions below were asked of each participant after completing all Phase 2 tasks. Depending on
how the participant was observed to complete the tasks and how he or she answered the questions, the
wording of the questions changed and additional follow-up questions may also have been asked.
1. Did you find the information displayed in the pop-up windows for tasks 4 to 6 useful in
completing those tasks?
•

Was the availability of the User Recommendation and Resource History data useful in
completing this task? How did you use it?

•

Was the fact that the User Recommendation and Resource History data was available at
all times while completing the task helpful?

•

Can you think of any other sort of data similar to the User Recommendation and
Resource History data that would have helped you complete this task?

2. In all the tasks you completed in this study, the information that was displayed in the various
pop-up windows was separated from other information to present it in the pop-up windows.
Did this separation seem logical to you? Or would you have preferred it if all this information
was available on a single, separate page that you navigated to from the search results page,
for example?
3. Is there anything you especially like or dislike about the pop-up windows?

A.6 Phase 2 Interface Views
The figures below illustrate the different types of shared and history views used in Phase 2 of the user
study.
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Figure A.4 Shared View Showing Recommendations by Downloads

Figure A.5 Shared View Showing Recommendations by User Suggestions
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History — Total Downloads

History — Downloads
by User Type

Figure A.6 History Views Based on Downloads

197

History — Total Views

History — Views by
User Type

Figure A.7 History Views Based on Page Views

Appendix B

User Study Data

This appendix provides detailed data from the AgileViews user study referred to in previous chapters.
B.1

Participant Survey Data

The following tables summarize the results from the participant survey administered at the beginning
of each session of the user study.
B.1.1 General Information
Age
Minimum
Maximum
Mean
Std. dev.

Gender
18
38
24
5

Academic Status

Female
Male

17
11

Undergraduate
Graduate
Staff

15
10
3

Table B.1 Age, Gender, and Academic Status of Study Participants

Department
Information & Library Science
Sociology
No Department Affiliation
Nursing, School of
Political Science
Computer Science

Department
5
3
3
2
2
1

Public Health
Communication Studies
Biology
Journalism & Mass Communication
Arts & Sciences, College of

Table B.2 Department Affiliation of Study Participants

4
3
2
2
1
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B.1.2 Experience with Computers
How often do you use a computer?
Response

Number

Percentage

Never

0

0.00

Occasionally

0

0.00

Monthly

0

0.00

Weekly

0

0.00

Daily

28

100

Total

28

100 %

Table B.3 Participant Survey Results, Computer Use

How often do you use a Web browser (Internet Explorer, Netscape, etc.)?
Response

Number

Percentage

Never

0

0.00

Occasionally

0

0.00

Monthly

0

0.00

Weekly

0

0.00

Daily

28

100

Total

28

100 %

Table B.4 Participant Survey Results, Web Browser Use

How often do you use a Web browser to find information (not counting using a browser just to
read news, etc.)?
Response

Number

Percentage

Never

0

0.00

Occasionally

2

7.14

Monthly

0

0.00

Weekly

7

25.00

Daily

19

67.86

Total

28

100 %

Table B.5 Participant Survey Results, Online Information Seeking
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B.1.3 Experience with Video and Film
How often do you watch videos or films?
Response

Number

Percentage

Never

0

0.00

Occasionally

2

7.14

Monthly

3

10.71

Weekly

22

78.57

Daily

1

3.57

Total

28

100 %

Table B.6 Participant Survey Results, Video or Film Watching
How often do you search for videos or films?
Response

Number

Percentage

Never

1

3.57

Occasionally

9

32.14

Monthly

6

21.43

Weekly

12

42.86

Daily

0

0

Total

28

100 %

Table B.7 Participant Survey Results, Frequency of Video or Film Searching
When you search for films or videos, where do you go?
Response

Number

Percentage

Online

9

32.14

Newspaper or magazine

2

7.14

Friend

4

14.29

Video store

7

25.00

Library

6

21.43

28

100 %

Total

Table B.8 Participant Survey Results, Source for Video or Film Searching
How do you usually search for videos or films?
Response
By title

Number

Percentage

13

46.43

By director or actor

3

10.71

By topic

9

32.14

By trailer
Total

3

10.71

28

100 %

Table B.9 Participant Survey Results, Method of Video or Film Searching
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B.2 Effects of Participant Characteristics on Quantitative Results
The results of the performance tasks participants completed in Phase 1 of the study were presented
and discussed in Chapter 5. In addition to the results presented in that chapter, two-way analysis of
variance (ANOVA) tests were run on the participant survey responses to determine if there were any
interaction effects of participant characteristics on performance. The tables below summarize the
ANOVA tests.
Note that participant data for each task was considered as a separate observation, therefore
there were a total of 81 observations (27 participants with valid quantitative data times 3 tasks each)
included in the ANOVA tests.
No tables are included for the survey questions, “What is your age?” and “What is your major
or department affiliation?” because the responses varied too much to create useful response
categories. Also, no tables are included for the survey questions, “How often do you use a computer?”
and “How often do you use a Web browser (Internet Explorer, Netscape, etc.)?” because all
participants answered “daily” to these questions.

What is your gender?
Measure
Correct answers

Female

Male

df

F

Sig. (p)

0.15

0.06

1, 79

0.35

.555

Incorrect answers

-0.02

0.00

1, 79

0.13

.715

Time to complete task

20.67

-4.70

1, 79

5.50

.022 *

9.79

7.79

1, 79

0.41

.523

-0.35

-0.58

1, 79

0.09

.765

Number navigational moves
Number backtracking
moves

* Post hoc analysis with Duncan’s multiple range test indicated that the mean value for Female was
significantly different from the mean value of Male on this measure.

Table B.10 Effect on Quantitative Measures of Participant Gender

What is your status?
Measure
Correct answers

Undergraduate

Graduate

Staff

df

F

Sig. (p)

-0.04

0.30

0.33

2, 78

3.25

.044 *

0.02

-0.04

-0.11

2, 78

1.28

.285

Time to complete task

14.80

7.89

-4.67

2, 78

0.63

.534

Number navigational moves

10.96

5.85

8.44

2, 78

1.18

.314

0.13

-1.30

-0.78

2, 78

1.72

.186

Incorrect answers

Number backtracking
moves

* Post hoc analysis with Duncan’s multiple range test indicated no significant differences between the mean
values of Undergraduate, Graduate, or Staff.

Table B.11 Effect on Quantitative Measures of Participant Academic Status
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How often do you use a Web browser to find information (not counting using a browser just to
read news, etc.)?
Measure

Never

Correct answers

—

Incorrect answers
Time to complete task
Number navigational moves
Number backtracking
moves

Occas.

Monthly

Weekly

Daily

df

0.05

0.15

2, 78

0.29

.752

—

0.00

-0.02

2, 78

0.05

.953

—

41.05

0.17

2, 78

6.31

.003 *

9.33

—

14.05

6.96

2, 78

2.06

.134

-1.17

—

0.05

-0.56

2, 78

0.41

.662

0.00

—

—

0.00

—

-5.67

—
—

F

Sig. (p)

* Post hoc analysis with Duncan’s multiple range test indicated that the mean values for Daily and Occasionally
were significantly different from the mean value of Weekly on this measure.

Table B.12 Effect on Quantitative Measures of Participant Online Information Seeking Frequency

How often do you watch videos or films?
Measure

Never

Occas.

Monthly

Weekly

Daily

df

F

Sig. (p)

Correct answers

—

0.00

-0.22

0.17

0.00

3, 77

1.14

.337

Incorrect answers

—

0.00

0.11

-0.03

0.00

3, 77

0.86

.464

Time to complete task

—

36.00

41.33

6.43

-52.00

3, 77

3.85

.013 *

Number navigational moves

—

10.50

16.11

8.37

-2.67

3, 77

1.63

.190

Number backtracking
moves

—

0.33

0.89

-0.67

-1.33

3, 77

0.79

.505

* Post hoc analysis with Duncan’s multiple range test indicated that the mean value for Daily was significantly
different from the mean value of Monthly, Occasionally, and Weekly on this measure. Note, however, that the
value of Daily is based on the performance of only one participant.

Table B.13 Effect on Quantitative Measures of Participant Video and Film Viewing Frequency

How often do you search for videos or films?
Measure

Never

Occas.

Monthly

Correct answers

0.00

0.11

0.00

0.18

—

3, 77

0.34

.793

Incorrect answers

0.00

0.04

0.00

-0.06

—

3, 77

0.77

.512

Time to complete task

Weekly

Daily

df

F

Sig. (p)

-12.67

20.70

26.83

-5.06

—

3, 77

2.51

.065

Number navigational moves

14.33

10.78

12.39

5.15

—

3, 77

1.56

.206

Number backtracking
moves

-1.67

0.19

0.67

-1.46

—

3, 77

2.36

.078

Table B.14 Effect on Quantitative Measures of Participant Video Search Frequency
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When you search for films or videos, where do you go?
Measure
Correct answers
Incorrect answers
Time to complete task
Number navigational moves
Number backtracking
moves

Online

Newspaper

Friend

Video
store

Library

df

F

Sig. (p)

0.00

0.17

0.33

0.05

0.17

4, 76

0.64

.633

0.04

0.00

-0.08

-0.05

0.00

4, 76

0.63

.642

-4.96

46.50

20.25

15.33

6.22

4, 76

1.65

.170

5.25

11.17

13.17

10.05

9.17

4, 76

0.78

.541

-0.50

-0.50

-0.25

-0.48

-0.44

4, 76

0.01

.999

Table B.15 Effect on Quantitative Measures of Participant Video Search Source Preference

How do you usually search for videos or films?
Measure

Title

Director

Topic

Trailer

df

F

Correct answers

0.14

0.00

0.07

0.22

3, 77

0.23

.874

Incorrect answers

0.03

-0.11

-0.04

0.00

3, 77

0.87

.460

11.14

-19.67

25.63

-8.78

3, 77

2.59

.059

8.56

8.11

9.70

9.33

3, 77

0.05

.986

-0.25

0.44

-1.04

-0.33

3, 77

0.56

.642

Time to complete task
Number navigational moves
Number backtracking
moves

Sig. (p)

Table B.16 Effect on Quantitative Measures of Participant Video Search Method Preference

B.3 QUIS Rating Results
The following three tables show the detailed results for the QUIS satisfaction ratings for each Phase 1
task. These results were discussed in Chapter 5.

Question

Standard

Views

Difference

df

Q1. Terrible…Wonderful

6.13

6.88

.75

23

2.840

.009

Q2. Frustrating…Satisfying

5.71

6.29

.58

23

1.462

.157

Q3. Dull…Stimulating

5.17

6.50

1.33

23

3.474

.002

Q4. Difficult…Easy

5.83

7.00

1.17

23

2.967

.007

Q5. Inadequate…Adequate Power

5.96

7.04

1.08

23

2.628

.015

Q6. Rigid…Flexible

5.17

6.83

1.67

23

3.815

.001

Table B.17 Mean QUIS Ratings by Question, Task 1

t

Sig. (p)
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Question

Standard

Views

Difference

df

t

Sig. (p)

Q1. Terrible…Wonderful

5.56

6.15

.59

26

1.986

.058

Q2. Frustrating…Satisfying

5.26

5.93

.67

26

1.537

.136

Q3. Dull…Stimulating

5.48

5.89

.41

26

1.304

.204

Q4. Difficult…Easy

5.89

6.52

.36

26

1.634

.114

Q5. Inadequate…Adequate Power

6.30

6.56

.26

26

.838

.410

Q6. Rigid…Flexible

5.36

6.44

1.08

24

2.621

.015

Standard

Views

Difference

df

Q1. Terrible…Wonderful

6.23

7.27

1.04

25

2.536

.018

Q2. Frustrating…Satisfying

6.19

7.08

.88

25

1.888

.071

Q3. Dull…Stimulating

6.15

6.50

.35

25

1.140

.265

Q4. Difficult…Easy

6.69

7.50

.81

25

2.101

.046

Q5. Inadequate…Adequate Power

6.65

7.65

1.00

25

3.187

.004

Q6. Rigid…Flexible

6.00

7.44

1.44

24

3.891

.001

Table B.18 Mean QUIS Ratings by Question, Task 2

Question

Table B.19 Mean QUIS Ratings by Question, Task 3

t

Sig. (p)

Bibliography

Abrams, D., Baecker, R., & Chignell, M. (1998). Information Archiving with Bookmarks: Personal
Web Space Construction and Organization. In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘98) (pp. 41-48).
Ahlberg, C. & Shneiderman, B. (1994). Visual Information Seeking: Tight Coupling of Dynamic
Query Filters with Starfield Displays. In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘94) (pp. 313-317).
Ahlberg, C., Williamson, C. & Shneiderman, B. (1992). Dynamic Queries For Information
Exploration: An Implementation and Evaluation. In Conference Proceedings on Human
Factors in Computing Systems (CHI ‘92) (pp. 619-626).
Alspector, J., Kolcz, A. & Karunanithi, N. (1998). Comparing feature-based and clique-based user
models for movie selection. In Proceedings of the Third ACM Conference on Digital
Libraries (pp. 11-18).
Bailey, R. (1993). Performance vs. Preference. In Proceedings of the Human Factors and
Ergonomics Society 37th Annual Meeting (pp. 282-286).
Balabanovic, M. & Shoham, Y. (1997). Fab: Content-Based, Collaborative Recommendation.
Communications of the ACM, 40, (3), 66-72.
Baldonado, M.Q.W., Woodruff, A., & Kuchinsky, A. (2000). Guidelines for Using Multiple Views in
Information Visualization. In Proceedings of AVI 2000 (pp. 110—119).
Bannon, L., & Bodker, S. (1991). Beyond the interface: Encountering artifacts in use. In J. Carroll,
(Ed.), Designing Interaction: Psychology at the Human Computer Interface. Cambridge:
Cambridge University Press.
Barry, C. L. (1994). User-defined relevance criteria: An exploratory study. Journal of the American
Society for Information Science, 45(3), 149-159.
Barry, C. L. (1997). Information-seeking in an Advanced IT Culture: A Case Study. In P. Vakkari, R.
Savolainen, & B. Dervin (Eds.), Information Seeking in Context (pp. 236-256). London:
Taylor Graham.
Basu, C., Hirsh, H. & Cohen, W. (1998). Recommendation as Classification: Using Social and
Content-Based Information in Recommendation. In Proceedings of the Fifteenth National
Conference on Artificial Intelligence (pp. 714-720).
Bates, M. J. (1989). The design of browsing and berrypicking techniques for the online search
interface. Online Review, 13(5), 407-24.

206
Bederson, B., Meyer, J., Good, L. (2000). Jazz: An Extensible Zoomable User Interface Graphics
Toolkit in Java. In Proceedings of the 13th Annual ACM Symposium on User Interface
Software and Technology (UIST ‘98).
Belkin, N. J. (1993). Interaction with Texts: Information Retrieval as Information-Seeking Behavior.
In Information Retrieval ‘93: Von derModellierung zu Anwendung (pp. 55-66).
Belkin, N. J., Oddy, R. N., & Brooks, H. M. (1982). ASK for information retrieval: Part I.
Background and theory. Journal of Documentation, 38(2), 61-71.
Benyon, D., & Murray, D. (1993). Developing adaptive systems to fit individual needs. In
Proceedings of the 3rd International Workshop on Intelligent User Interfaces (pp. 115-121)
Benyon, D. R. (1998). Beyond Navigation as Metaphor. In Proceedings of 2nd European Conference
on Digital Libraries.
Berners-Lee, T. (1999). Weaving the Web. Harper: San Francisco.
Bevan N. (1995). Measuring usability as quality of use. Software Quality Journal (4)2, 115–130.
London: Chapman and Hall.
Beyer, H., & Holtzblatt, K. (1998). Contextual design: defining customer-centered systems. San
Francisco, California: Morgan Kaufmann Publishers.
Bollen J. & Heylighen F. (1996). Algorithms for the Self-Organisation of Distributed, Multi-User
Networks. Possible application for the future World Wide Web. In Cybernetics and Systems
`96 (pp. 911-916). Vienna: Austrian Society for Cybernetics.
Borgman, C. L. (1984). Psychological Research in Human-Computer Interaction. In M. E. Williams
(Ed.), Annual Review of Information Science and Technology (ARIST), 19, (pp. 33-64).
Borgman, C. L. (1989). All Users of Information Retrieval Systems Are Not Created Equal: An
Exploration into Individual Differences. Information Processing and Management, 25(3),
237-251.
Boreczky, J., Girgensohn, A., Golovchinsky, G., & Uchihashi, S. (2000). An interactive comic book
presentation for exploring video. In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘00) (pp. 185-192). New York: ACM Press.
Borko, H., & Bernier, C. (1975). Abstracting Concepts and Methods. New York: Academic Press.
Brin, S., & Page, L. (1998). The Anatomy of a Large-Scale Hypertextual Web Search Engine. In
Proceedings of the 7th International World Wide Web Conference.
Brown, P. J. (1987). Turning ideas into products: the Guide system. In Proceedings of the ACM
conference on Hypertext. New York: ACM Press.
Buckley C., & Salton G. (1995). Optimization of Relevance Feedback Weights. In Proceedings of the
18th Annual International ACM SIGIR Conference.

207
Bush, V. (1945). As We May Think. Atlantic Monthly, July, 1945. Reprinted in ACM Interactions,
3(2), 37–46.
Campbell, C. S., & Maglio, P. P. (1999). Facilitating Navigation in Information Spaces: Road-Signs
on the World Wide Web. International Journal of Human-Computer Studies. 50, 309-327.
Card, S. K., Moran, T. P., & Newell, A. (1983). The Psychology of Human Computer Interaction.
Hillsdale, NJ: Lawrence Erlbaum Associates.
Card, S. K., Robertson, G. G., & York, W. (1996). The WebBook and the WebForager: An
Information Workspace in the World Wide Web. In Conference Proceedings on Human
Factors in Computing Systems (CHI ‘96) (pp. 111-117). New York: ACM Press.
Card, S. K., Pirolli, P., Van Der Wege, M., Morrison, J. B., Reeder, R. W., Schraedley, P. K., &
Boshart, J. (2001). Information scent as a driver of Web behavior graphs: results of a protocol
analysis method for Web usability. In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘01) (pp. 498-505). New York: ACM Press.
Carlson, R. (1997). Experienced Cognition. Mahwah, N.J.: Lawrence Erlbaum Associates.
Carroll, J. M. (Ed.) (1987). Interfacing Thought: Cognitive Aspects of Human-Computer Interaction.
Cambridge, Mass.: MIT Press.
Carroll, J. M. (Ed.) (1991). Designing Interaction: Psychology at the Human Computer Interface.
New York: Cambridge University Press.
Carroll, J. M. (Ed.) (1995). Scenario-based design: envisioning work and technology in systems
development. New York: Wiley.
Carroll, J. M., & Mack, R. L. (1985). Metaphor, computing systems, and active learning.
International Journal of Man-Machine Studies, 22, 39-57.
Chakrabarti, S., Dom, B., Gibson, D., Kumar, S. R., Raghavan, P., Rajagopalan, S., & Tomkins, A.
(1998). Experiments in topic distillation. In Proceedings of the ACM SIGIR Workshop on
Hypertext Information Retrieval on the Web. New York: ACM Press.
Chalmers, M. (1999). When Cookies Aren’t Enough: Tracking and Enriching Web Activity with
Recer. Retrieved on September 29, 2001 from
http://www.dcs.gla.ac.uk/~matthew/papers/preferred.pdf
Chalmers, M., Rodden, K. & Brodbeck, D. (1998). The Order of Things: Activity-Centred
Information Access. In Proceedings of the 7th Intl. World Wide Web Conference (WWW7)
(pp. 359–367).
Chang, S. & Rice, R. (1993). Browsing: A Multidimensional Framework. Annual Review of
Information Science and Technology (ARIST), Vol. 28.
Chin, J. P., Diehl, V. A., & Norman, K. L. (1988). Development of an instrument measuring user
satisfaction of the human-computer interface. In Conference Proceedings on Human Factors
in Computing Systems (CHI ‘88) (pp. 213-218). New York: ACM Press.

208
Chown, E. (1999). Making Predictions In An Uncertain World: Environmental Structure and
Cognitive Maps. Adaptive Behavior 7(1), 1-17.
Christel, M. G., Smith, M. A., Taylor, C. R., & Winkler, D. B. (1998). Evolving video skims into
useful multimedia abstractions. In Conference Proceedings on Human Factors in Computing
Systems (CHI ‘98) (pp. 171-178). New York: ACM Press.
Christel, M. & Warmack, A. (2001). The Effect of Text in Storyboards for Video Navigation. In
Proceedings of the IEEE International Conference on Acoustics, Speech, and Signal
Processing (pp. 1409-1412).
Christel, M., Winkler, D. & Taylor, C. (1997). Multimedia abstractions for a digital video library. In
Proceedings of the 2nd ACM International Conference on Digital Libraries. New York:
ACM Press.
Conklin, J. (1987). Hypertext: An introduction and survey. IEEE Computer, 20(7), 17-41.
Conklin, J. & Begeman, M. L. (1989). gIBIS: a tool for all reasons. Journal of the American Society
for Information Science, 40(3), 200-13.
Cooper, W. S. (1971). A definition of relevance for information retrieval. Information Storage and
Retrieval, 7(1), 19-37.
Craik, K. J. W. (1943). The nature of explanation. Cambridge, England: University Press.
Cuddihy, E. and Walters, D. (2000). Collaborative Virtual Environments. In Proceedings of the Third
International Conference on Collaborative Virtual Environments (pp. 181-188). Available at:
http://kml.cse.buffalo.edu/pubs/CVE00.pdf
Czerwinski, M., van Dantzich, M., Robertson, G. G. & Hoffman, H. (1999). The contribution of
thumbnail image, mouse-over text and spatial location memory to web page retrieval in 3D.
In A. Sasse & C. Johnson (Eds.), Human-Computer Interaction-Proceedings of Interact ‘99
(pp. 163-170). Edinburgh, Scotland: IOS Press.
Dervin, B. (1997). Given a context by any other name: Methodological tools for taming the unruly
beast. In P. Vakkari, R. Savolainen, B. Dervin (Eds.), Information Seeking in Context (pp. 1338). London: Taylor Graham.
Dervin, B., & Nilan, M. (1986). Information needs and uses. Annual Review of Information Science
and Technology (ARIST), 21, 149-160.
Dieberger, A. (1997). Supporting Social Navigation on the World Wide Web. International Journal
of Human Computer Studies, 46, 805-825.
Dillon, A. (2001). Technologies of Information: HCI and the Digital Library In J. Carroll (Ed.), HCI
and the Millennium. Addison Wesley.
Dillon. A. & Vaughan, M. (1997). It's the journey and the destination: Shape and the emergent
property of genre in digital documents. New Review of Multimedia and Hypermedia, 3, pp.
91-106.

209
Ding, W. (1999). Designing multimodal surrogates for video browsing and retrieval. Unpublished
doctoral dissertation (University of Maryland).
Ding, W., Marchionini, G. & Tse, T. (1997). Previewing video data: browsing key frames at high
rates using a video slide show interface. In Proceedings of the International Symposium on
Research, Development & Practice in Digital Libraries (pp. 151-158).
Donath, J. (2002). A semantic approach to visualizing online conversations. Communications of the
ACM, 45(4), 45-49.
Donath, J., K. Karahalios, and Viegas, F. (1999). Visualizing Conversations. In Proceedings of the
Hawaii International Conference on System Sciences. Available at:
http://smg.media.mit.edu/papers/Donath/VisualConv/VisualConv.HICSS.html
Dourish, P., & Chalmers, M. (1994). Running Out of Space: Models of Information Navigation. In
Proceedings of HCI’94. Cambridge, UK.
Efron, M., & Geisler, G. (2001). Is it all about connections? Factors Affecting the Performance of a
Link-Based Recommender System. In Proceedings of the SIGIR 2001 Workshop on
Recommender Systems.
Eick, S. G., Steffen, J. L., & Sumner, Jr., E. E. (1992). SeeSoft—A tool for visualizing line oriented
software statistics. IEEE Transactions on Software Engineering, 18(11), 957-968.
Elliot, E., & Davenport, G. (1994). Video Streamer. In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘94), Vol. 2 (pp. 65-66). Boston, MA.
Ellis, D. (1989). A Behavioral Approach to Information Retrieval System Design. Journal of
Documentation, 45(3), 171-212.
Erickson, T., Smith, D., Kellogg, W., Laff, M., Richards, J., & Bradner, E. (1999). Socially
Translucent Systems: Social Proxies, Persistent Conversion, and the Design of "Babble". In
Conference Proceedings on Human Factors in Computing Systems (CHI ‘99) (pp. 72-79).
New York: ACM Press.
Erickson, T., Halverson, C., Kellogg, W. A., Laff, M., and Wolf, T. (2002). Social Translucence:
Designing Social Infrastructures That Make Collective Activity Visible. Communications of
the ACM, 45(4), 40-44.
Flicker, M., Sawhney, H., Niblack, W., Ashley, J., Huang, Q., Dom, B., Gorkani, M., Hafner, J., Lee,
D., Petkovic, D., Steele, D., & Yanker, P. (1995). Query by image and video content: The
QBIC system. IEEE Computer Magazine, 28, 23-32.
Fraser, M., Benford, S., Hindmarsh, J. & Heath, C. (1999). Supporting Awareness and Interaction
Through Collaborative Virtual Interfaces. In Proceedings of the ACM Symposium on User
Interface Software and Technology (pp. 27-36).
Frøkjær, E., Hertzum, M., & Hornbæk, K. (2000). Measuring usability:!are effectiveness, efficiency,
and satisfaction really correlated? In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘00) (pp. 345-352). New York: ACM Press.

210
Furnas, G. W. (1986). Generalized Fisheye Views. In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘86) (pp. 16-23). New York: ACM Press.
Furnas, G. W. (1997). Effective View-Navigation. In Conference Proceedings on Human Factors in
Computing Systems (CHI ‘97) (pp. 367-374). New York: ACM Press.
Gauch, S., Gauch, J. M., Pua, K. M. (1998). The VISION Digital Video Library Project. The
Encyclopedia of Library and Information Science.
Geisler, G. (2000). Enriched Links: A Framework For Improving Web Navigation Using Pop-Up
Views. School of Information & Library Science Technical Report TR-2000-02. University of
North Carolina at Chapel Hill.
Geisler, G., Marchionini, G., Nelson, M., Spinks, R. & Yang, M. (2001). Interface Concepts for the
Open Video Project. In Proceedings of the Annual Conference of the American Society for
Information Science (pp. 58-75).
Gibson, D., Kleinberg, J., & Raghavan, P. (1998). Inferring Web Communities from Link
Topologies. In Proceedings of The Ninth ACM Conference on Hypertext and Hypermedia.
New York: ACM Press.
Gibson, J. J. (1979). The ecological approach to visual perception. Boston: Houghton Mifflin.
Goldberg, D., Nichols, D., Ok, B., & Terry, D. (1992). Using Collaborative Filtering to Weave an
Information Tapestry. Communications of the ACM, 35(12), 61-70.
Good, N., Schafer, B., Konstan, J., Borchers, A., Sarwar, B., Herlocker, J., & Riedl, J. (1999).
Combining Collaborative Filtering With Personal Agents for Better Recommendations. In
Proceedings of the AAAI’99 conference (pp. 439-446).
Goodrum, A. (1997). Evaluation of Text-Based and Image-Based Representations for Moving Image
Documents. Unpublished doctoral dissertation, University of North Texas.
Goodrum, A. (2001). Multidimensional scaling of video surrogates. Journal of the American Society
for Information Science. 52(2), 174-183.
Greenbaum, J. & Kyng, M. (Eds.) (1991). Design at work: cooperative design of computer systems.
Hillsdale, N.J.: L. Erlbaum Associates.
Greene, S., Marchionini, G., Plaisant, C., & Shneiderman, B. (2000). Previews and overviews in
digital libraries: Designing surrogates to support visual information seeking. Journal of the
American Society for Information Science, 51(4), 380-393.
Harter, S. P. (1992). Psychological relevance and information science. Journal of the American
Society for Information Science, 43, 602-615.
Hauptmann, A. G., & Witbrock, M. J. (1997). Informedia News on Demand: Multimedia Information
Acquisition and Retrieval. In Maybury, M.T., (Ed.) Intelligent Multimedia Information
Retrieval. Menlo Park: AAAI Press/MIT Press.

211
Hawkins, D. T. (1981). Online Information Retreival Systems. In Annual Review of Information
Science and Technology (pp. 171-208).
Hearst, M. (1995). TileBars: Visualization of Term Distribution Information in Full Text Information
Access. In Conference Proceedings on Human Factors in Computing Systems (CHI ‘95).
New York: ACM Press.
Hearst, M. (1999). User interfaces and visualization. In R. Baeza-Yates & B. Ribeiro-Neto (Eds.)
Modern information retrieval (pp. 257-323). Addison Wesley Longman.
Hearst, M. (2000). Next Generation Web Search: Setting Our Sites. In IEEE Data Engineering
Bulletin, September, 2000.
Heilprin, L. (1985). Paramorphism versus homomorphism in information science. In L. Heilprin
(Ed.), Toward foundations of information science (pp. 115-136). White Plains, NY:
Knowledge Industry Pub.
Henderson, D. A. & Card, S. (1986). Rooms: The Use of Multiple Virtual Workspaces to Reduce
Space Contention in a Window-Based Graphical User Interface. ACM Transactions on
Graphics, 5(3), 211-243.
Hildreth, C. R. (1984). Pursuing the Ideal: Generations of Online Catalogs. In Brian Aveney & Brett
Butler (Eds.) Online Catalogs/Online Reference: Converging Trends (pp. 31–56). Chicago,
Illinois: American Library Association.
Hill, W. C., Hollan, J. D., Wroblewski, D. & McCandless, T. (1992). Edit wear and read wear. In
Conference Proceedings on Human Factors in Computing Systems (CHI ‘92) (pp. 3-9) ACM
Press. New York: ACM Press.
Hill, W., Stead, L., Rosenstein, M., & Furnas, G. (1995). Recommending and Evaluating Choices in a
Virtual Community of Use. In Conference Proceedings on Human Factors in Computing
Systems (CHI ‘95). New York: ACM Press.
Hill, W., & Terveen, L. (1996). Using frequency-of-mention in public conversations for social
filtering. In Proceedings of the ACM 1996 Conference on Computer Supported Cooperative
Work (pp. 106-112). New York: ACM Press.
Hillier, B. (1996). Space is the Machine. New York: Cambridge University Press.
Hix, D., & Hartson H. R. (1993). Developing User Interfaces: Ensuring Usability Through Product
and Process. Somerset, NJ: John Wiley & Sons, Inc.
Huberman, B., Pirolli, P., Pitkow, J., & Lukose, R. (1998). Strong regularities in World Wide Web
surfing. Science, 280, 95-97.
Informedia. (2001). Retrieved on October 1, 2001 from http://www.informedia.cs.cmu.edu/dli2/
Jerding, D. F., & Stasko, J. T. (1996). The Information Mural: Increasing Information Bandwidth in
Visualizations. Technical Report GIT-GVU-96-25, Georgia Institute of Technology.

212
John, B. & Kieras, D. E. (1996). The GOMS Family of User Interface Analysis Techniques:
Comparision and Contrast. ACM Transactions on Computer-Human Interaction 3(4), 320351. New York: ACM Press.
Jul, S., & Furnas, G. W. (1997). Navigation in Electronic Worlds. SIGCHI Bulletin, 29(4), 44-49.
Kaptelinin, V. (1996). Activity Theory: Implications for Human-Computer Interaction. In B. Nardi
(Ed.), Context and consciousness: activity theory and human-computer interaction.
Cambridge, MA: MIT Press.
Kaptelinin, V., Nardi, B. A., & Macaulay, C. (1999). The Activity Checklist: A Tool for Representing
the "Space" of Context. Interactions, July/August, pp. 27-39.
Karat, J. (1997). User-Centered Software Evaluation Methodologies. In M. Helander, T. K. Landauer,
& P. Prabhu (Eds.), Handbook of Human-Computer Interaction, Second Edition (pp. 689704). Amsterdam: Elsevier Science B. V.
Kay, A. (1990). User Interface: A Personal View. In B. Laurel (Ed.), The Art of Human-Computer
Interface Design. Cambridge, MA: Addison-Wesley.
Kleinberg, J. (1998). Authoritative sources in a hyperlinked environment. In Proceedings of 9th
Annual ACM-SIAM Symposium on Discrete Algorithms (pp. 668-677).
Konstan, J. A., Miller, B. N., Maltz, D., Herlocker, J. L., Gordon, L. R. & Riedl, J. (1997).
GroupLens: Applying Collaborative Filtering to Usenet News. Communications of the ACM,
40(3), 77-87.
Kopetzky, T. & Mühlhäuser, M. (1999). Visual Preview for Link Traversal on the WWW. In
Proceedings of the 8th International WWW Conference (pp. 447-454).
Kuhlthau, C. C. (1988). Developing a Model of the Library Search Process: Cognitive and Affective
Aspects. RQ 28(2), 232-242.
Kuhlthau, C. C. (1997). The Influence of Uncertainty on the Information Seeking Behavior of a
Securities Analyst. In P. Vakkari, R. Savolainen, & B. Dervin (Eds.), Information Seeking in
Context (pp. 268-274). London: Taylor Graham.
Kuhn, W. (1993). Metaphors Create Theories for Users. In Frank, A. U. & I. Campari (Eds.), Spatial
Information Theory. Lecture Notes in Computer Science, Vol. 716 (pp. 366-376). Springer.
Kwasnik, B. H. (1992). A Descriptive Study of the Functional Components of Browsing. In J. Larson
& C. Unger (Eds.), Engineering for Human-Computer Interaction (pp. 191-202). Amsterdam:
Elsevier Science Publishers.
Lakoff, G. (1993). The contemporary theory of metaphor. In A. Ortony (Ed.), Metaphor and Thought,
2nd Edition. Cambridge University Press.
Lamping, J., Rao, R., & Pirolli, P. (1995). A focus+context technique based on hyperbolic geometry
for visualizing large hierarchies. In Proceedings of the ACM Conference on Human Factors
in Software. New York: ACM Press.

213
Landauer, T. K. (1997). Behavioral Research Methods in HCI. In M. Helander, T. K. Landauer, & P.
Prabhu (Eds.), Handbook of Human-Computer Interaction, Second Edition (pp. 203-227).
Amsterdam: Elsevier Science B. V.
Lang, K. (1995). NewsWeeder: Learning to filter netnews. In Proceedings of the Twelfth
International Conference on Machine Learning (pp. 331-339). San Francisco, CA: Morgan
Kaufman.
Laurel, B. (1991). Computers as theatre. Reading, Mass.: Addison-Wesley.
Lawrence, S. & Giles, C. L. (1999). Accessibility of Information on the Web. Nature, 400, 107-109.
Lee, H. (2001). User Interface Design for Keyframe-Based Content Browsing of Digital Video.
Unpublished doctoral dissertation, Dublin City University, Dublin, Ireland.
Lee, H., Smeaton, A., O’Toole, C., Murphy, N., Marlow, S., & O’Connor, N. (2000). The Físchlár
digital video recording, analysis, and browsing system. In Proceedings of RIAO ‘2000:
Content-Based Multimedia Information Access (pp. 1390-1399).
Lewis, J. R., (1995). IBM Computer Usability Satisfaction Questionnaires: Psychometric Evaluation
and Instructions for Use. International Journal of Human-Computer Interaction, 7(1), 57-75.
Lienhart, R., Pfeiffer, S., & Effelsberg, W. (1997). Video abstracting. Communications of ACM (pp.
55-62).
Lin, X. (1997). Map displays for information retrieval. Journal of the American Society for
Information Science, 48(1), 40-54.
Lyman, P. & Varian, H. R. (2000). How Much Information. Retrieved on September 5, 2001 from
http://www.sims.berkeley.edu/how-much-info
Maglio, P. P. & Matlock, T. (1998). Metaphors We Surf the Web By. In Proceedings of Workshop on
Personalized and Social Navigation in Information Space, Stockholm, Sweden.
Marchionini, G. (1992). Interfaces for End-User Information Seeking. Journal of the American
Society for Information Science, 43(2), 156-163.
Marchionini, G. (1995). Information Seeking in Electronic Environments. Cambridge, UK:
Cambridge University Press.
Marchionini, G. & Komlodi, A. (1999). Design of Interfaces for Information Seeking. In M. E.
Williams (Ed.), Annual Review of Information Science and Technology (ARIST), 33, (pp. 89130).
Marchionini, G. & Shneiderman, B. (1988). Finding facts vs. browsing knowledge in hypertext
systems. Computer, 21(1), 70-79.
Marshall, C. C., Shipman, F. M. III, & McCall, R. (1994). Putting Digital Libraries to Work: Issues
from Experience with Community Memory. In Proceedings of Digital Libraries `94 (pp. 126133).

214
McKnight, C., Dillon, A. & Richardson, J. (1991). Hypertext in Context, Cambridge: Cambridge
University Press.
Mick, C., Lindsey, G. N., & Callahan, D. (1980). Toward usable user studies. Journal of the
American Society for Information Science, 31(5), 347-356.
Miyata, Y., & Norman, D. A. (1986). Psychological Issues in Support of Multiple Activities. In D. A.
Norman and S. W. Draper (Eds.), User Centered Design (pp. 265-284). Hillsdale, NJ:
Lawrence Erlbaum.
Mooney, R. J., & Roy, L. (2000). Content-based book recommending using learning for text
categorization. In Proceedings of the Fifth ACM Conference on Digital Libraries, (pp. 195204). New York: ACM Press.
Morita, M., & Shinoda, Y. (1994). Information Filtering Based on User Behavior Analysis and Best
Match Text Retrieval. In Proceedings of the 17th Annual International SIGIR Conference on
Research and Development, (pp. 272-281). New York: ACM Press.
Nardi, B. (1996). Activity Theory and Human-Computer Interaction. In B. Nardi (Ed.), Context and
consciousness: activity theory and human-computer interaction. Cambridge, Mass.: MIT
Press.
Nation, D. A., Plaisant, C., Marchionini, G., & Komlodi, A. (1997). Visualizing web sites using a
hierarchical table of contents browser: WebTOC. In Proceedings of the 3rd Conference on
Human Factors and the Web.
Neale, D. C., & Carroll, J. M. (1997). The Role of Metaphors in User Interface Design. In T. K.
Landauer, & P. Prabhu (Eds.), Handbook of Human-Computer Interaction, Second Edition
(pp. 441-462). Amsterdam: Elsevier Science B. V.
Nickerson, R. S. & Landauer, T. K. (1997) Background and Issues in HCI. In M. Helander, T. K.
Landauer, & P. Prabhu (Eds.), Handbook of Human-Computer Interaction, Second Edition
(pp. 3-31). Amsterdam: Elsevier Science B. V.
Nielsen, J. (1994). Guerrilla HCI: Using Discount Usability Engineering to Penetrate the Intimidation
Barrier. In R. Bias & D. Mayhew (Eds.), Cost-justifying usability. Boston: Academic Press.
Nielsen, J. (1994a). Heuristic Evaluation. In Nielsen, J. & R. Mack (Eds.), Usability Inspection
Methods (25-62). New York: John Wiley and Sons.
Nielsen, J. (1998). Using Link Titles to Help Users Predict Where They Are Going. Retrieved on
September 5, 2001 from http://www.useit.com/alertbox/980111.html
Nielsen, J. (2000). Is navigation useful? Retrieved on September 5, 2001 from
http://www.useit.com/alertbox/20000109.html
Nielsen, J. (2001). Success Rate: The Simplest Usability Metric. Retrieved on January 26, 2002 from
http://www.useit.com/alertbox/20010218.html
Nielsen, J. & Levy, J. (1994). Measuring Usability: Preference vs. Performance. Communications of
the ACM, 37(4), 66-75.

215
Norman, D. A. (1986). Cognitive Engineering In D. A. Norman & S. W. Draper (Eds.), User
Centered System Design. Hillsdale, NJ: Lawrence Erlbaum Associates.
Norman, D. (1987). Cognitive Engineering-Cognitive Science. In J. M. Carroll (Ed.), Interfacing
Thought: Cognitive Aspects of Human-Computer Interaction. Cambridge, MA: MIT Press.
Norman, D. (1988). The Design of Everyday Things. New York: Doubleday.
Norman, D. (1998). The Invisible Computer. Cambridge, Massachusetts: The MIT Press.
Norman, D. (1998a). Affordances & Design. Retrieved on January 26, 2002 from
http://www.jnd.org/dn.mss/affordances-and-design.html
Norman, D. A. & Draper, S. W. (Eds.). (1986). User Centered System Design. Hillsdale, NJ:
Lawrence Erlbaum Associates.
Nowell, T., France, R. K., Hix, D., Heath, L. S., & Fox, E. (1996). Visualizing search results: some
alternatives to query document similarity. In Proceedings of the 19th ACM SIGIR
Conference, (pp. 67-75). New York: ACM Press.
O’Day, V.L. & Jeffries, R. (1993). Orienteering in an Information Landscape: How Information
Seekers Get From Here to There. In Proceedings of INTERCHI ‘93, ACM Press, (pp. 438445). New York: ACM Press.
Park, T. K. (1994). Toward a theory of user-based relevance: A call for a new paradigm of inquiry.
Journal of the American Society for Information Science, 45, 135-141.
Park, J. & Kim, J. (2000). Effects of contextual navigation aids on browsing diverse Web systems. In
Conference Proceedings on Human Factors in Computing Systems (CHI ‘00) (pp. 257-264).
New York: ACM Press.
Pitkow, J. E., & Kehoe, C. M. (1996). Emerging trends in the WWW user population.
Communications of the ACM, 39(6), 106-108.
Pirolli, P., Card, S. K., & Van Der Wege, M. (2001). Visual information foraging in a focus + context
visualization. In Proceedings of the SIG-CHI on Human factors in computing systems (pp.
506-513). New York: ACM Press.
Pirolli, P., Pitkow, J., & Rao, R. (1996). Silk from a Sow’s Ear: Extracting Usable Structures from the
Web. In Conference Proceedings on Human Factors in Computing Systems (CHI ‘96) (pp.
118-125). New York: ACM Press.
Ponceleon, D., Srinivasan, S., Amir, A., Petkovic, D., & Diklic, D. (1998). Key to effective video
retrieval: effective cataloging and browsing. In Proceedings of ACM Multimedia (pp. 99107). New York: ACM Press.
Preece, J. (1994). Human-Computer Interaction. Harlow, England: Addison-Wesley.
Preece, J. (2002). Supporting Community and Building Social Capital. Communications of the ACM,
45(4), 37-39. Preece, J. (2002). Supporting Community and Building Social Capital.
Communications of the ACM, 45(4), 37-39.

216
Rabbitt, P. (1984). The Control of Attention in Visual Search. In R. Parasuraman & D. R. Davies
(Ed.), Varieties of Attention (pp. 273-291). Orlando, FL: Academic Press.
Rao, R., & Card, S. K. (1994). The Table Lens: Merging Graphical and Symbolic Representations in
an Interactive Focus+Context Visualization for Tabular Information. In Conference
Proceedings on Human Factors in Computing Systems (CHI ‘94) (pp. 318-322). New York:
ACM Press.
Raskin, J. (2000). The humane interface: new directions for designing interactive systems. Reading,
MA: Addison Wesley.
Rees, A. M. & T. Saracevic. (1966). The measurability of relevance. Comparative Systems
Laboratory Technical Report, Number 7. Cleveland: Center for Documentation &
Communication Research.
Robertson, G., Czerwinski, M., Larson, K., Robbins, D., Thiel, D., & van Dantzich, M. (1998). Data
Mountain: Using spatial memory for document management. In Proceedings of the 11th
Annual ACM Symposium on User Interface Software and Technology (UIST ’98) (pp. 153162). New York: ACM Press.
Robertson, G. G., Mackinlay, J. D., & Card, S. K. (1991). Cone Trees: Animated 3D Visualizations
of Hierarchical Information. In Conference Proceedings on Human Factors in Computing
Systems (CHI ‘91).
Rose, A., Ding, W., Marchionini, G., Beale Jr., J., Nolet, V. (1998). Building an electronic learning
community: From design to implementation. In Conference Proceedings on Human Factors
in Computing Systems (CHI ‘98) (pp. 203-210). New York: ACM Press.
Saracevic, T. (1970). The concept of "relevance" in information science: A historical review. In T.
Saracevic (Ed.), Introduction to Information Science (pp. 111-151). New York: R.R. Bowker.
Sarwar, B., M., Konstan, J. A., Borchers, A., Herlocker, J., Miller, B., & Riedl, J. (1998). Using
Filtering Agents to Improve Prediction Quality in the GroupLens Research Collaborative
Filtering System. In Proceedings of CSCW ‘98. New York: ACM Press.
Schafer, J. B., Konstan, J., & Riedl, J. (1999). Recommender Systems in E-Commerce. In
Proceedings of the ACM Conference on Electronic Commerce. New York: ACM Press.
Shackel, B. (1991). Usability Context, Framework, Definition, Design, and Evaluation. In B.!Shackel
& S. Richardson (Eds.). Human Factors for Informatics Usability (pp. 1-21). Cambridge:
Cambridge University Press.
Shardanand, U., & Maes, P. (1995). Social Information Filtering: Algorithms for Automating "Word
of Mouth". In Conference Proceedings on Human Factors in Computing Systems (CHI ‘95)
(pp. 210-217). New York: ACM Press.
Shneiderman, B. (1983). Direct Manipulation: A Step Beyond Programming Languages. IEEE
Computer, 16(8), 57-69.
Shneiderman, B. (1998). Designing the User Interface: Strategies for Effective Human-Computer
Interaction. Reading, MA: Addison-Wesley.

217
Shneiderman, B., Feldman, D., Rose, A., & Grau, X. F. (2000). Visualizing Digital Library Search
Results with Categorical and Hierarchical Axes. In Proceedings of Digital Libraries 2000
(pp. 57-65). New York: ACM Press.
Shubin, H. & Meehan, M. M. (1997) Navigation in Web Applications. ACM Interactions, 4(6), 1317.
Simon, H. A. (1981). The Sciences of the Artificial (Second edition). Cambridge, MA: MIT Press.
Small, D. (1996). Navigating Large Bodies of Text. IBM Systems Journal, 35(3&4), 515-525.
Smith, M. (2002). Tools for navigating large social cyberspaces. Communications of the ACM, 45(4),
51-55.
Solomon, P. (1997). Information Behavior in Sense Making: A Three-year Case Study of Work
Planning. In P. Vakkari, R. Savolainen, & B. Dervin (Eds.), Information Seeking in Context
(pp. 290-306). London: Taylor Graham.
Sonnenwald, D. H. (1999). Evolving perspectives of human information behavior: Contexts,
situations, social networks and information horizons. In T. D. Wilson & D. K. Allen (Eds.),
Exploring the Contexts of Information Behavior. London: Taylor Graham.
Stanyer, D., & Procter, R. (1999). Improving Web Usability with the Link Lens. In Proceedings of
the Eighth International World Wide Web Conference (pp. 455-466).
Stary, C., & Peschl, M. (1998). Representation Still Matters: Cognitive Engineering and User
Interface Design. Behaviour and Information Technology, 17(6), 338-360.
Swanson, D. R. (1977). Information Retrieval as a Trial and Error Process. Library Quarterly, 47(2),
128-148.
Talja, S., & Keso, H., & Pietiläinen, T. (1999). The Production of Context in Information Seeking
Research: A Metatheoretical View. Information Processing and Management, 35, 751-763.
Tang, R., & Solomon, P. (1998). Toward an understanding of the dynamics of relevance judgment:
An analysis of one person’s search behavior. Information Processing and Management,
34(2/3), 237-256.
Tanin, E., Lotem, A., Haddadin, I., Shneiderman, B., Plaisant, C., & Slaughter, L. (2000). Facilitating
Network Data Exploration with Query Previews: A Study of User Performance and
Preference. Behaviour & Information Technology 19 (6), 393-403.
Tauscher, L. & Greenberg, S. (1997). Revisitation Patterns in World Wide Web Navigation. In
Conference Proceedings on Human Factors in Computing Systems (CHI ‘97) (pp. 399-406).
New York: ACM Press.
Taylor, R. (1962). The process of asking questions. American Documentation, 391-397.
Teodosio, L., & Bender, W. (1993). Salient Video Stills: Content and Context Preserved. In
Proceedings ACM Multimedia (pp. 39-46). New York: ACM Press.

218
Toms, E. (2000). Serendipitous Information Retrieval. In Proceedings of the First DELOS Network of
Excellence Workshop on Information Seeking, Searching and Querying in Digital Libraries,
Zurich, Switzerland: European Research Consortium for Informatics and Mathematics.
TREC Video Retrieval Track. (2002). Web page retrieved on September 5, 2001 from http://wwwnlpir.nist.gov/projects/trecvid/
Tullis, T. S. (1984). A computer-based tool for evaluating alphanumeric displays. In Proceedings of
IFIP Interact'84 (pp. 719-723). Amsterdam: Elsevier Science.
Turo, D. & Johnson, B. (1992). Improving the Visualization of Hierarchies with Treemaps: Design
Issues and Experimentation. In Proceedings of IEEE Visualization '92 (pp. 124-131).
Computer Society Press.
Vakkari, P. (1997). Information Seeking in Context. A Challenging Metatheory. In P. Vakkari, R.
Savolainen, & B. Dervin (Eds.), Information Seeking in Context (pp. 451-464). London:
Taylor Graham.
Vakkari, P., Savolainen, R., & Dervin, B. (Eds.). (1997). Information Seeking in Context. London:
Taylor Graham.
Varian, H. (1995). The Information Economy. Scientific American, September, 1995, pp. 200-201.
Weinreich, H., & Lamersdorf, W. (2000). Concepts for Improved Visualization of Web Link
Attributes. In Proceedings of the Ninth International World Wide Web Conference.
Wellner P, Mackay W, Gold R (1993). Computer-Augmented Environments: Back to the Real World.
Communications of the ACM, 36(7), pp. 24-26.
Wexelblat, A., & Maes, P. (1999). Footprints: History-Rich Tools for Information Foraging. In
Conference Proceedings on Human Factors in Computing Systems (CHI ‘99) (pp. 270–277).
New York: ACM Press.
White, H. D. & McCain, K. W. (1989). Bibliometrics. Annual Review of Information Science &
Technology, 24, 119-165.
Wildemuth, B. M., Marchionini, G., Yang, M., Geisler, G., Wilkens, T., Hughes, A., & Gruss, R.
(2003). How fast is too fast? Evaluating fast forward surrogates for digital video.
Unpublished paper retrieved on January 14, 2003 from: http://ils.unc.edu/~geisg/info/JCDL2003.030113.pdf.
Wildemuth, B. M., Marchionini, G., Wilkens, T., Yang, M., Geisler, G., Fowler, B., Hughes, A., &
Mu, X. (2002). Alternative Surrogates for Video Objects in a Digital Library: Users’
Perspectives on Their Relative Usability. In Proceedings of the 6th European Conference on
Digital Libraries (ECDL 2002).
Winograd, T. (1997). From Computing Machinery to Interaction Design from P. Denning and R.
Metcalfe (Eds.), Beyond Calculation: The Next Fifty Years of Computing (pp. 149-162).
Springer-Verlag.

219
Winograd, T. (1997a). Interspace and an Every-Citizen Interface to the National Information
Infrastructure. In More Than Screen Deep: Toward Every-Citizen Interfaces To The Nation’s
Information Infrastructure. Washington, D.C.: National Academy Press.
Woodruff, A., Faulring, A., Rosenholtz, R., Morrison, J., & Pirolli, P. (2001). Using Thumbnails to
Search the Web. In Conference Proceedings on Human Factors in Computing Systems (CHI
‘01). New York: ACM Press.
Woods, D. D. & Watts, J. C. (1997) How Not to Have to Navigate Through Too Many Displays. In
M. Helander, T. K. Landauer, & P. Prabhu (Eds.), Handbook of Human-Computer
Interaction, Second Edition (pp. 617-649). Amsterdam: Elsevier Science B. V.
Yeung, M. & Yeo, B. L. (1997). Video Visualization for Compact Presentation and Fast Browsing of
Pictorial Content. IEEE Transactions Circuits and Systems for Video Technology, 7(5), 771785.
Zellweger, P. T., Chang, B. W., & Mackinlay, J. D. (1998). Fluid Links for Informed and Incremental
Link Transitions. In Proceedings of HyperText 98 (pp. 50-57). New York: ACM Press.
Zhang, H. J., Low, C. Y., Smoliar, S. W., & Wu, J. H. (1995). Video parsing, retrieval and browsing:
an integrated and content-based solution. In Proceedings of the Third ACM International
Conference on Multimedia (pp. 15-24). New York: ACM Press.

